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An ageing population is a major challenge for every country in the world arising from the
declining fertility rate and increasing life expectancy. A longevity risk (the adverse outcome of people
living longer than expected) exacerbated by declining equity returns coupled with the record low
interest rate environments has signiﬁcant implications for societies and manifests as a systematic risk
for providers of retirement income products. The aim of this special issue is to highlight advances in
quantitative modelling of risks related to ageing population problems. We received an enthusiastic
response to the call for research papers and are proud of the special issue now being published.
This special issue contains seven research papers.
One paper by Marcos Escobar, Mikhail Krayzler, Franz Ramsauer, David Saunders, and Rudi
Zagst (Escobar et al. 2016) presents the pricing of variable annuities with guaranteed minimum
repayments at maturity and in the case of policyholder death using a closed form approximation.
All important risk factors (risky investment asset, interest rate, mortality intensity, and policyholder
surrender behaviour) are modelled under an afﬁne linear stochastic framework. The presented pricing
framework can be easily implemented, which is important for applications in practice.
There are four papers studying and developing advanced stochastic mortality models.
The paper by Syazreen Shair, Sachi Purcal, and Nick Parr (Shair et al. 2017) evaluates the
forecasting accuracy of two recently-developed coherent mortality models (the Poisson common
factor and the product-ratio functional models) designed to forecast the mortality of two or more
subpopulations simultaneously. The models are applied to age-gender-speciﬁc mortality data for
Australia and Malaysia and age-gender-ethnicity-speciﬁc data for Malaysia, and the results show
that coherent models are consistently more accurate than independent models for forecasting
sub-populations’ mortality.
The paper by Yuan Gao and Han Lin Shang (Gao and Shang 2017) develops a model for
the forecasting of mortality rates in multiple populations that combines mortality forecasting and
functional data analysis. The model relies on functional principal component analysis for dimension
reduction and a vector error correction model to jointly forecast mortality rates in multiple populations.
The usefulness of this model is demonstrated through a series of simulation studies and applications
to the age-and sex-speciﬁc mortality rates in Switzerland and the Czech Republic.
The paper by Jonas Hirz, Uwe Schmock, and Pavel Shevchenko (Hirz et al. 2017) introduces
an additive stochastic mortality model which allows joint modelling and forecasting of underlying
death causes. The model takes its roots from the extended version of the credit risk model CreditRisk+
that allows exact risk aggregation via an efﬁcient numerically stable Panjer recursion algorithm and
provides numerous applications in credit, life insurance, and annuity portfolios to derive proﬁt and
loss distributions. Many examples, including an application to partial internal models under Solvency
II, using Austrian and Australian data are shown.
The paper by Dorota Toczydlowska, Gareth Peters, Man Chung Fung, and Pavel Shevchenko
(Toczydlowska et al. 2017) develops a multi-factor extension of the family of Lee-Carter stochastic
mortality models to include exogenous observable demographic features that can be used as additional
factors to improve model ﬁt and forecasting accuracy. They develop a dimension reduction robust
Risks 2018, 6, 16
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feature extraction framework amenable to different structures of demographic data. A detailed case
study on the Human Mortality Database demographic data from European countries is performed,
where the extracted features are used to better explain the term structure of mortality in the UK over
time for male and female populations.
Two papers consider optimal decisions in retirement under the expected utility maximisation
models solved as optimal stochastic control problems.
The paper by Jinhui Zhang, Sachi Purcal, and Jiaqin Wei (Zhang et al. 2017) considers the ﬁnancial
planning for a retiree wishing to enter a retirement village. The date of entry is determined by the
retiree’s utility and bequest maximisation problem within the context of uncertain future health states.
In addition, the retiree must choose optimal consumption, investment, bequest, and purchase of
insurance products prior to full annuitisation on entry to the retirement village.
The paper by Johan Andréasson and Pavel Shevchenko (Andréasson and Shevchenko 2017)
considers the impact of recent changes to the Australian means-tested Age Pension policies.
They examine the implications of the new changes in regard to the optimal decisions of a retiree for
consumption, investment, and housing. The policy changes are considered under a utility-maximising
lifecycle model solved as an optimal stochastic control problem.
All papers appearing in this special issue went through a refereeing process subject to the usual
high standards of Risks. We would like to thank all of the authors for their excellent contributions
and all of the referees for thorough and timely reviews. We hope that this special issue will help
to stimulate advanced quantitative modelling, both theoretical and applied in the area of ageing
population problems.
Conﬂicts of Interest: The author declares no conﬂicts of interest.
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Abstract: Variable annuities represent certain unit-linked life insurance products offering different
types of protection commonly referred to as guaranteed minimum beneﬁts (GMXBs). They are
designed for the increasing demand of the customers for private pension provision. In this paper
we analytically price variable annuities with guaranteed minimum repayments at maturity and in
case of the insured’s death. If the contract is prematurely surrendered, the policyholder is entitled
to the current value of the fund account reduced by the prevailing surrender fee. The ﬁnancial
market and the mortality model are afﬁne linear. For the surrender model, a Cox process is deployed
whose intensity is given by a deterministic function (s-curve) with stochastic inputs from the ﬁnancial
market. So, the policyholders’ surrender behavior depends on the performance of the ﬁnancial market
and is stochastic. The presented pricing scheme incorporates the stochastic surrender behavior of the
policyholders and is only based on suitable closed-form approximations.
Keywords: variable annuities; surrender behavior; closed-form approximation; pricing;
afﬁne linear model

1. Introduction
Variable annuity (VA) contracts represent a “wide range of life insurance products, whose beneﬁts can
be protected against investment and mortality risks by selecting one or more guarantees” Bacinello et al. (2011).
Since VAs are usually unit-linked, they allow policyholders to participate in rising stock prices while
their guarantees offer protection against the reverse trend. For further reading on VAs and implicit
options embedded in general life insurance products, see Ledlie et al. (2008); Gatzert (2010); Shevchenko
and Luo (2016). In contrast to the policyholders, for VA providers the GMXBs that are offered may
cause severe ﬁnancial and actuarial risks: First, the minimum beneﬁts could expire in-the-money, i.e.,
worth more than the corresponding position in stocks. Second, there might be a difference between the
expected and the realized mortality rates.
Furthermore, VA providers are also exposed to behavioral risk, which in this context is often
referred to as surrender or lapse risk. This is the risk that the policyholders cancel their contracts in
a manner different from the assumptions made by the VA provider. Longevity risk can be modeled
independently from ﬁnancial risk, whereas surrender risk substantially depends on the evolution of
the ﬁnancial markets. For example, increasing interest rates might lead to increasing cancellation rates,
as alternative investment products with a higher guaranteed rate or at a cheaper price will appear.
Risks 2016, 4, 41
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Modeling policyholder risk should deserve special attention, as “it has inﬂuence on the pricing
of the options and guarantees within the contracts, on solvency capital requirements, and hedging
effectiveness" Knoller et al. (2015). High losses have been reported by VA carriers due to changes in
surrender assumptions (Mountain Life reported an increase in the value of its liabilities by USD 48 bn
due to a reduction of assumed surrender rates1 ). Policyholder risk is not hedgeable, might lead to
severe liquidity problems, and, therefore, needs to be analyzed and priced carefully. In this paper we
focus on this type of risk; we do not claim to ﬁnd the precise relationship between surrender rates and
economic factors (internal or external), but rather show how the well-known patterns can be included
in the pricing framework suggested by Krayzler et al. (2016). Furthermore, as opposed to the work of
Krayzler et al. (2016), the market price of mortality risk is explicitly taken into account.
In the last decade, several empirical studies appeared analyzing the main drivers of policy
cancellations. From the perspective of a classical life insurance business, two major hypotheses can be
differentiated: the interest-rate hypothesis and the emergency fund hypothesis. The ﬁrst one, advanced
by, e.g., Tsai et al. (2002); Kuo et al. (2003) (especially in the long run), assumes that an increase in
interest rates leads to an increase in surrender rates. This is explainable by the fact that higher interest
rates generally lead to higher annuity rates within other similar decumulation products and, hence,
policyholders have an incentive to cancel their existing VA and enter a new one. In the VA business,
high interest rates lead to either higher guaranteed beneﬁts for the same guarantee price or to the
same guaranteed beneﬁts but for lower prices. The second hypothesis, empirically supported, e.g., by
Outreville (1990), assumes that policyholders might need to terminate their life or pension insurances
due to a personal ﬁnancial distress. To model this dependency, most of the papers use macroeconomic
risk factors assuming that the general state of the economy serves as a proxy for personal ﬁnancial
circumstances. Some of the papers support both hypotheses, see, e.g., Kim (2005) for an analysis of the
Korean case or Jiang (2010) for the U.S. life insurance market.
As variable annuities depend on the performance of ﬁnancial markets, apart from the interest-rate
and the emergency fund hypotheses driving policyholder behavior within traditional life insurance
business, the so-called moneyness hypothesis has been the focus of several recent studies. This concept
relies on the fact that the value of the guarantee (approximated by the moneyness deﬁned as the ratio
of the surrender to the guaranteed value) should have a substantial impact on policyholders’ decisions.
That is, the better the performance of a fund underlying the VA product, the higher the moneyness of
the contract and, consequently, the lower the economic value of the guarantee. Therefore, there is a
signiﬁcant incentive for the insured person to cancel the contract and potentially enter a new one with
a higher guaranteed value. Empirical evidence for this hypothesis is given, for example, in Knoller
et al. (2015); Kiesenbauer (2012). The former paper also tests and supports interest-rate and emergency
fund hypotheses in the context of variable annuities. According to the company surveys conducted
by Knoller et al. (2015); Kent and Ed (2008) as well as shown in some examples of Tsai et al. (2002),
policyholders do not always act rationally. They cancel their products even when it is not economically
rational2 and also do not surrender their guarantees deep out of the money.
Additionally, there is abundant literature on the incorporation of lapse behavior in pricing models.
We provide here just a short overview of the main papers in that area and refer interested readers to
Eling and Kiesenbauer (2012) for a broad classiﬁcation of lapse rate models. According to their work,
one can differentiate between three major groups of papers depending on the assumptions made on
the policyholder rationality.
First, pure dynamic surrender models assume optimal cancellation for risk-neutral
investors (Bacinello 2003 2005; Milevsky and Salisbury 2006; Chen et al. 2008; Kling et al. 2011). These

1
2

Source: White Mountain Insurance Group Report 2010. In this case the expected number of policyholders entitled to the
ﬁnal payoff increases and therefore, the present value of liabilities rises as well.
This is more or less a general assessment. Cancellation could be rational and utility-maximizing for speciﬁc policyholders,
however, these personal reasons for cancellation are not included in the model.
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authors interpret the surrender option as an American option and provide numerical solutions for
optimal stopping problems to determine its price. The second group of papers assumes optimal
dynamic lapsation for rational and risk-averse investors (Moore 2009; Moenig and Bauer 2015). The
authors assume that policyholders maximize their expected utility, which is modeled via a constant
relative risk aversion (CRRA) function. The third group of papers eschews the assumption of optimal
policyholder behavior and rather tries to incorporate the above mentioned empirical evidence in
dynamic lapse modeling. Examples of these papers include Ledlie et al. (2008); Albizzati and Geman
(1994); Mudavanhu and Zhuo (2002); Kolkiewicz and Tan (2006); De Giovanni (2010); Loisel and
Milhaud (2011).
Our work also belongs to the third group of papers. The contributions to the literature are
as follows. First, instead of the stand-alone consideration of different stylized facts, we explicitly
incorporate the moneyness and interest-rate hypotheses in our hybrid pricing framework at the
same time; Second, we include the emergency fund hypothesis in the model; Finally, we derive
analytical approximations for the selected guarantees under ﬁnancial, actuarial, and behavioral risks.
In this paper we concentrate on Guaranteed Minimum Accumulation, Death, and Surrender Beneﬁts.
Extension of the suggested approach for the pricing of other variable annuity products constitutes one
of the directions of future research.
The remainder of the paper is structured as follows: The second section describes the stochastic
models for the ﬁnancial market, the insureds’ mortality, and the policyholders’ surrender behavior.
The third section speciﬁes the considered type of VAs and derives the closed-form approximations.
The fourth section shows how the models of the second section can be calibrated using actively
traded products and historical mortality tables. The ﬁfth section presents an example of the pricing
scheme. The sixth section discusses extensions to the surrender model. The seventh section provides
conclusions and possible directions for future research.
2. Stochastic Models
2.1. Financial Market Model
Let (Ω, F , F, Q) be a ﬁltered probability space with risk-neutral pricing measure Q and ﬁltration
F := (Ft )t≥0 satisfying the usual conditions, i.e., the ﬁltration is right-continuous and F0 is saturated.
Furthermore, let the instantaneous interest-rate process r := (r (t))t≥0 and the stock price process
S := (S (t))t≥0 be given by the Hull-White extended Vasicek model Hull and White (1994) and a
generalized geometric Brownian motion with stochastic drift r. For any point in time t ≥ 0 the
stochastic process Y := (Y (t))t≥0 deﬁned by Y (t) := ln (S (t) /S (0)) represents the accumulated
log-return up to t. If the constant ρSr ∈ [−1; 1] denotes the correlation between the Brownian motions
of the processes r and S, we end up with the following risk-neutral ﬁnancial market:
dr (t) = (θr (t) − ar r (t)) dt + σr dWrQ (t) ,


1
dY (t) = r (t) − σS2 (t) dt + σS (t) dWSQ (t) ,
2
r (0) = r0 , Y (0) = 0,

dWSQ (t) dWrQ (t)

(1)

= ρSr dt.

To derive the closed-form approximation in Section 3.2 ar and σr are assumed to be non-negative
constants, while θr (t) , t ≥ 0, and σS (t) , t ≥ 0, are supposed to be deterministic functions in time.
However, future research might focus on extensions such that θr (t) or σS (t) can be stochastic processes.
WrQ (t) and WSQ (t) represent standard Q-Brownian motions.
2.2. Mortality Model
Historical data normally conﬁrm the assumption of an exponential relation between age and
one-year death probabilities. For instance, see the plot on the left in Figure 1 illustrating the United
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Kingdom (U.K.) mortality tables (principal projection, men, 1951–2011)3 published by the Ofﬁce
for National Statistics. Furthermore, life expectancy is increasing. If we focus on how the U.K.
one-year death probability for a ﬁxed age has evolved over time (see the plot on the right in Figure 1),
the decline underpins this assertion. But, the second plot of Figure 1 also indicates that there are
random ﬂuctuations partially resisting an enduring downturn. To take into account all ﬁndings we
apply the mortality model described in Krayzler et al. (2016) which is based on Dahl (2004); Dahl and
Møller (2006). We assume an upper limit in age T ∗ (e.g., 125 years) and model under the real-world
measure P the remaining lifetime τ m ( x ) of an insured aged x years in the form of the ﬁrst jump of a
Cox process ( N m ( x + t))t≥0 characterized by a F-measurable intensity λm
t ( x + t ) , t ≥ 0 (Bifﬁs 2005):

(a)

(b)

Figure 1. U.K. Mortality Tables (a) and One-Year Death Probabilities (b) of Men (1951–2011).

τ m ( x ) := min ( T ∗ − x, inf {t ≥ 0 : N m ( x + t) > 0}) .
The index m refers to mortality. Furthermore, we deﬁne:


Hm : = (Htm )t∈[0,T ∗ − x] , Htm := σ 1{τ m ( x)≤u} : u ≤ t .
Hence, Hm captures whether the insured is still alive or has already died up to a certain point in time.
Let the initial mortality intensity λ0m ( x + t) be given by the static Gompertz model and let an
Ornstein-Uhlenbeck process ξ := (ξ (t))t≥0 describe the evolution of the P-dynamics of the mortality
improvement ratio. Then, we get for the mortality model under P:
m
λm
t ( x + t ) = λ0 ( x + t ) · ξ ( t ) ,


1
x+t−z
,
λ0m ( x + t) = exp
b
b

dξ (t) = κ (exp (−γt) − ξ (t)) dt + σξ dWξP (t) .
The constants z, κ and σξ are non-negative, b is positive and γ ∈ R. A positive γ indicates
that people are growing older on average, whereas a negative γ implies the opposite. For γ = 0
the mortality improvement ratio is ﬂuctuating close to 1 and hence, there are no trends. In this
paper the mortality improvement ratio ξ does not depend on the age x of an insured, since it is
supposed to reﬂect a general improvement in mortality. The correlations between WξP (t) and the
P-Brownian motions of the ﬁnancial market, are assumed to be zero implying the independence of the

3

For the underlying data set see http://www.ons.gov.uk/ons/rel/lifetables/historic-and-projected-mortality-data-fromthe-uk-life-tables/2010-based/rft-qx-principal.xls
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insurance and the ﬁnancial processes. Subsequent measure changes are designed such that this feature
is preserved. Using Itô’s Lemma we obtain the P-dynamics of the overall mortality intensity:
m
P
dλm
t ( x + t ) = ( c1 exp ( c2 t ) − c3 λt ( x + t )) dt + c4 exp ( c5 t ) dWξ ( t ) ,

(2)

with
c1 : =

κ
exp
b



x−z
b


, c2 : =

σξ
1
1
− γ, c3 := κ − , c4 :=
exp
b
b
b



x−z
b


, c5 : =

1
.
b

Mortality has been modeled under the real-world measure P so far. However, risk-neutral
pricing techniques require probabilities with respect to the risk-neutral measure Q of the ﬁnancial
market. A lack of transparency, the relatively small number of (variable) annuity providers (supply)
compared to the multitude of policyholders (demand) and the informational asymmetry between
both parties cause us to reject the assumption of an efﬁcient market for mortality risk (Harrison 2012).
Except for extremely competitive business segments, VA providers should be able to implicitly charge
an additional premium for taking longevity and other actuarial risks. On the assumption that all
actuarial risks are already taken into account in the form of the mortality tables entering the calibration
of the real-world mortality model in (2), the work in Krayzler et al. (2016) assumes that the P− and
Q−survival probabilities coincide. Since this assumption is quite strong, we work with a market price
of mortality risk that is permitted to be zero to gain ﬂexibility. Whenever the existence of the market
price of mortality risk is difﬁcult to accept as valid, the risk premium can be set to zero to end up
in the setting of Krayzler et al. (2016). If there are good reasons for the existence of a mortality risk
premium, which has not yet been covered by the mortality tables themselves, our approach allows its
estimation. Furthermore, we are able to analyze how a mortality risk premium affects the Q-survival
probabilities (sensitivity tests). To keep our mortality model analytically tractable, in particular, to
preserve the independence of the insurance and the ﬁnancial market, we consider a constant market
price of mortality risk γm . However, alternative risk premium models like in Bifﬁs et al. (2010) should
be part of future research. In our setting, the Radon-Nikodym density deﬁned by:



1 2
dQ 
P
=
exp
−
γ
W
t
t
,
−
γ
(
)
m
m
ξ
dP Ft ∨Hm
2
t

WξQ (t) = WξP (t) + γm t,
and the Girsanov theorem provide4 :
Q
m
dλm
t ( x + t ) = ( c1 exp ( c2 t ) − c3 λt ( x + t ) − c4 γm exp ( c5 t )) dt + c4 exp ( c5 t ) dWξ ( t ) .

(3)

2.3. Surrender Model
At ﬁrst, we describe the characteristics of the considered VAs. Thereby, we especially focus on
the surrender beneﬁt to model the policyholders’ surrender behavior properly. Let I > 0 be the
initial premium which the policyholder has to pay at once at the beginning when entering into the VA
contract with maturity T. Since I is fully invested in a fund or stock, A (t) := I exp (Y (t)) , t ∈ [0, T ],
gives the evolution of the fund account value over time. The contract includes a guaranteed minimum
accumulation beneﬁt (GMAB). If δ ≥ 0 denotes the preliminary agreed (annual) roll-up rate,
G (t) := I exp (δt) speciﬁes how the (implicit) value of the guarantee moves over time. The GMAB is

4

In the suggested modeling approach the mortality intensity can become negative with positive probability. This probability
can be calculated analytically, see Appendix A.2. However, in practical applications, like for the parameters used in our
example (see Section 4), this probability is negligible (less than 10−5 ).
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executable at maturity only. This means that only at maturity the policyholder is allowed to choose
between the fund account value and the guarantee. In case of early surrender his right of refund
is restricted to the current fund account value reduced by the compulsory surrender fee. From the
perspective of the policyholders, the charged surrender fee and the forbidden execution of the GMAB
option before maturity reduce the incentives for early surrender. For VA providers the combination
of both serves as a perfect hedge, since the repayment to the policyholder is less (in the presence of
surrender fees) or equal to the fund account value (when the fee is zero). In case of early surrender let
f : [0, T ] → R0+ be a non-increasing function of time such that the surrender beneﬁt at t is equal to:
I exp (Y (t) − f (t)). If f is properly chosen, we are able to overcome the problem that an insurance
company could be unable “to fully recover its initial expenses” (Kuo et al. 2003) due to (early) surrender.
For all t ∈ [0, T ] , let R (t, T ) be the annual, continuously compounded long-term interest rate at t for
the period [t, T ]. Let P (t, T ) be the price of a default-free zero-coupon bond at time t with maturity T.
Then, we have that:
R (t, T ) = −

1
ln ( P (t, T )) .
T−t

Apart from their actuarial characteristics VAs are capital market products. This is why it might
happen that policyholders behave similar to investors pursuing a long-term investment strategy.
If early surrender takes place at time t, the policyholder would be able to reinvest the surrender
beneﬁt at R (t, T ) for the remaining time to maturity. In this case, the ﬁnal payoff at maturity would
be given by:
I exp (Y (t) − f (t) + R (t, T ) ( T − t)) .
In the absence of early surrender, the repayment at maturity is at least G ( T ) , serving as a
benchmark for the above long-term strategy. If the stochastic process D := ( D (t))t≥0 is equal to the
logarithm of the ratio of both ﬁnal payoffs, we have that:
D (t) = Y (t) − f (t) − δT + R (t, T ) ( T − t) .
Similar to the mortality model, let the time τ s until the early surrender option is exercised be equal to
the time until the ﬁrst jump of a Cox process ( N s (t))t≥0 with intensity λs (t) deﬁned by:
λs (t) = β max [min [ D (t) , α] , 0] + C,

(4)

where the constants α, β and C are non-negative. The index s in case of λs denotes surrender to
distinguish it from the mortality intensity λm . The lower limit C covers all policyholders who are
willing or obliged to surrender their contracts, for example due to a desire for current consumption or
debt, even though it is not rational from the perspective of maximizing policy value. The minimum
of D (t) and α allows the construction of an upper limit representing all policyholders never willing
to exercise the early surrender option. Due to the chosen construction the surrender intensity cannot
become negative. Hence, the surrender probabilities always lie inside the range [0, 1]. Since the capped
(upper limit) and ﬂoored (lower limit) linear relation results in a curve having an “s” shape, we will
call it s-curve in the sequel. Aside from the analytical tractability, the surrender intensity in (4) offers
some advantages regarding the ﬁndings derived from the empirical studies.
On the one hand, the higher the long-term interest rate R (t, T ) , the higher the decision criterion
D (t) and hence, the higher the surrender intensity λs (t). This means that an increase in the interest
rates results in increased surrender probabilities which is in accordance with the interest-rates hypothesis.
On the other hand, an outperforming fund in the form of a large Y (t) also increases D (t) and thus,
the surrender intensity. In this case some proﬁt taking by the policyholders is taken into account
as well. In practice, surrender fees often decrease with time to make sure that the contract is kept
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for a while. By contrast, the more time passes the more the guaranteed minimum beneﬁt gains in
importance. When the value of the guarantee increases, the early surrender option should be rarely
exercised (at least from a rational point of view). As the surrender intensity in (4) is able to incorporate
the impact of the surrender fees and the implicit value of the guarantee at maturity, at any point in
time it balances the factors increasing the surrender probabilites with the ones doing the opposite such
that it is ﬁnally driven by the net impact of both trends.
As before, we deﬁne:


Hs : = (Hts )t∈[0,T ∗ − x] , Hts := σ 1{τ s ≤u} : u ≤ t ,
indicating whether the early surrender option has been exercised up to a certain point in time.
Because of its deﬁnition in (4) the surrender intensity λs (t) , t ≥ 0, is a deterministic function of
stochastic inputs from the financial market and so, is F-measurable. Any information on the financial
market, mortality and contract surrender up to a certain point in time is covered by the filtration G with:

G : = F ∨ Hm ∨ Hs .
Let (rt , Yt , λm
be the underlying state process.
For any t
∈
[0, T ]
t ( x + t))
Proposition 3.1 in Lando (1998) allows us to replace the filtration Gt by the filtration Ft together
with indicator functions using τ s and τ m ( x) when we determine the present values of FT -measurable
final repayments XT 1{τ >T } in the absence of default, i.e., no early death or premature contract surrender.
Moreover, Proposition 3.1 in Lando (1998) enables this exchange when we price Fu -adapted streams
of payments Xu 1{τ >u} up to default or Fu -adapted recovery payments Xu at the time of default τ = u.
In particular, we have that:

 
EQ exp −

T
t


r (u) du

1{τs >T } 1{τm (x)>T } |Gt


 
= 1{τ s >t} 1{τ m ( x)>t} EQ exp −

T
t


s
(r ( u ) + λ m
u ( x + u ) + λ ( u )) du |Ft .

3. Products and Approximations
We begin by specifying the type of VAs to be considered. Unfortunately, there is no unique
understanding in the literature of what is meant by guaranteed minimum accumulation beneﬁts
(GMABs), surrender beneﬁts (SBs) or guaranteed minimum death beneﬁts (GMDBs). Therefore,
we introduce the deﬁnitions we are working with, since they are crucial for the later product pricing
and the derivation of the closed-form approximation.
3.1. Product Deﬁnitions and Characteristics
As before, A (t) := I exp (Y (t)) and G (t) := I exp (δt) , t ∈ [0, T ] , deﬁne the (implied) value of
the fund and the guarantee. Let t := (t1 , . . . , tK ) with 0 < t1 < . . . < tK < T be the dates on which
premature surrender is possible. Since tK < T, the early surrender option has to be exercised before
maturity, otherwise, the contract will anyway expire at T. In this paper the GMAB provides a payoff
and hence, ﬁnancial protection at T only, i.e., the choice between A (t) and G (t) is restricted to t = T.
This is the reason why G (t) gives for all t < T the implied value of the GMAB. To make sure that a
policyholder is always entitled to a single constituent of the overall VA contract the ﬁnancial protection
of the GMAB is valid as long as the insured is still alive (i.e., {τ m ( x ) > T }) and early surrender has
not taken place (i.e., {τ s > T }). If we summarize the preceding restrictions, we get for the payoff of
the GMAB at time t ∈ [0, T ]:
GMAB (t, T ) = 1{t=T } 1{τ m ( x)>T } 1{τ s >T } · max [ A ( T ) , G ( T )] .
9
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In case of surrender at time ti , 1 ≤ i ≤ K, the SB is given by: I exp (Y (ti ) − f (ti )) such that
there is no guarantee involved. Since the surrender fees are usually stipulated in the VA contract in a
determenistic (state-independent) way, the assumption that f is deterministic is not overly restrictive.
Assuming that f is decreasing reduces the incentives for early surrender, but it is not required for the
subsequent mathematical derivations. Again, to ensure that a policyholder’s right of refund is always
restricted to a single constituent of the overall VA contract the early surrender option can be exercised
only once, if the insured is still alive (i.e., {τ s < τ m ( x )}) and if this is indicated within the preceding
notice period (i.e., {ti−1 < τ s ≤ ti }). Assuming t0 := 0, the payoff of the SB at time ti , 1 ≤ i ≤ K, is
given by:
SB (ti , T ) = 1{ti−1 <τ s ≤ti } 1{τ s <τ m ( x)} · I · exp (Y (ti ) − f (ti )) .

(6)

The third feature is a GMDB offering protection when the insured dies before contract expiration.
Although an insured can die at any point in time (continuous death event), let t̄ := (t̄1 , . . . , t̄ N ) with
0 < t̄1 < . . . < t̄ N = T be the dates the death beneﬁt is paid (discrete repayment dates). In general, the
termination dates of the SB and the repayment dates of the GMDB may be different. For simplicity, the
roll-up rates of the GMDB and the GMAB are assumed to be equal. In this case, the same roll-up rate is
used in the surrender intensity process and in the GMDB guarantee. For the GMDB, there are no fees
such that the repayment at t̄i , 1 ≤ i ≤ N, is equal to max [ A (t̄i ) , I exp (δt̄i )]. To avoid double claims of
the policyholder, the GMDB provides a payoff before T only once, if the early surrender option has
not been exercised so far (i.e., {τ m ( x ) < τ s }). We deﬁne t̄0 := 0. If the insured dies within the period
{t̄i−1 < τ m ( x ) ≤ t̄i }, the payoff of the GMDB at repayment date t̄i , 1 ≤ i ≤ N is given by:
GMDB (t̄i , T ) = 1{t̄i−1 <τ m ( x)≤t̄i } 1{τ m ( x)<τ s } · max [ A (t̄i ) , I exp (δt̄i )] .

(7)

The above GMABs, SBs and GMDBs are designed such that a policyholder is not able to have two
claims at the same time. Therefore, the payoff at time t ∈ [0, T ] of the overall VA is given by:
VA (t, T ) = GMAB (t, T ) + SB (t, T ) + GMDB (t, T )

(8)

3.2. Product Pricing and Required Approximations
We assume an arbitrage-free market, and so, the price of the overall VA at time t = 0, i.e., pVA (0),
has to be equal to the sum of the corresponding prices of its constituents.
pVA (0) = pGMAB (0) + pSB (0) + pGMDB (0) .

(9)

For any point in time (5)–(8) provide the payoffs of the overall VA contract and its components.
To end up with the prices in (9) all payments received during the contract period [0, T ] have to be
discounted.
By virtue of risk-neutral pricing, the present value of the GMAB (conditioning on G0 has been
omitted as no further information is provided) is given by:
pGMAB (0)


= EQ exp −

T
0

r (u) du



GMAB ( T, T )
(10)

= Q (τ m ( x ) > T ) · G ( T ) · P (0, T ) · ( E1 [λs ] + E2 [λs ]) ,
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with




Q (τ m ( x ) > T ) = EQ exp −

T
0

λm
u ( x + u ) du

P (0, T )


= EQ exp −

T
t

r (u) du

E1 [λs ]


= EQT exp −

tK
0

λs (u) du

E2 [λs ]


= EQT exp −

tK
0


λs (u) du (exp (Y ( T ) − δT ) − 1)+ .

,


,
(11)


,

Using (10) the price of the GMAB can be converted into a product of already known factors,
except the one in the form of ( E1 [λs ] + E2 [λs ]) which will be explained in detail later on. The ﬁrst
factor reﬂects the risk-neutral probability that the insured does not die early. The second factor displays
the guaranteed, ﬁnal payoff. The third factor is given by the price of a default-free zero-coupon bond
with maturity T. Hence, the product of factors 2 and 3 provides the present value of the guarantee of
the GMAB. The expressions for E1 [λs ] and E2 [λs ] employ the forward measure QT deﬁned through
the Radon-Nikodym derivative:

P ( T, T ) /P (0, T )
dQT 
=
,
d Q  G0
B ( T ) /B (0)

(12)

with
B (t) := exp



t
0


r (u) du , B (0) = 1.

E1 [λs ] represents the forward probability that no surrender takes place before T (the last possible
termination date is tK ), i.e., that the early surrender option is never exercised. Therefore, the ﬁrst
summand in (10) can be interpreted as the surrender and mortality risk adjusted present value of
the guarantee G ( T ). Since E2 [λs ] shows similarities to a European call option, the second summand
in (10) can be considered as the surrender and mortality risk adjusted value of a European call option
with maturity T written on the fund account value with strike G ( T ). Hence, it covers the surplus of
the fund compared to the guarantee, if the contract is kept in force until maturity.
Owing to their nonlinearity in λs , closed-form expressions for E1 [λs ] and E2 [λs ] are not available,
and we resort to analytical approximations. If we replace λs by its deﬁnition in (4) and apply rectangular
integration, we get for the ﬁrst term:



E1 [λs ] = exp (−C · tK ) · EQT exp − β


tK
0

K


max [min [ D (u) , α] , 0] du

≈ exp (−C · tK ) · EQT exp − β ∑ Δti max [min [ D (ti ) , α] , 0]


,

i =1

with Δti := ti − ti−1 , 1 ≤ i ≤ K. Here, we would like to highlight that the integral is not
approximated through an arbitrarily ﬁne grid decreasing the approximation error at the expense
of the enhanced numerical effort. The grid points are deﬁned by t. A rational policyholder exactly
exercises the surrender option at one of the termination dates, but not in the meantime, as, e.g., the fund
performance may dramatically worsen until his surrender decision takes effect. Therefore, the changes
in λs between ti−1 and ti are of minor importance so that the surrender intensity at a termination
date multiplied by the time period from the last observation serves as a proper approximation for the
integrated surrender intensity.
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Next, we use that it holds for all 1 ≤ i ≤ K:
max [min [ D (ti ) , α] , 0] = D (ti ) · 1{0< D(ti )<α} + α · 1{ D(ti )≥α} .
Thereafter, we take into account that the exponential function represents an absolutely convergent
power series which implies that a changed order of summation preserves the limit. If x1 , . . . , xn
are arbitrary real numbers, the reordering of the exponential function we are working with is given by:
exp (∑in=1 xi )

= ∑∞
k =0

(∑in=1 xi )

k

k!

(13)

= 1 + ∑in=1 (exp ( xi ) − 1) + ∑ni,j=1 xi x j + O (mixed terms of order ≥ 3) ,
i< j

where O (·) denotes the Landau notation. To illustrate the quality of this approximation Figure 2
displays the approximation error for5 n = 2, −0.15 < xi < 0, i = 1, 2. We can observe that in all
cases the approximation error is below 3 · 10−3 .

Figure 2. Approximation Error for Equation (13).

Finally, we focus on a reduced number of summands of the reordered power series. For this
purpose, we omit all mixed terms of order ≥ 3 and some of the mixed terms of order 2 and get:
 T

Q
QT
E1 [λs ] ≈ exp (−C · tK ) · S11
( D, α, β, t) + S12
( D, α, β, t) ,
with:

Q
S11
( D, α, β, t) :
T

(14)

= 1 + ∑iK=1 EQT (exp (− βΔti D (ti )) − 1) 1{0< D(ti )<α}
(15)

+ ∑iK=1 EQT (exp (− βΔti α) − 1) 1{ D(ti )≥α} ,

5

This will be the range for the corresponding expressions in our numerical case studies.
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Q
S12
( D, α, β, t) :
T

 
K
2
∑i,j
=1 β Δti Δt j EQT D ( ti ) D t j 1{0< D (ti )< α } 1{0< D ( t j ) < α }

=

i< j

(16)

 


+ ∑i,jK=1 β2 α2 Δti Δt j QT D (ti ) ≥ α, D t j ≥ α .
i< j

For the ease of exposition, we deﬁne Ỹ (t) := Y (t) − δt for all t ∈ [0, T ]. If we apply the same
methods as before, but omit all mixed terms of order ≥ 2, we get for E2 [λs ]:
E2 [λs ] ≈ exp (−C · tK ) · S2Q

T




D, Ỹ, α, β, t ,

(17)

with
S2Q

T



D, Ỹ, α, β, t





:= EQT exp Ỹ ( T ) 1{Ỹ (T )≥0} − QT Ỹ ( T ) ≥ 0




+ ∑iK=1 EQT (exp (− βΔti D (ti )) − 1) exp Ỹ ( T ) − 1 1{0< D(ti )<α} 1{Ỹ (T )≥0}




+ ∑iK=1 EQT (exp (− βαΔti ) − 1) exp Ỹ ( T ) − 1 1{ D(ti )≥α} 1{Ỹ (T )≥0} .



(18)

If we deﬁne for all 1 ≤ i ≤ K:
h1 ( β, D, ti ) :

= − βΔti EQT [ D (ti )] + 12 β2 Δt2i VarQT [ D (ti )] ,

h2 (α, β, D, ti ) :

=

E T [ D (ti )]−α
Q
VarQT [ D (ti )]

− βΔti



(19)

VarQT [ D (ti )],

Q
we get for S11
( D, α, β, t):
T

Q
S11
( D, α, β, t) = 1
T

+ ∑iK=1 exp (h1 ( β, D, ti )) Φ (h2 (0, β, D, ti )) − ∑iK=1 exp (h1 ( β, D, ti )) Φ (h2 (α, β, D, ti ))
+ ∑iK=1 exp (− βαΔti ) Φ (h2 (α, 0, D, ti )) − ∑iK=1 Φ (h2 (0, 0, D, ti )),

(20)

where Φ (·) denotes the cumulative distribution function (CDF) of the standard Gaussian N (0, 1).
The detailed proof is shown in Appendix C.1.
For all i, j ∈ {1, . . . , K } with i < j we deﬁne:
μ (i, j) :

Σ (i, j) :




EQT [ D (ti )]
   ,
EQ T D t j



 

VarQT [ D (ti )]
CovQT D (ti ) , D t j
 

  
.
CovQT D (ti ) , D t j
VarQT D t j

=

=

(21)

After the indicator set in (16) has been split, we have:
Q
S12
( D, α, β, t) :
T

 
= ∑i,jK=1 β2 Δti Δt j EQT D (ti ) D t j 1{0< D(t ),0< D(t )}
i

i< j

j

 
− ∑i,jK=1 β2 Δti Δt j EQT D (ti ) D t j 1{0< D(t ),α≤ D(t )}
i

i< j

j

 
− ∑i,jK=1 β2 Δti Δt j EQT D (ti ) D t j 1{α≤ D(t ),0< D(t )}
i

i< j

j

 
+ ∑i,jK=1 β2 Δti Δt j EQT D (ti ) D t j 1{α≤ D(t ),α≤ D(t )}
i

i< j

j



+ ∑i,jK=1 α2 β2 Δti Δt j M (0, 0) , μ (i, j) , Σ (i, j) , (α, α) , I2 .
i< j
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where I2 is the two-dimensional identity matrix. The expectations of the product of the truncated
 
random variables D (ti ) and D t j are provided in Appendix B.4. The expression M (·) is explained
in Appendix B.2.
For all 1 ≤ i ≤ K we set:


EQT [ D (ti )]

 ,
μ (i ) : =
EQT Ỹ ( T )
(23)



VarQT [ D (ti )]
CovQT D (ti ) , Ỹ ( T )




Σ (i ) : =
.
CovQT Ỹ ( T ) , D (ti )
VarQT Ỹ ( T )
Then, S2Q
S2Q

T

T






D, Ỹ, α, β, t can be converted into:

D, Ỹ, α, β, t








= exp EQT Ỹ ( T ) + 12 VarQT Ỹ ( T ) Φ



EQT [Ỹ ( T )]+VarQT [Ỹ ( T )]

VarQT [Ỹ ( T )]





+ ∑iK=1 M (− βΔti , 1) , μ (i ) , Σ (i ) , (0, 0) , I2


− ∑iK=1 M (− βΔti , 1) , μ (i ) , Σ (i ) , (α, 0) , I2


− ∑iK=1 M (− βΔti , 0) , μ (i ) , Σ (i ) , (0, 0) , I2


+ ∑iK=1 M (− βΔti , 0) , μ (i ) , Σ (i ) , (α, 0) , I2

(24)



− ∑iK=1 M (0, 1) , μ (i ) , Σ (i ) , (0, 0) , I2


+ ∑iK=1 exp (− βαΔti ) M (0, 1) , μ (i ) , Σ (i ) , (α, 0) , I2


+ ∑iK=1 M (0, 0) , μ (i ) , Σ (i ) , (0, 0) , I2


− ∑iK=1 exp (− βαΔti ) M (0, 0) , μ (i ) , Σ (i ) , (α, 0) , I2 − Φ



E T [Ỹ ( T )]
 Q
VarQT [Ỹ ( T )]


.

For the expression M (·) see Appendix B.2. A detailed proof is shown in Appendix C.2.

Q
Q
Finally, S11
( D, α, β, t) , S12
( D, α, β, t) and S2Q ( D, Ỹ, α, β, t) only require the moments and
covariances in Appendix A.1 and thus, GMABs can be priced based on closed-form approximations.
Besides the CDF of the standard Gaussian and the exponential function, only sums, products and
quotients are involved. Hence, there are no integrals left causing further numerical effort. The number
of summands depends on t implying that the decomposition of the grid may be orientated towards
practical needs. For T = 15 and a semiannual surrender option we have 29 termination dates,
which is easy to handle. The main drawback of our approach is the effort we have to put into its
implementation. If we price GMABs using Monte Carlo Simulation (MC), the time and effort we have
to spend on implementation may be smaller than in our case. However, to ensure that the provided
prices are reliable, many trajectories have to be generated taking time and computational power.
For instance, in Case 1 of Table 7 we simulate 500,000 paths for this purpose. By contrast, as soon as
the approximation is implemented it takes signiﬁcantly less time to get comparable prices. Since the
implementation has to be done only once at the beginning, whereas performing the MCs can happen
serveral times each day, our approach can be justiﬁed.
T

T

T
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For the present value of the surrender beneﬁt we have that:
pSB (0)


= EQ exp −

τs
0

r (u) du


= ∑iK=1 EQ I exp −

=I

∑iK=1 exp (− f

( ti

ti
0



SB (τ s , T )

r (u) du + Y (ti ) − f (ti )

)) · Q (τ m



1{ti <τm (x)} 1{ti−1 <τs ≤ti }



( x ) > ti ) · EQ exp −

ti
0

r (u) du + Y (ti )



(25)

1 { t i −1 < τ s ≤ t i } ,

= I ∑iK=1 exp (− f (ti )) · Q (τ m ( x ) > ti ) · QS(ti ) (ti−1 < τ s ≤ ti ) .

In the second line we use the fact that the surrender beneﬁt is only repaid at certain points in time
while the third line arises from the independence of the ﬁnancial market and mortality. Eventually,
for all periods [0, ti ] with 1 ≤ i ≤ K we replace the risk-neutral measure Q with the respective equity
measure QS(ti ) , whose Radon-Nikodym derivative obeys for t < ti :

dQS(ti ) 

dQ 

=
Gt

S (ti ) /S (t)
.
B (ti ) /B (t)

(26)

Therefore, at any termination date ti the surrender beneﬁt in (25) is equal to the present value
of the expected fund performance reduced by the prevailing surrender fee, if the insured is still alive
(τ m ( x ) > ti ) and if the surrender option has been exercised within the preceding surrender period
(ti−1 < τ s ≤ ti ). Again, we neglect all mixed terms of order ≥ 2, and so, obtain for the probability that
no early surrender occurs before time ti , QS(ti ) (τ s > ti ) , for t̃i := {t1 , . . . , ti }:

QS ( ti ) ( τ s > t i ) = E

QS ( t i )


exp −

ti
0

λs (u) du


(27)

≈

QS ( t i )
exp (−C · ti ) · S11

( D, α, β, t̃i ) .

The moments of the decision criterion D under the equity measure QS(ti ) are provided in
Appendix A.1.
Eventually, we get for the present value of the GMDB:

pGMDB (0) = EQ exp −

= ∑iN=1 EQ exp −

= ∑iN=1

t̄i
0

τ m (x)
0

r (u) du




r (u) du GMDB (τ m ( x ) , T )

1{t̄i <τs } · max [ A (t¯i ) , I exp (δt̄i )] Q (t̄i−1 < τ m ( x) ≤ t̄i )

(28)

GMAB(0,t̄i )·Q(t̄i−1 <τ m ( x )≤t̄i )
.
Q(τ m ( x )>t̄i )

Using (28) a GMDB serves as a portfolio consisting of N (the number of repayment dates of
the death beneﬁt) mortality adjusted GMAB contracts with maturities t̄. If we use the closed-form
approximation for the GMAB in (10), we get rid of the denominator Q (τ m ( x ) > ti ). As soon
as a closed-form solution for GMABs is derived, (28) provides an analytic solution for GMDBs.
Because of (11) there are no unknown terms in (28). Another important consequence of (28) is the
ﬂexibility inherent in the presented approach, as it supports the reuse of existing expressions and
hence, allows for encapsulation when it comes to its implementation.
4. Model Calibration
In the sequel, we will calibrate the stochastic models in Section 2 using actively traded ﬁnancial
products and historical mortality tables. Due to a lack of real data, the calibration of the surrender
model relies on hypothetical data. However, those insurance companies that have access to sufﬁcient
surrender data can easily perform all steps with their inputs. The idea behind this section is to show
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how the underlying models can be properly calibrated. We do not claim that this is the one and only
way. When actively traded ﬁnancial products enter the calibration, for instance, they can be used when
corresponding trading strategies are set up or hedged. Hence, a link between the estimated models
and future actions regarding risk and asset management can be established.
4.1. Financial Market Model
For any 0 ≤ t ≤ T let P (t, T ) be the value of a default-free zero-coupon bond at time t with
maturity T in (11). Then, it holds in Dufﬁe et al. (2000) that:


Q
P (t, T ) = exp AQ
r ( t, T ) + Br ( t, T ) r ( t ) ,

(29)

with
AQ
r ( t, T ) =
BrQ (t, T ) =

 T
t

1
θr (s) BrQ (s, T ) ds + σr2
2

 T
t

BrQ (s, T )2 ds,

1
[exp ( ar (t − T )) − 1] .
ar

Let f (0, T ) denote the instantaneous forward rate of P (0, T ) at time t = 0, i.e.,
f (0, T ) = −

∂
ln ( P (0, T )) .
∂T

By taking the partial derivative with respect to T (two times) of the logarithm of both sides of (29)
the Leibniz’s rule in Flanders (1973) provides for the function θr (t) , t ≥ 0:
θr ( t ) =

∂
σ2
f (0, t) + ar f (0, t) + r [1 − exp (−2ar t)] .
∂t
2ar

Inserting this in (29) we get:


σr2
P (0, T )
exp
2a
T
1
−
exp
2a
t
−
T
exp
2a
t
ln
−
+
+
[
(−
)
(
(
))
(−
)]
r
r
r
P (0, t)
4a3r
2
1 − exp ( ar (t − T ))
σr
+ 3 [exp ( ar (t − T )) − exp (− ar (t + T ))] + f (0, t)
.
ar
2ar

AQ
r ( t, T ) =

The calibration of θr (t) , t ≥ 0, relies on the zero-coupon bond prices in Figure 3 which are derived
from Reuters quotes of 6 month EURIBOR interest-rate swaps (downloaded on 16 January 2013). For
missing interest-rate swaps with maturity less than one year suitable EURIBOR spot rates are chosen.
We follow Sections 5.5.1–5.5.4 in Zagst (2002) to obtain the discount curve in Figure 3. As Reuters
provides quotes of caps and ﬂoors written on the 6 month EURIBOR, for the estimation of ar and σr the
mid price at-the-money (ATM) Black volatilities of Table 1 are used. First, these ATM Black volatilities
have to be converted into market prices, see Sections 5.8.2–5.8.3 in Zagst (2002). Then, the prices of
caps and ﬂoors are related to portfolios consisting of options written on default-free zero-coupon
bonds as in Sections 5.6.1–5.6.2 in Zagst (2002). Finally, we minimize the squared difference between
the theoretical cap prices provided by the Hull-White model as a function of the unknown parameters
ar and σr and the market prices derived from the Black volatilities under the conditions ar ≥ 0 and
σr ≥ 0. The resulting optimal parameters are given in Table 2.

16

Risks 2016, 4, 41

Figure 3. Discount Curve on 16 January 2013.
Table 1. 6 Month EURIBOR Mid Price ATM Volatilities [%].
Maturity

2Y

3Y

4Y

5Y

6Y

7Y

8Y

9Y

10Y

Volatility

99.7

66.1

61.2

55.4

50.0

45.3

41.6

38.5

36.1

Based on (1) let Option (t, T, S, K, ψ) be the value at time t < T of a European call (ψ = 1) or put
(ψ = −1) option with strike K, maturity T and underlying S. Then, it holds:
Option (t, T, S, K, ψ) = ψS (t) Φ (ψhS ) − ψKP (t, T ) Φ (ψh T ) ,
with


S(t)
K



− Y (t) + EQS(T) [Y ( T ) |Gt ]

,
VarQS(T) [Y ( T ) |Gt ]


S(t)
ln K − Y (t) + EQT [Y ( T ) |Gt ]

hT : =
.
VarQT [Y ( T ) |Gt ]
hS : =

ln

The index QT denotes the forward measure in (12), whereas QS(T) denotes the equity measure in (26).
The risky asset in (1) shall be given by the German stock index DAX. We use European options
written on the DAX, i.e., ODAX quotes, published by the EUREX on 16 January 2013 for the calibration
of S and hence, Y. Because of the limited number of data we assume that all options with the same
maturity Ti , 1 ≤ i ≤ n, are characterized by the same volatility σS ( Ti ) and that the deterministic
function σS (t) , t ≥ 0, is piecewise constant, i.e., σS (t) = σSi ∀ t ∈ ( Ti−1 , Ti ] for all 1 ≤ i ≤ n with
T0 := 0. For t = 0 the preceding option pricing formula can be transformed to:
Option (0, Ti , S, K, ψ) = ψS (0) Φ (ψd1 ( Ti )) − ψKP (0, Ti ) Φ (ψd2 ( Ti )) ,
where ∀ i ∈ {1, . . . , n} we get for d1 ( Ti ) and d2 ( Ti ):

d1 ( Ti ) =

ln

S (0)
K · P(0,Ti )





+ 12 V (Y ( Ti ))

V (Y ( Ti ))

d2 ( Ti ) = d1 ( Ti ) − V (Y ( Ti )).
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For all i ∈ {1, . . . , n} it holds for V (Y ( Ti )) that:

i  2
σr2
3
1
ar Ti − + 2 exp (− ar Ti ) − exp (−2ar Ti ) + ∑ σSk ( Tk − Tk−1 )
3
2
2
ar
k =1

i
σr
1
+ 2ρSr ∑ σSk ( Tk − Tk−1 ) + (exp ( ar ( Tk−1 − Ti )) − exp ( ar ( Tk − Ti ))) .
a r k =1
ar

V (Y ( Ti )) =

For reasons of simplicity, we use the historical correlation between the (simple) daily DAX returns
and the 6 month EURIBOR rates as an approximation for ρSr . However, more sophisticated models for
ρSr could be part of future research. Tables 2 and 3 summarize the derived calibration results of the
ﬁnancial market model.
Table 2. Parameters of the Financial Market Model.
ar

σr

ρSr

0.0799

0.0079

−0.0403

Table 3. Estimated Standard Deviations for DAX Index.
Ti

01/18/2013

02/15/2013

03/15/2013

06/21/2013

09/20/2013

σS ( Ti )

0.1368

0.1232

0.1557

0.1712

0.1898

0.1993

Ti

06/20/2014

12/19/2014

06/19/2015

12/18/2015

12/16/2016

12/15/2017

σS ( Ti )

0.2179

0.2146

0.2367

0.2624

0.2432

0.2237

12/20/2013

4.2. Mortality Model
In Sections 2.2 and 3.2 we do not discuss the real-world and risk-neutral survival probabilities
in detail, as the respective P- and Q-survival probabilities are heavily affected by the model for the
mortality risk premium. This is the reason why both should be part of this calibration section.
Assume 0 ≤ t ≤ T. Then, Dufﬁe et al. (2000) provide the P-survival probability based on (2):


  T
λm
P (τ m ( x ) > T |Gt ) = EP exp −
s ( x + s ) ds |Gt
t


= exp APx (t, T ) + BxP (t, T ) λm
t ( x + t) ,
with
 
c1 exp (c2 T )
1 c4 2 exp (2c5 T )
[1 − exp ((c2 + c3 ) (t − T ))] +
[1 − exp (2c5 (t − T ))]
c3 ( c2 + c3 )
4 c3
c5
 2
c
exp (2c5 T )
c exp (c2 T )
− 4
[1 − exp ((2c5 + c3 ) (t − T ))] − 1
[1 − exp (c2 (t − T ))]
c3
2c5 + c3
c2 c3
 2
1 c4
exp (2c5 T )
+
[1 − exp (2 (c3 + c5 ) (t − T ))] ,
4 c3
c3 + c5
1
BxP (t, T ) =
[exp (c3 (t − T )) − 1] .
c3

APx (t, T ) =

Using Dufﬁe et al. (2000) the Q-survival probability based on (3) is given by:

 
Q (τ m ( x ) > T |Gt ) = EQ exp −
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s ( x + s ) ds |Gt
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Q
m
= exp AQ
x ( t, T ) + Bx ( t, T ) λt ( x + t ) ,
with
P
AQ
x ( t, T ) = A x ( t, T ) +

c4
c4
γm (exp (c5 T ) − exp (c5 t)) −
γm exp (c5 T )
c3 c5
c3 ( c3 + c5 )

c4
exp (−c3 T ) γm exp ((c5 + c3 ) t) ,
c3 ( c3 + c5 )
1
BxQ (t, T ) =
[exp (c3 (t − T )) − 1] .
c3

+

For a ﬁxed age x, and 0 ≤ t ≤ T, let Mx (t, T ) be deﬁned by:

Mx (t, T ) = ln

Q (τ m ( x ) > T |Gt )
P (τ m ( x ) > T |Gt )



c4
c4
γm (exp (c5 T ) − exp (c5 t)) −
γm exp (c5 T )
c3 c5
c3 ( c3 + c5 )
c4
+
exp (−c3 T ) γm exp ((c5 + c3 ) t) .
c3 ( c3 + c5 )

=

(a)

(30)

(b)

Figure 4. Gompertz Model (a) and Improvement Ratio (b) for Men Aged 40 Years in 1971.

Figure 4 displays the calibration results for the real-world measure P which are derived from U.K.
mortality data. On the left we show the empirical survival probabilities (blue) and their analogs based
on the estimated, static Gompertz model (red). The decreasing blue line on the right indicates that
mortality for the given group is generally improving. The mortality improvement ratio ξ is modeled as
an Ornstein-Uhlenbeck process, this is why the red line on the right-hand side illustrates an arbitrary
trajectory. As there is no liquid market for actively traded annuities (especially not for variable ones),
the estimation of the mortality risk premium γm has to rely on primary market prices. For this purpose,
the annual averages of level annuity rates (equipped with a ﬁve-year guarantee, offered to men
aged 65 years in the U.K.) provided by Cannon and Tonks (2004) serve as an approximation and are
displayed in the left plot of Figure 6. To enter a level annuity contract a policyholder has to pay a lump
sum at the beginning. Thereafter, he is entitled to a constant (annual) repayment for his remaining
lifetime. Consequently, there are no adjustments caused by inﬂation, an overperforming fund, etc. to
be addressed. If γm is supposed to be constant depending on the year a contract was issued and the
age of an insured, we get for a contract issued in u = calendar year − 1971:
Iu
=
Lu

5

T∗ −x

k =1

k =6

∑ P (u, u + k) + ∑

Q (τum ( x ) > k|Gu ) P (u, u + k).
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The index u in τum ( x ) denotes the year the contract was issued. Iu and Lu stand for its initial
premium and the agreed annual repayment of the level annuity. Using (30), the mortality tables of
Figure 1 (upper limit in age is 101 years) and the fact that a person aged x in u was x − u in 1971 it
follows that:
Iu
=
Lu

5

36

k =1

k =6

∑ P (u, u + k) + ∑ [P (τum (x) > k|Gu ) exp (Mx−u (u, u + k)) P (u, u + k)] .

The annuities in Cannon and Tonks (2004) have been offered in the U.K. implying that the
estimated ﬁnancial market model based on EURIBOR rates and DAX cannot be used for pricing the
bonds P (u, u + k ). We aim to show how the chosen mortality risk premium may be estimated. In doing
so, we do not claim that this solution is the one and only way. Depending on the intention and needs
of the user alternative approaches might be more appropriate. We replace P (u, u + k ) through the
corresponding discount factors derived from the nominal rates of U.K. government bonds6 published
by the Bank of England and illustrated in Figure 5. Besides the nominal rates of U.K. government
bonds, the discount factors of an insurance company possibly take into account corporate bond yields,
and equity and other returns, which signiﬁcantly affects the estimated mortality risk premium γm .
Across the full range of insurance companies and annuity products, the internal discount factors
may vary considerably. As Cannon and Tonks (2004) provide averaged annuity rates which are
not restricted to a single provider, we cannot construct discount factors covering the entire annuity
business. Furthermore, as soon as the discount factors are based on some defaultable products such
as corporate bonds the inherent default risk has to be incorporated and separated from the mortality
risk. If a risk-free rate is used for discounting, there are no default risks requiring particular attention.
Concerning the annuity rates in Cannon and Tonks (2004), the nominal rates of U.K. government
bonds might be a good approximation for the risk-free rate as their default risk is quite low and each
insurance company is able to invest in them. Using linear interpolation whenever inner maturities are
missing and constant extrapolation for maturities greater than 25 years results in the term structures
displayed in Figure 5. The estimated parameters of the mortality model are summarized in Table 4.

Figure 5. U.K. Nominal Rates (1970–2012).

6

The data can be downloaded from http://www.bankofengland.co.uk/statistics/Pages/yieldcurve/archive.aspx.
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Table 4. Mortality Parameters
Parameter

b

z

κ

γ

σξ

γm

Estimated Value

12.1104

76.1390

0.4806

0.0195

0.0254

10.6482

On the one hand, Figure 4 conﬁrms that the combination of the static Gompertz model and the
mortality improvement ratio, i.e., the mortality model under P, is able to properly map the real-world
mortality tables. On the other hand, the plot on the left of Figure 6 indicates that the constant mortality
risk premium γm and the nominal rates of the U.K. government bonds are suitable for the replication
of the annuity rates of Cannon and Tonks (2004), as there are only minor deviations between the
original annuity rates and their theoretical counterparts based on the estimated parameters of Table 4.
All in all, the mortality model provides convincing results regarding the real-world measure P and the
risk-neutral pricing measure Q. However, the interpretation of γm = 10.6482 is still missing. Using the
plot on the right in Figure 6 we can conclude: First, the blue and red curves are shaped similarly such
that the constant mortality risk premium γm does not change the structure of the survival probabilites;
Second, for any ﬁxed age the risk-neutral survival probability exceeds its real-world analog. From the
perspective of an annuity provider this makes sense. The P-survival probabilities arise from the real
mortality tables, whereas the Q-survival probabilities are used for pricing annuities. If the difference
between the Q- and P-survival probabilities is positive, an annuity provider implicitly assumes in
his annuity prices that the insureds live on average longer than the mortality tables reﬂect. So, in
addition to the mortality risk derived from real mortality tables, a premium in the form of the spread
between the Q- and P-survival probabilities is charged by the insurance company for taking the
insureds’ longevity risk. Within our modeling framework γm covers the magnitude and direction of
this longevity risk premium. The larger the absolute value of γm the larger the absolute value of the
spread between both survival probabilities. Whenever γm is negative, the Q-survival probabilities are
smaller than their P-analogues. For instance, in case of term life assurances, insurance companies are
facing the opposite risk, i.e., that the insureds die earlier than expected.

(a)

(b)

Figure 6. Level Annuities of Cannon and Tonks (2004) (a) and Survival Probabilities (b).

4.3. Surrender Model
For 1 ≤ i ≤ K, let qi denote the probability that the early surrender option is exercised before
ti . To be precise, let q1 , . . . , qK represent the (hypothetical) surrender probabilities we want to use for
product pricing. Then, (27) provides for all 1 ≤ i ≤ K:
S ( ti )

Q
1 − qi ≈ exp (−C · ti ) · S11

21

( D, α, β, t̃i ) .
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Using (19) and (20), we obtain:
S ( ti )

Q
S11

 
 
  

  

( D, α, β, t̃i ) = 1 + ∑ij=1 exp h̄1 β, D, t j Φ h̄2 0, β, D, t j − ∑ij=1 exp h̄1 β, D, t j Φ h̄2 α, β, D, t j
  



 
i
i
+ ∑ j=1 exp − βαΔt j Φ h̄2 α, 0, D, t j − ∑ j=1 Φ h̄2 0, 0, D, t j ,

where it holds for all 1 ≤ j ≤ i:

  

   1
h̄1 β, D, t j : = − βΔt j E S(ti ) D t j + β2 Δt2j Var S(ti ) D t j ,
Q
Q
2
  
E S ( ti ) D t j − α



  
Q
h̄2 α, β, D, t j : = 
   − βΔt j VarQS(ti ) D t j .
Var S(ti ) D t j
Q



 
  
The moments E S(ti ) D t j and Var S(ti ) D t j are given in Appendix A.1. After the
Q
Q
calibration results of the ﬁnancial market have been determined, an ordinary least-squares regression
yields the estimation of the unknown surrender parameters α, β and C.
Due to a lack of data, the hypothetical parameters in Table 5 are considered. Case 1 neglects early
surrender such that we are able to analyze the value of the surrender option and to test the quality of
the approximation without any disturbances resulting from the surrender add-on. The parameters of
Case 2 and Case 3 were chosen to get ﬁrst-year surrender probabilities within a range of 1%–5% and
5%–10%, respectively7 . The ﬁrst-year surrender intensities based on Case 2 and Case 3 are illustrated
in Figure 7. For the remaining drivers of the decision criterion D, i.e., δ, f and T, see Table 6.
Table 5. Parameters of Surrender Model.

α
β
C

Case 1

Case 2

Case 3

0.00
0.00
0.00

1.00
0.04
0.01

0.25
0.20
0.05

(a)

(b)

Figure 7. First-Year Surrender Probability 1%–4.88% (a) and 4.88%–9.52% (b).

7

For the parameters in Table 5 the actual boundaries are 1%–4.88% and 4.88%–9.82%.
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Table 6. Speciﬁcation of Variable Annuity (VA) Contract.
man, aged 50 years

Insured
Premium

100

Maturity

15 years

δ

1.00 %

Termination dates

1, . . . , 14 (once per year)

Repayment Dates

1, . . . , 15 (once per year)

Surrender Fees

7%, . . . , 1% (years 1–7, linear)
0% (years 8–14, no fee)

5. Numerical Example
To check the quality of the presented pricing framework, in particular, to detect its errors and
limitations we price the VAs in (9) twice, that is, using our closed-form approximation and MC.
The simulated prices will serve as a benchmark for the approximated ones; we generate 500,000 trajectories
of the processes Y and r on a monthly basis. For the model parameters the calibration results in Tables 2–5
are taken. The contract specification of the considered VA is defined in Table 6.
The authors of Krayzler et al. (2016) derive an analytic solution for GMABs in the absence of early
surrender. Since the work in (28) provides a closed-form solution for GMDBs and the value of the SB
is zero, for Case 1 of Table 5 an analytic solution exists. The positive γm in Table 4 implies that the
Q-survival probabilities exceed their P-counterparts (see Figure 6) reﬂecting the premium charged
for longevity risk. In the case of GMDBs an insurer is facing the reverse risk, i.e., that an insured dies
earlier than expected. Here, we keep the γm from Table 4 for the pricing of the GMDB, as we are not
able to estimate the risk premium due to missing data. A summary of the priced VAs is displayed
in Table 7.
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Table 7. VA Prices, Standard Deviations and Differences.
GMAB

Analytic Sol.
Approximation
Sim. (mean, 500K)
Sim. (std, 500K)
Delta (abs.)8
Delta (rel.)9

Case 1

Case 2

Case 3

110.6804
110.6804
110.9925
0.1200
−0.3121
−0.0028

x
79.2336
81.2484
0.0662
−2.0148
−0.0248

x
36.2581
39.0351
0.0303
−2.7771
−0.0711

Case 1

Case 2

Case 3

0
0
0
0
0
x

x
26.3468
27.7328
0.0397
−1.3860
−0.0500

x
62.9797
63.2259
0.0519
−0.2462
−0.0039

Case 1

Case 2

Case 3

12.2560
12.2560
12.2589
0.0078
−0.0029
−0.0002

x
10.3374
10.4157
0.0049
−0.0783
−0.0075

x
6.9443
7.0785
0.0027
−0.1343
−0.0190

SB

Analytic Sol.
Approximation
Sim. (mean, 500K)
Sim. (std, 500K)
Delta (abs.)
Delta (rel.)

GMDB

Analytic Sol.
Approximation
Sim. (mean, 500K)
Sim. (std, 500K)
Delta (abs.)
Delta (rel.)

VA = GMAB + SB + GMDB

Analytic Sol.
Approximation
Sim. (mean, 500K)
Sim. (std, 500K)
Delta (abs.)
Delta (rel.)

Case 1

Case 2

Case 3

122.9363
122.9363
123.2514
0.1270
−0.3150
−0.0026

x
115.9177
119.3968
0.1007
−3.4791
−0.0291

x
106.1820
109.3395
0.0731
−3.1575
−0.0289

Table 7 shows that high ﬁrst-year surrender probabilities (Case 1: 0%; Case 2: 1%–5%; Case 3:
5%–10%) reduce the GMAB prices. An increased surrender probability decreases the likelihood that a
policyholder is entitled to the GMAB payoff, justifying the price decline. A high termination probability
makes claims from the SB more likely (prices increase). A high likelihood of surrender enhances the
chance that a policyholder surrenders his contract before he dies so that the decreased GMDB prices
are reasonable. If early surrender occurs, a policyholder’s right of refund is restricted to the fund
reduced by the prevailing surrender fee. The absence of any guarantee diminishes the ﬁnancial distress
of the insurance company compared to the GMAB and GMDB. The theoretical assumption that the
increase in the SB prices is smaller than the aggregated decrease in the GMAB and GMDB prices is
supported by the decreasing VA prices.
In Case 1, the analytic solution and the closed-form approximation provide the same prices
indicating that our approach works properly, if early surrender is neglected. MC prices of GMABs
and GMDBs are slightly different, but these small deviations are acceptable. In the sequel, the MC

8
9

Delta (abs.) represents the difference between the approximated and the corresponding simulated prices.
Delta (rel.) is equal to the ratio of Delta (abs.) and the simulated price. Hence, it refers to the relative price deviations.
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prices will serve as a benchmark for their approximated counterparts. Table 7 shows for GMABs,
SBs and GMDBs an increase in the absolute error when their values decline. That is to say, the less
the worth of a component is the higher its pricing error becomes. This is important, since the most
valuable constituents are properly priced. Due to (28) a GMDB may be regarded as a portfolio of
GMABs. Therefore, it is no coincidence that for all cases the pricing errors of GMABs and GMDBs
have the same sign. Note that for the overall VA the absolute value of Delta (rel.) remains smaller than
3.00% for all considered cases.
For a better understanding of the assumed surrender behavior Figure 8 illustrates for all
termination dates the empirical means of the simulated surrender intensities. Recalling Table 5
we can see that both time series meet the initial conditions. The surrender intensity of Case 2 is
increasing while the one of Case 3 does the opposite. In both cases the same decision criterion is
applied, but different parametrizations of the surrender intensity result in different admissible upper
and lower bounds. In total, they cause distinct s-curves such that the simulated decision criterion
reaches/exceeds their upper and lower limits in different scenarios.

Figure 8. Means of Simulated Surrender Intensities

Finally, we briefly repeat the main advantage of the presented pricing scheme. Simulation techniques
often require a sufficient number of scenarios together with an appropriate grid size (e.g., monthly steps).
This may call for a lot of computational power and can be quite time consuming. By contrast, the derived
closed-form approximation requires simple calculations. Each run takes a fraction of the simulation
time, and thus, causes signiﬁcant savings in computation time.
6. Emergency Fund Extension
The emergency fund hypothesis assumes that personal ﬁnancial distress or other factors
(e.g., unemployment or illness) force policyholders to prematurely surrender their contracts. In the
sequel, let a major drop in stock market prices be one of these factors resulting in ﬁnancial distress for
some policyholders (in addition to the ones already covered by the lower limit C). To be precise, let the
time-dependent function l : [0, T ] → [−∞, 0] denote the lower limit at time t triggering additional
surrender arising from a badly performing fund. Then, for any point in time t ∈ [0, T ] with Y (t) < l (t)
we have an increased surrender intensity. In general, a steep decline in stock market prices should
exert pressure on more policyholders than a small one does. Thus, we assume for any ﬁxed t ∈ [0, T ]
the more Y (t) decreases on the interval Y (t) ∈ [−∞, l (t)], i.e., the bigger the loss on the fund account,
the more the surrender intensity increases up to an upper limit. For an illustration of the new surrender
intensity λ̃s (t) based on different parameters see Figure 9. If we assume a piecewise linear relation
between Y (t) and λ̃s (t) in the form of two s-curves (one covering the policyholders’ surrender
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behavior described in Section 2.3 and one covering the emergency fund hypothesis), for any ﬁxed
point in time t ∈ [0, T ] we get:


 
λ̃s (t) := β max [min [ D (t) , α] , 0] − β̃ max min D̃ (t) , α̃ , 0 + C̃,

(31)

with α, α̃, β, β̃, C̃ ∈ R0+ and D̃ (t) := Y (t) − l (t).
Because of its relevance for applications in practice we show how the surrender model deﬁnded
by Case 2 in Table 5 can be properly extended to the emergency fund hypothesis. On the interval [0, ∞]
the behavior of new intensity λ̃s shall coincide with the behavior of the old intensity λs . Therefore,
we keep the parameters α and β of Table 5. The constant C̃ has to be adjusted to end up with the
original lower limit C. For this purpose, C̃ has to satisfy:
C̃ − α̃ β̃ = C.
Since we are not able to calibrate this extended surrender model due to the lack of appropriate
surrender data, we use the hypothetical values in Table 8. The corresponding surrender intensities
are displayed in Figure 9. Using the contract speciﬁcation in Table 6 we obtain the probabilities in
Figure 10. These surfaces present the probability that the early surrender option is not exercised within
the ﬁrst year depending on the accumulated stock return Y (1) and long-term interest rate R (1, 15).

(a)

(b)

Figure 9. Surrender Intensities of Cases 4 (a) and 5 (b).

The only difference between Cases 4 and 5 is given by the lower limit l (t) ≡ l which has to be
explained, in particular, regarding the assumed surrender behavior of the policyholders. In Case 4 we
have that if the value of the fund drops to 86.07% = exp(−0.15) of the initial investment, the emergency
add-on is activated. As soon as the fund further declines to 77.88% = exp(−0.25) the one-year surrender
probability increases from 1% to 2.96% where it is capped. Similarly, we have in Case 5 that if the value
of the fund drops from 67.03% = exp(−0.40) to 60.65% = exp(−0.50), the one-year surrender probability
increases from 1% to 2.96% where it is again capped. Hence, in Case 4 additional surrender due to the
emergency fund hypothesis is triggered earlier, indicating that the policyholders characterized by Case
4 suffer more from a downturn on the stock market than the ones described by Case 5. In both scenarios
a negative fund performance causes an increase in the one-year surrender probability of almost 2%.
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(a)

(b)

Figure 10. Survival Probabilities of Cases 4 (a) and 5 (b).
Table 8. Parameters of the Extended Surrender Model.

α
β
α̃
β̃
C̃
l

Case 4

Case 5

1.00
0.04
0.10
0.20
0.03
−0.25

1.00
0.04
0.10
0.20
0.03
−0.50

Using (10) we can price GMABs based on λ̃s . As λs enters E1 [λs ] and E2 [λs ] only, we just have to
derive equivalent solutions for E1 [λ̃s ] and E2 [λ̃s ]. To do this, we apply the same methods as before and get:

 
  QT 


QT 
E1 λ̃s ≈ exp −C̃ · tK · S̃11
D, D̃, α, α̃, β, β̃, t + S̃12
D, D̃, α, α̃, β, β̃, t ,

 


T 
E2 λ̃s ≈ exp −C̃ · tK · S̃2Q D, D̃, Ỹ, α, α̃, β, β̃, t ,
with
T




QT 
D̃, α̃, − β̃, t ,
( D, α, β, t) − 1 + S11

QT 
D̃, α̃, − β̃, t ,
( D, α, β, t) + S12




D, Ỹ, α, β, t − EQT exp Ỹ ( T ) 1{Ỹ (T )≥0}



T 
+ S2Q D̃, Ỹ, α̃, − β̃, t + QT Ỹ ( T ) ≥ 0 .


QT
D, D̃, α, α̃, β, β̃, t = S11

QT 
QT
D, D̃, α, α̃, β, β̃, t = S12
S̃12

T 
T
S̃2Q D, D̃, Ỹ, α, α̃, β, β̃, t = S2Q
Q
S̃11

The new pricing formula for GMABs and (28) enable the pricing of GMDBs based on λ̃s without
any further calculations. Eventually, the SB pricing in (25) requires the probability that no surrender
takes place before a certain point in time. Similar to (27), it follows for λ̃s :

 QS ( ti ) 

QS(ti ) (τ̃ s > ti ) ≈ exp −C̃ · ti · S̃11
D, D̃, α, α̃, β, β̃, t ,
where τ̃ s is the counterpart of τ s for λ̃s .
Table 9 states the simulated and approximated GMAB, SB, GMDB and VA prices for the original
surrender intensity λs (Case 2) and its extended version λ̃s (Cases 4 and 5). On the one hand,
a comparison between Cases 4 and 5 detects how the lower limit l affects the prices. On the other
hand, Case 2 serves as a benchmark such that we are able to analyze the impact of the emergency fund
component in λ̃s on the prices.
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Table 9. VA Prices, Standard Deviations and Differences.
GMAB

Approximation
Sim. (mean, 500 K)
Sim. (std, 500 K)
Delta (abs.)
Delta (rel.)

Case 2

Case 4

Case 5

79.2336
81.2484
0.0662
−2.0148
−0.0248

75.4547
74.6267
0.0680
0.8280
0.0111

78.1821
77.2791
0.0678
0.9031
0.0117

Case 2

Case 4

Case 5

26.3468
27.7328
0.0397
−1.3860
−0.0500

28.5614
31.5358
0.0367
−2.9744
−0.0943

26.8172
29.6096
0.0381
−2.7924
−0.0943

SB

Approximation
Sim. (mean, 500 K)
Sim. (std, 500 K)
Delta (abs.)
Delta (rel.)

GMDB

Approximation
Sim. (mean, 500 K)
Sim. (std, 500 K)
Delta (abs.)
Delta (rel.)

Case 2

Case 4

Case 5

10.3374
10.4157
0.0049
−0.0783
−0.0075

9.9925
9.9483
0.0051
0.0442
0.0044

10.2123
10.1630
0.0050
0.0493
0.0048

VA = GMAB + SB + GMDB

Approximation
Sim. (mean, 500 K)
Sim. (std, 500 K)
Delta (abs.)
Delta (rel.)

Case 2

Case 4

Case 5

115.9177
119.3968
0.1007
−3.4791
−0.0291

114.0086
116.1108
0.1017
−2.1022
−0.0181

115.2116
117.0517
0.1021
−1.8401
−0.0157

The additional s-curve covering the emergency fund hypothesis increases the SB prices and
decreases the GMAB and GMDB prices. If the probability of premature contract termination increases,
the probability that a policyholder is entitled to the repayment of the GMAB decreases. Similarly,
a higher surrender probability increases the chance that a contract will be surrendered before the death
of the insured, reducing the payment obligations of the GMDB. By contrast, the policyholder is more
likely to receive the payoffs of the SB.
The prices in Table 9 encourage the aforementioned assumption that termination based on the
emergency hypothesis is triggered earlier in Case 4 than in Case 5, as the SB price in Case 4 exceeds its
analog in Case 5. The opposite holds for the prices of the GMABs and GMDBs. Although the overall
VA is worth more or less the same, the fair values of its single constituents have signiﬁcantly changed.
For instance, compare the GMAB and SB prices in Cases 2 and 4.
In spite of the emergency fund hypothesis, the magnitude of the relative pricing errors has not
considerably changed. Hence, the presented approximation is able to properly price the VAs in (9)
when additional sources for early surrender are taken into account. Note, this extended example shows
once again the modularity and the inherent ﬂexibility of the presented pricing framework which could
be particularly useful for practitioners.
7. Conclusion and Future Research
In this paper we construct an afﬁne linear framework with stochastic models for the ﬁnancial
market, the insureds’ mortality and the policyholders’ surrender behavior. The ﬁnancial market
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includes a risk-free interest rate and a risky asset which is supposed to be a stock or a fund. Two distinct
intensity based approaches map the insureds’ mortality and the policyholders’ surrender behavior.
A static Gompertz model and an Ornstein-Uhlenbeck process covering the increasing life expectancy
of humans form the mortality intensity. Some empirical studies detect an irrationality in the surrender
behavior of policyholders. For instance, they surrender their contracts, although it is not rational
from the perspective of maximizing portfolio value. Furthermore, some empirical studies conﬁrm
the interest-rate hypothesis that rising interest rates cause increased contract termination. To take into
account both ﬁndings we deploy an s-shaped surrender intensity using a deterministic function with
stochastic inputs from the ﬁnancial market.
We focus on variable annuities requiring an upfront payment which is paid by the policyholder
and is fully invested in the risky asset. The surrender beneﬁt strongly affects the behavior of the
policyholders. To avoid additional incentives for premature surrender a policyholder’s right of refund
is restricted to the current value of the risky investment reduced by the prevailing surrender fee.
If the insured dies before the early surrender option is exercised, in particular, before the maturity of
the contract, the payoff is given by the maximum of the current value of the risky investment and a
preliminary agreed minimum beneﬁt. The same choice is offered at maturity.
The main result of this paper is the derived closed-form approximation. Although the ﬁnancial
market, the insureds’ mortality and the policyholders’ surrender behavior are stochastic, we price
certain variable annuities using a closed-form approximation. Despite some lengthy expressions,
the presented pricing framework can be easily implemented. Compared to simulation techniques it
requires less computational power and time, which could be particularly important for applications
in practice. Additionally, we show how the stochastic models can be calibrated using actively
traded ﬁnancial products and historic mortality data. Due to missing data the calibration of the
surrender model is based on hypothetical values. All in all, the displayed solution represents
one possible way of calibrating the models. Depending on the needs of the user and the area
of application (risk management, pricing, etc.) alternative calibration methods could be preferred.
The usage of actively traded products supports subsequent hedging activities. The calibration of
the mortality model incorporates primary market quotes of annuities (unfortunately, there were no
quotes of variable annuties available). Hence, we are able to analyze the differences between the
survival-probabilities derived from mortality tables and the ones entering product pricing. In terms
of the considered quotes the annuity providers seem to work with higher survival probabilities
than the current mortality tables suggest. In this context, the premium resulting from the increased
survival probabilities could be charged for taking the insureds’ longevity risk. Another advantage
of the presented approach is its ﬂexibility. Since some empricial studies conﬁrm the emergency fund
hypothesis, i.e., the assumption that policyholders cancel their contracts due to personal ﬁnancial
distress, we demonstrate how the original scheme can be properly adjusted.
Due to a lack of data we are not able to calibrate the surrender model. Therefore, future research
may focus on possible calibration approaches and model extensions. In this article the mortality risk
premium is supposed to be constant with respect to the year a contract was issued and the age of the
insured. The development of more sophisticated models covering the mortality risk premium together
with an accordingly adjusted calibration method might be interesting as well. Finally, products
like guaranteed minimum withdrawal beneﬁts (GMWBs) and guaranteed minimum living beneﬁts
(GMLBs) as well as other types of guarantees like ratchets should be investigated.
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bn
CDF
DAX
EURIBOR
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GMDB
GMLB
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GMXB
MC
SB
U.K.
U.S.
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at-the-money
billion
cumulative distribution function
Deutscher Aktienindex
Euro Interbank Offered Rate
guaranteed minimum accumulation beneﬁt
guaranteed minimum death beneﬁt
guaranteed minimum living beneﬁt
guaranteed minimum withdrawal beneﬁt
guaranteed minimum beneﬁt
Monte Carlo Simulation
surrender beneﬁt
United Kingdom
United States
Variable annuity

Appendix A. Required Distributions
Appendix A.1. Financial Market Model
The closed-form approximation requires expectations and variances under the risk-neutral measure
Q, the forward measure QT in (12) and the equity measure QS(ti ) in (26). For all 0 ≤ t ≤ T we define:
V (t) =


σr2
1
3
.
2 exp (− ar t) − exp (−2ar t) + ar t −
3
2
2
ar

Then, it follows from (1) that the stock return is normally distributed under Q with:


1
1 t 2
EQ [Y (t)] = V (t) − ln ( P (0, t)) −
σ (s) ds,
2
2 0 S
 t
 t
2ρ σr
VarQ [Y (t)] =
σS2 (s) ds − Sr
σS (s) [exp ( ar (s − t)) − 1] ds + V (t) .
ar
0
0
Using (12), the Girsanov theorem preserves the normal distribution and provides for all 0 ≤ t ≤ T:

σr2
1
ar t + (exp (−2ar t) − 1) − ln ( P (0, t))
3
2
2ar
0

σr2
1 t 2
+ 3 [exp ( ar (t − T )) + exp (− ar (t + T )) − 2 exp (− ar T )] −
σ (s) ds.
2 0 S
2ar

EQT [Y (t)] = ρSr

σr
ar

 t

σS (s) [exp ( ar (s − T )) − 1] ds −

As the performed measure change only adjusts the drift, the variances of Y (t) under QT and
Q coincide. For 0 ≤ t ≤ T the expectation EQS(t) [Y (t)] and the variance VarQS(t) [Y (t)] are stated in
Theorem 3.1 in Krayzler et al. (2016). The rollup rate δ and the lower limit function l (t) , 0 ≤ t ≤ T,
are deterministic. Thus, for all 0 ≤ t ≤ T the preceding variances are the same for Ỹ (t) = Y (t) − δt
and D̃ (t) = Y (t) − l (t). The expectations of Ỹ (t) and D̃ (t) are equal to the expectation of Y (t)
reduced by δt and l (t), respectively.
For all 0 ≤ t ≤ T the decision criterion D (t) is normally distributed with:

EQ [ D (t)] =

σr2
1
[ ar t + 2 (exp (− ar T ) − exp ( ar (t − T )))] −
2
2a3r

30

 t
0

σS2 (s) ds
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σr2
[exp (−2ar T ) − exp (2ar (t − T ))] − f (t) − δT − ln ( P (0, T )) ,
4a3r

σ2
σr t
VarQ [ D (t)] = r3 [exp (2ar (t − T )) − exp (−2ar T )] + 2ρSr
σ (s) (1 − exp ( ar (s − T ))) ds
ar 0 S
2ar
 t
2
σ
+ r3 [ ar t − 2 (exp ( ar (t − T )) − exp (− ar T ))] +
σS2 (s) ds.
ar
0

−

Again, a change of measure provides for the expectation under the forward measure QT :


σr2
1 t 2
σ (s) ds − δT − ln ( P (0, T )) − f (t)
[exp (−2ar T ) − exp (2ar (t − T ))] −
2 0 S
4a3r

σ2
σr t
− r3 [ ar t + 2 (exp (− ar T ) − exp ( ar (t − T )))] − ρSr
σ (s) (1 − exp ( ar (s − T ))) ds.
ar 0 S
2ar

EQT [ D (t)] =

In the case of the variance no change occurs, that is, the variances under QT and Q coincide. Next,
we have:




t
σr t
CovQT [ D (t) , Y ( T )] =
σS2 (s) ds + 2ρSr
σ (s) (1 − exp ( ar (s − T ))) ds
ar 0 S
0

σ2
1
+ r3 ar t − (exp (−2ar T ) − exp (2ar (t − T ))) + 2 (exp (− ar T ) − exp ( ar (t − T ))) .
2
ar

Finally, for 0 ≤ t ≤ T we obtain the following expectation of D (t) under the equity measure QS(T ) :


σr2
1 t 2
σ (s) ds − δT − ln ( P (0, T ))
[ ar t + 2 (exp (− ar T ) − exp ( ar (t − T )))] +
3
2 0 S
2ar

σ2
σr t
− r3 [exp (−2ar T ) − exp (2ar (t − T ))] + ρSr
σ (s) (1 − exp ( ar (s − T ))) ds − f (t) .
ar 0 S
4ar

EQS(T) [ D (t)] =

As before, VarQS(T) [ D (t)] remains unaffected by the measure change and thus it coincides with
VarQ [ D (t)].
Appendix A.2. Insurance Market Model
Using Itô’s Lemma as well as Equations (2) and (3), it can be shown that the mortality intensity at
Q
P P
time T is normally distributed with the moments μQ
λ , σλ for the risk-neutral case and μλ , σλ for the
real-world case:
μPλ(T )


σλP(T )

2

μQ
λ( T )

= EP [λ T ( x + T )] = λ0 ( x ) exp (−c3 T ) +

σλQ(T )

2

c24
(exp (2c5 T ) − exp (−2c3 T )) ,
2c5 + 2c3
c1
EQ [λ T ( x + T )] = λ0 ( x ) exp (−c3 T ) +
(exp (c2 T ) − exp (−c3 T ))
c2 + c3
c 4 γm
(exp (c5 T ) − exp (−c3 T )) ,
c5 + c3
c24
VarQ [λ T ( x + T )] =
(exp (2c5 T ) − exp (−2c3 T )) .
2c5 + 2c3

= VarP [λ T ( x + T )] =
=
−



c1
(exp (c2 T ) − exp (−c3 T )) ,
c2 + c3

=

Then, the probability of negative mortality intensity can be calculated analytically as:


P(λ T ( x + T ) < 0) = P

λ T ( x + T ) − μλ( T )
σλ(T )
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<−

μλ( T )
σλ(T )





=Φ −

μλ( T )
σλ(T )


,
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where Φ (·) is the cumulative distribution function of the standard normal distribution and μλ(T )
and σλ(T ) are the corresponding moments of the mortality intensity at time T taken either under the
risk-neutral or the real-world measure.
Appendix B. Required Theorems
Within this section we provide some general results which are important for the proofs in
Appendix C.
Appendix B.1. Exponential of Truncated Univariate Gaussian
Assume a ∈ R and b ∈ R\ {0} and let X be a normally distributed random variable on the


probability space (Ω, F , P) with mean μ and variance σ2 , i.e., X ∼ N μ, σ2 . Then, we have that:
1. if b > 0:

 

a/b + bσ2 + μ
1
,
EP exp ( a + bX ) 1{a+bX ≥0} = exp a + bμ + b2 σ2 Φ
2
σ
 


a/b − bσ2 + μ
1
EP exp (− a − bX ) 1{a+bX ≥0} = exp − a − bμ + b2 σ2 Φ
,
2
σ
2. if b < 0:
 


1
a/b + bσ2 + μ
EP exp ( a + bX ) 1{a+bX ≥0} = exp a + bμ + b2 σ2 Φ −
,
2
σ

 

1
a/b − bσ2 + μ
.
EP exp (− a − bX ) 1{a+bX ≥0} = exp − a − bμ + b2 σ2 Φ −
2
σ
Proof. For b > 0 we obtain:

EP




 
1 x−μ 2
exp ( a + bX ) 1{ a+bX ≥0} = √
exp ( a + bx ) exp −
dx
2
σ
2πσ − a/b
⎛

 2 ⎞



 ∞
x − bσ2 + μ
1
1 2 2
1
⎠ dx
= exp a + bμ + b σ √
exp ⎝−
2
2
σ
2πσ − a/b




1
a/b + bσ2 + μ
1−Φ −
= exp a + bμ + b2 σ2
2
σ

 

a/b + bσ2 + μ
1 2 2
.
= exp a + bμ + b σ Φ
2
σ
1

 ∞

The remaining formulas can be similarly proved.
2
Appendix B.2. Exponential of Truncated Multivariate Gaussian
Let (Ω, F , P) be a probability space and let X := ( X1 , . . . , Xn ) ∈ Rn be a Gaussian random
variable with mean μ := (μ1 , . . . , μn ) and covariance matrix Σ, i.e., X ∼ N (μ, Σ). For any lower limit
l := (l1 , . . . , ln ) and any transformation matrix D ∈ Rn×n the moment generating function of the
D-transformed random variable X at u := (u1 , . . . , un ) called M (u, μ, Σ, l, D ) is given by:






1
M (u, μ, Σ, l, D ) := EP exp u DX 1{ X ≥l } = P X̂ ≥ l − μ exp u Dμ + u DΣD u ,
2
where X̂ ≥ l − μ holds component-by-component, i.e X̂i ≥ li − μi ∀ 1 ≤ i ≤ n, and X̂ ∼ N (ΣD u, Σ).
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Proof. Similar to the steps in Horrace (2005) we deﬁne Z := X − μ and use that:



1
1
1
− z Σ−1 z + u Dz = u DΣD u −
z − ΣD u Σ−1 z − ΣD u
2
2
2
holds for all z ∈ R. Then, we get:


M (u, μ, Σ, l, D ) : = EP exp u DX 1{ X ≥l }
 n/2 




 ∞
1
1 1/2
1
= exp u Dμ
exp u Dz − z Σ−1 z dz
2
|Σ|
l −μ 2π




1
= P X̂ ≥ l − μ exp u Dμ + u DΣD u ,
2
with X̂ ∼ N (ΣD u, Σ).
2
Appendix B.3. First Order Moments of Truncated Bivariate Gaussian
Let (Ω, F , P) be a probability space and let ( X, Y ) ∈ R2 be a Gaussian random variable with
mean zero and standardized covariance matrix, i.e.,:
 


0
1 ρ
and Σ :=
.
μ :=
0
ρ 1
Then, for any h, k ∈ R it follows:




k − ρh
h − ρk
EP X 1{X >h,Y >k} = ϕ (h) Φ − 
+ ρϕ (k) Φ − 
,
1 − ρ2
1 − ρ2




k − ρh
h − ρk
EP X 1{X <h,Y <k} = − ϕ (h) Φ 
− ρϕ (k) Φ 
,
1 − ρ2
1 − ρ2
with ϕ (·) denoting the probability density function of the univariate standard normal distribution.
Proof. The original proof of this claim is given in Rosenbaum (1961). However, as there
 are some
errors in that reference, we prove it here. For h, k ∈ R the linear transformation x := 1 − ρ2 z + ρy
provides:



 ∞ ∞
1
1 x2 − 2ρxy + y2

dxdy
x exp −
2
2
1−ρ
2π 1 − ρ2 k h



 
 ∞ ∞


1
1 2
z + y2
dzdy
=
z 1 − ρ2 + ρy exp −
h
−
ρy
2π k
2
√
1− ρ2

 ∞



 
1 − ρ2 ∞
1
1
=
− exp − z2
exp − y2 dy
2π
2
2
k
√h−ρy

EP X 1{X >h,Y >k} =



∞
ρ
+
2π √h−ρk

1− ρ2

+
=

ρ
2π


 ∞
k

1− ρ2




1
1
y exp − y2 dy exp − z2 dz
2
2






1
1
y exp − y2 dy exp − z2 dz
2
2
−∞





1 − ρ2 ∞
1 y2 + h2 − 2hρy
h − ρk
dy + ρϕ (k) Φ − 
exp −
2π
2
1 − ρ2
k
1 − ρ2
 √h−ρk  ∞
2
1− ρ

h−

√

1− ρ2 z
ρ
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+

ρ
2π



 √h−ρk

1− ρ2

exp −

−∞

1 h2 + z2 − 2hz
2
ρ2



1 − ρ2


dz.

√
h − 1− ρ2 z
After the linear transformation y :=
has been applied to the last integral, the ﬁrst and
ρ
the last expression can be summarized, and we end up with:
EP X 1{X >h,Y >k}

1

=
2π 1 − ρ2

 ∞
k



1 y2 + h2 − 2hρy
exp −
2
1 − ρ2




dy + ρϕ (k ) Φ

h − ρk
−
1 − ρ2


.

y−hρ
The linear transformation z := √ 2 provides the assertion. The second result is similarly derived.
1− ρ
2

Let ( X̃, Ỹ ) ∈ R2 be a Gaussian random variable with mean μ̃ and covariance matrix Σ̃ deﬁned by:

μ̃ :=

μX
μY




and

Σ̃ :=

σX2
ρσX σY

ρσX σY
σY2


.

Then, the standardized Gaussian random variables are given by:
X :=

X̃ − μ X
σX

and

Y :=

Ỹ − μY
.
σY

(B1)

h̃ − μ X
σX

and

k :=

k̃ − μY
,
σY

(B2)

For any ﬁxed h̃, k̃ ∈ R we set:
h :=
and obtain:

EP X̃ 1{ X̃ >h̃,Ỹ >k̃} = σX EP X 1{X >h,Y >k} + μ X P ( X > h, Y > k) ,
EP X̃ 1{ X̃ <h̃,Ỹ <k̃} = σX EP X 1{X <h,Y <k} + μ X P ( X < h, Y < k) ,
using the above expectations of the truncated, standardized Gaussian ( X, Y ) .
Proof. Follows directly from Appendix (B1) and the characteristics of the expectation.
2
Appendix B.4. Second Order Moments of Truncated Bivariate Gaussian
Let ( X, Y ) ∈ R2 be the standardized Gaussian of Appendix B.3 with 0 < ρ < 1. For h, k ∈ R
we deﬁne:



2
k − ρh
h − ρk
1
−
1
−
ρ

l1 : = 
,
l2 : = 
and Σ̄ :=
.
− 1 − ρ2
1
1 − ρ2
1 − ρ2
Then, we have that:




EP X 2 1{X >h,Y >k} = ϕ (h) hΦ (−l1 ) + ρ 1 − ρ2 ϕ (l1 ) + 1 − ρ2 P ( X > h, Y > k)

EP XY1{X >h,Y >k}

+ ρ2 Φ (−l2 ) [Φ (−k) + kϕ (k)] + ρ2 P ( X̄ < −h, Ȳ < l2 ) ,

= ϕ (h)
1 − ρ2 ϕ (l1 ) + hρΦ (−l1 ) + ρΦ (−l2 ) [kϕ (k ) + Φ (−k )]
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EP X 1{X <h,Y <k}

+ ρP ( X̄ < −h, Ȳ < l2 ) ,
 


= ϕ (h) ρ 1 − ρ2 ϕ (l1 ) − hΦ (l1 ) + 1 − ρ2 P ( X < h, Y < k)

EP XY1{X <h,Y <k}

+ ρ2 Φ (l2 ) [Φ (k) − kϕ (k)] + ρ2 P ( X̄ < h, Ȳ < −l2 ) ,

= ϕ (h)
1 − ρ2 ϕ (l1 ) − hρΦ (l1 ) + ρΦ (l2 ) [Φ (k ) − kϕ (k )]

2

+ ρP ( X̄ < h, Ȳ < −l2 ) ,
where ( X̄, Ȳ ) denotes a bivariate Gaussian random variable with mean zero and variance Σ̄.
Proof. The work in Rosenbaum (1961) shows for h, k ∈ R:

EP X 1{X >h,Y >k}
2

 

1 − ρ2 (h + ρy)
1 h2 − 2ρhy + y2
=
exp −
dy
2
2π
1 − ρ2
k



 ∞

 ∞
2
2
2
1−ρ +ρ y
1
1
+
exp − y2
exp −
dzdy.
2
2π
2
√h−ρy
k


 ∞

1− ρ2



Next, we apply y := 1 − ρ2 z + hρ to the ﬁrst integral, x := 1 − ρ2 z + ρy to the ﬁrst two
summands of the second integral and change the order of integration for the third term of the
second integral:

EP X 1{X >h,Y >k} =
2



 ∞

1 − ρ2



h+ρ



1 − ρ2 z + ρ2 h





1 2
exp −
z + h2
dz
2

2π
√k−hρ
1− ρ2





1 − ρ2 ∞ ∞
1 x2 − 2ρxy + y2
dxdy
+
exp −
2π
2
1 − ρ2
k
h




∞
1 2
ρ2 ∞
1
+
y2 e− 2 y dy exp − z2 dz
2π √h−ρk k
2
1− ρ2

+

 √h−ρk  ∞
ρ2
2
1− ρ

2π

−∞

h−

√

1− ρ2 z
ρ





1
1
y2 exp − y2 dy exp − z2 dz.
2
2

Using (partial) integration we get after the substitution of x :=



1 − ρ2 z + ρy:


 

3/2

ϕ ( l1 )
EP X 2 1{X >h,Y >k} = ϕ (h) 1 − ρ2 h 1 + ρ2 Φ (−l1 ) + ρ 1 − ρ2


+ 1 − ρ2 P ( X > h, Y > k) + ρ2 Φ (−l2 ) [kϕ (k) + Φ (−k)]




 l2 

ρ
1 h2 − 2hz 1 − ρ2 + z2
h − 1 − ρ2 z exp −
+
dz
2π −∞
2
ρ2



 l2  ∞
ρ
1 x2 − 2xz 1 − ρ2 + z2
+
exp −
dxdz.
2π −∞ h
2
ρ2

If w := 1ρ (z − 1 − ρ2 h) is used for the ﬁrst integral and the direction of integrating x
(second integral) is turned by x̃ := − x, summarizing all terms yields the statement. Similarly, the
remaining can be proved.
2
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Let ( X̃, Ỹ ) ∈ R2 be the Gaussian of Appendix B.3 with 0 < ρ < 1 and let ( X, Y ) be its
standardized counterpart in Appendix (B1). For any h̃, k̃ ∈ R let h and k be given by Appendix
(B2). Then, it holds that:

EP X̃ 2 1{ X̃ >h̃,Ỹ >k̃} = σX2 EP X 2 1{X >h,Y >k} + 2σX μ X EP X 1{X >h,Y >k} + μ2X P ( X > h, Y > k) ,
EP X̃Ỹ1{ X̃ >h̃,Ỹ >k̃} = σX σY EP XY1{X >h,Y >k} + σX μY EP X 1{X >h,Y >k}
+ σY μ X EP Y1{X >h,Y >k} + μ X μY P ( X > h, Y > k) .
In case of upper truncation 1{ X >h,Y >k} has to be replaced by 1{ X <h,Y <k} .
Proof. Follows directly from Appendix (B1) and the characteristics of the expectation.

2

Appendix C. Approximation Proofs
Q
Appendix C.1. Proof of S11
( D, α, β, t)
T

Q
The S11
( D, α, β, t) in (15) is equal to:
T

K

K

Q
S11
( D, α, β, t) = 1 + ∑ EQT exp (− βΔti D (ti )) 1{0< D(ti )} − ∑ EQT exp (− βΔti D (ti )) 1{ D(ti )≥α}
T

i =1

i =1

K

K

i =1

i =1

− ∑ QT (0 < D (ti ) < α) + ∑ (exp (− βαΔti ) − 1) QT ( D (ti ) ≥ α).
Since α and β are non-negative, we have that:
K

Q
S11
( D, α, β, t) = 1 + ∑ EQT exp (− βΔti D (ti )) 1{0< βΔti D(ti )}
T

i =1

K

− ∑ exp (−αβΔti ) EQT exp (− βΔti ( D (ti ) − α)) 1{ D(ti )−α≥0}
i =1
K 

− ∑ Q T ( D ( t i ) < α ) − Q T ( D ( t i ) ≤ 0)



i =1
K



+ ∑ (exp (− βαΔti ) − 1) 1 − QT ( D (ti ) < α) .
i =1

with the help of Appendix B.1 we obtain that:


K 
1
QT
S11
( D, α, β, t) = 1 + ∑ exp − βΔti EQT [ D (ti )] + β2 Δt2i VarQT [ D (ti )]
2
i =1
⎛
⎞⎤
EQT [ D (ti )] − βΔti VarQT [ D (ti )]
⎝
⎠⎦

·Φ
VarQT [ D (ti )]


K 
1
− ∑ exp −αβΔti − βΔti EQT [ D (ti ) − α] + β2 Δt2i VarQT [ D (ti ) − α]
2
i =1
⎛
⎞⎤
EQT [ D (ti ) − α] − βΔti VarQT [ D (ti ) − α]
⎝
⎠⎦

·Φ
VarQT [ D (ti ) − α]
⎛
⎡ ⎛
⎞
⎞⎤
K
−EQT [ D (ti )]
α − EQT [ D (ti )]
⎠ − Φ ⎝
⎠⎦
− ∑ ⎣Φ ⎝ 
VarQT [ D (ti )]
VarQT [ D (ti )]
i =1
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⎛
⎞⎞
α − EQT [ D (ti )]
⎝
⎝
⎠⎠ .
+ ∑ (exp (−αβΔti ) − 1) 1 − Φ 
VarQT [ D (ti )]
i =1
⎛

K

Summarizing terms results in:


K 
1
QT
S11
( D, α, β, t) = 1 + ∑ exp − βΔti EQT [ D (ti )] + β2 Δt2i VarQT [ D (ti )]
2
i =1
⎛ ⎛
⎞
EQT [ D (ti )] − βΔti VarQT [ D (ti )]
⎠

· ⎝Φ ⎝
VarQT [ D (ti )]
⎛
⎞⎞⎤
EQT [ D (ti )] − α − βΔti VarQT [ D (ti )]
⎠⎠⎦

− Φ⎝
VarQT [ D (ti )]
⎛
⎡ ⎛
⎞
⎞⎤
K
α − EQT [ D (ti )]
−EQT [ D (ti )]
⎝
⎣
⎝
⎠
⎠⎦
−∑ Φ 
−Φ 
VarQT [ D (ti )]
VarQT [ D (ti )]
i =1
⎛
⎛
⎞⎞
K
α − EQT [ D (ti )]
⎠⎠
+ ∑ (exp (−αβΔti ) − 1) ⎝1 − Φ ⎝ 
VarQT [ D (ti )]
i =1
Finally, we use the deﬁnitions of h1 ( β l , D, ti ) and h2 (αl , β l , D, ti ) in (19) to derive (20).

2

QT

Appendix C.2. Proof of S2 ( D, α, β, t)


T 
At first, we get rid of the products in S2Q D, Ỹ, α, β, t in (18) and properly split the indicator sets.
For the first expression we use Appendix B.1. Then, we summarize the QT -probabilities and so, we get:
T
S2Q







D, Ỹ, α, β, t = exp EQT



⎛



⎞

EQT Ỹ ( T ) + VarQT Ỹ ( T )


1
⎠
⎝

Ỹ ( T ) + VarQT Ỹ ( T ) Φ


2
VarQT Ỹ ( T )


K


+ ∑ EQT exp − βΔti D (ti ) + Ỹ ( T ) 1{0< D(ti )} 1{Ỹ (T )≥0}
i =1
K



− ∑ EQT exp − βΔti D (ti ) + Ỹ ( T ) 1{α≤ D(ti )} 1{Ỹ (T )≥0}
i =1
K

− ∑ EQT exp (− βΔti D (ti )) 1{0< D(ti )} 1{Ỹ (T )≥0}
i =1
K

+ ∑ EQT exp (− βΔti D (ti )) 1{α≤ D(ti )} 1{Ỹ (T )≥0}
i =1
K



− ∑ EQT exp Ỹ ( T ) 1{0< D(ti )} 1{Ỹ (T )≥0}
i =1
K



+ ∑ EQT exp Ỹ ( T ) 1{α≤ D(ti )} 1{Ỹ (T )≥0}
i =1
K



+ ∑ QT 0 < D (ti ) , Ỹ ( T ) ≥ 0
i =1
K



+ ∑ exp (− βαΔti ) EQT exp Ỹ ( T ) 1{ D(ti )≥α} 1{Ỹ (T )≥0}
i =1
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K


− ∑ exp (− βαΔti ) QT D (ti ) ≥ α, Ỹ ( T ) ≥ 0
i =1
K






− ∑ EQT exp Ỹ ( T ) 1{ D(ti )≥α} 1{Y (T )≥0} − 1 − QT Ỹ ( T ) < 0 .
i =1

Using the notation in (23) and Appendix B.2 we obtain (24).
2
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Abstract: Coherent models were developed recently to forecast the mortality of two or more
sub-populations simultaneously and to ensure long-term non-divergent mortality forecasts of
sub-populations. This paper evaluates the forecast accuracy of two recently-published coherent
mortality models, the Poisson common factor and the product-ratio functional models. These models
are compared to each other and the corresponding independent models, as well as the original
Lee–Carter model. All models are applied to age-gender-speciﬁc mortality data for Australia and
Malaysia and age-gender-ethnicity-speciﬁc data for Malaysia. The out-of-sample forecast error of
log death rates, male-to-female death rate ratios and life expectancy at birth from each model are
compared and examined across groups. The results show that, in terms of overall accuracy, the
forecasts of both coherent models are consistently more accurate than those of the independent
models for Australia and for Malaysia, but the relative performance differs by forecast horizon.
Although the product-ratio functional model outperforms the Poisson common factor model for
Australia, the Poisson common factor is more accurate for Malaysia. For the ethnic groups application,
ethnic-coherence gives better results than gender-coherence. The results provide evidence that
coherent models are preferable to independent models for forecasting sub-populations’ mortality.
Keywords: coherent mortality forecasting models; Lee–Carter model; mortality forecasting accuracy;
functional data model

1. Introduction
The widely-used Lee–Carter Lee and Carter (1992) model is an extrapolative mortality
forecasting model that uses a single time-varying index of the mortality level. Despite its success
forecasting U.S. mortality, the Lee–Carter model’s assumptions have not been found to be universally
appropriate (Booth et al. 2002), leading to a range of modiﬁcations being proposed in the literature
(Booth et al. 2002; Lee and Miller 2001; Li 2010; Brouhns et al. 2002; Renshaw and Haberman 2003;
Hyndman and Ullah 2007). It is noteworthy that the mortality forecasts of the modiﬁed Lee–Carter
models have proven to be more accurate than those of the original model (Booth et al. 2005 2006; Shang
et al. 2011). The Lee–Carter model and its earlier extensions are independent models (Li and Lee 2005)
and, as such, forecast sub-populations (such as males and females) separately, failing to account for
any relationship between groups (Li 2013). Such independent models may produce divergent forecasts
between two or more sub-populations, which may poorly represent the smaller populations within
the same larger region or country (Hyndman et al. 2013).
Risks 2017, 5, 16
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Coherent models were developed to forecast the mortality of two or more sub-populations
simultaneously and to ensure long-term non-divergent forecasts of sub-populations (Li and Lee 2005;
Li 2013; Hyndman et al. 2013). This type of joint forecasting is important, for example, to estimate
deaths of both genders concurrently or to calculate premiums for life insurance and annuities that
depend on the death or survival of more than one life (Li et al. 2016). The augmented common
factor model Li and Lee (2005) extends the Lee–Carter model in two ways. It incorporates a mortality
reference (the aggregated death rates of sub-populations) in the base model to maintain historic
relationships between groups. It also restricts the time-component of sub-populations to AR(1)
forecasts, guaranteeing non-divergent forecasts in the long run. This technique improved the divergent
forecasts of independent models over a variety of metrics and spawned the development of further
new coherent models, including the Poisson common factor model Li (2013) and the product ratio
functional model Hyndman et al. (2013). Both of these models are examined in detail in Section 2
below.
Which of the independent and coherent models provide better forecasts and why? While the
literature includes comparisons between different independent models (Lee and Miller 2001; Booth
et al. 2005 2006; Shang et al. 2011), as well as between independent and coherent functional time series
models (Hyndman et al. 2013), no comparisons between types of coherent models have been made.
Further, the application of coherent forecasting models has been limited to developed countries. The
purpose of this research is to evaluate the forecast accuracy of two recent coherent models, the Poisson
common factor model and the product ratio functional model. The two coherent models are compared
to each other, as well as to their respective independent versions: the Poisson Lee–Carter model
and the weighted functional model. In addition, as all four models are extensions of the Lee–Carter
model, we include Lee–Carter forecasts as a performance benchmark. We also extend the application
of coherent mortality forecasting to a less developed nation, Malaysia, as well as treating Australia,
with gender-coherence being applied to Malaysian and Australian age-gender-speciﬁc mortality data.
Furthermore, we apply two types of coherency: gender-coherence and ethnic-coherence to Malaysian
age-gender-ethnic-speciﬁc mortality data. We forecast death rates, male-to-female death rate ratios
and life expectancy at birth and compare the out-of-sample forecasts with the observations from
ofﬁcial statistics.
Section 2 of this paper explains the coherent models and describes the error measures that we use
to estimate the out-of-sample forecast errors. Section 3 discusses the observed mortality rates and their
trends in Australia and Malaysia. In Sections 4 and 5, coherent and independent models are applied to
gender-speciﬁc data for Australia and Malaysia, as well as ethnic-speciﬁc mortality data; the forecast
accuracy of death rates, male-to-female sex ratios and life expectancy at birth are reported. Section 6
discusses the research outcomes in detail. Finally, Section 7 concludes.
2. Coherent Mortality Forecasting
2.1. Poisson Common Factor Model
The Poisson common factor model, based on the Poisson parametric distribution function, was
extended by Li (2013) to estimate the number of deaths directly. The method extends the independent
model Poisson–Lee–Carter model of Brouhns et al. (2002). The age-speciﬁc mortality rates, m x,t,i , for
lives aged x in year t and belonging to the i-th sub-population are given by:
log(m x,t,i ) = a x,i + β x Kt +

J

∑ bx,i,j kt,i,j + x,t,i

(1)

j =1

where a x,i is the average of the log age-speciﬁc death rates for the i-th group over the ﬁtting period,
β x Kt is the product of an age-component and time-component for the common factor, bx,i,j kt,i,j is the
product of an age-component and a time-component for the i-th subgroup and the j-th additional
subgroup-speciﬁc factor and x,t,i are the subgroup-speciﬁc residuals for age x and year t.
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Equation (1) is identical to its independent version, the Poisson–Lee–Carter model (Brouhns et al.
2002), if the value of β x Kt is zero and just one gender-speciﬁc factor is considered. Clearly, without
common factor variables, the model does not account for inter-relationships between sub-populations.
The parameters of the Poisson common factor model are estimated, as is the case with its
independent version, using maximum log-likelihood. Deaths are assumed to follow the Poisson
distribution function, with:
Dx,t,i = Poisson( Ex,t,i , m x,t,i )

(2)

and:

m x,t,i = exp ax,i + β x Kt +

J



∑ bx,i,j kt,i,j ,

(3)

j =1

where Dx,t,i are the deaths of those aged x in year t belonging to the i-th sub-population and Ex,t,i are
the corresponding exposures. The age-speciﬁc mortality rates m x,t,i are considered unknown values
and are estimated using (3) subject to the constraints ∑t Kt = 0 and ∑ x β x = 1 and 2I J constraints of
∑t kt,i,j = 0 and ∑ x bx,i,j = 1, where the number of factors I and J can be optimally determined using
either the Bayesian Information Criterion (BIC) or the Akaike Information Criterion (AIC).
Following Brouhns et al. (2002), parameters a x,i , β x , Kt , bx,i,j and kt,i,j are estimated via an iterative
updating scheme Li (2013). The time-component of the common factor is a non-stationary process;
thus, a random walk with drift model is used to forecast the data. The subgroup-speciﬁc (like gender)
time-components, on the other hand, are stationary; hence, a p-th order autoregressive model AR(p) is
used. Finally, age-speciﬁc death rate forecasts can be retrieved by placing the forecast time-component
factors and estimated age factors into Equation (3).
2.2. Product-Ratio Functional Model
Hyndman et al. (2013) extended the independent Hyndman and Ullah (2007) functional time
series model to model two quantities, the product function p x,t and the ratio function r x,t,i , where:

p x,t =

1/I

I

∏ f x,t,i

(4)

i =1

and:
f x,t,i
,
p x,t

r x,t,i =

(5)

and where i = 1, 2 . . . , I refers to the i-th sub-population and the f x,t,i are the smoothed age and
time-speciﬁc mortality rates for the i-th population. As a smoothing procedure, Hyndman et al.
(2013) use weighted penalized regression splines. A monotonic increasing constraint over time is
imposed on ages x and above. Intuitively, the product function p x,t is estimated as the geometric
mean of the smoothed rates of sub-populations, which represents the general trend or mortality
reference of sub-populations, while r x,t,i is the ratio of one sub-population’s rates to the geometric
mean, representing the mortality difference of a particular sub-population from the general trend.
The product and ratio functions have the advantage of being easy to use and are uncorrelated
with each other on a log scale. Both are then used in the functional independent model (Hyndman and
Ullah 2007) with:
log p x,t = apx +

L

∑ β x,l Kt,l + epx,t

l =1

and:
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Ξ

∑ bx,i,ξ kt,i,ξ + erx,t,i ,

log r x,t,i = arx,i +

(7)

ξ =1

where ap x and ar x,i average the logs of the product and ratio functions respectively and l and ξ index
the principal components. The time components Kt,l and the kt,i,ξ and the age components β x,l and
bx,i,ξ are estimated using weighted principal component analysis following Shang et al. (2011), which
applies more weight to recent data. The weighting technique is used to cater for change over time in
β x,l and bx,i,ξ . In contrast to Li and Lee (2005), who used only the ﬁrst principal component, the work
of Hyndman et al. (2013) used up to six components. The time-component for the product function Kt,l
displays a linear decreasing trend and therefore is more appropriately forecast using a non-stationary
series model, ARI MA(p,d,q). A non-divergent mortality forecast is attained when kt,i,ξ is restricted to
being forecast by a stationary time series model, either an autoregressive moving average ARMA(p)
or an auto-regressive fractional integrated moving average ARFI MA(p,d,q).
The estimated average death rates and age factors, as well as the forecast of time components are
put into Equations (6) and (7) to get the forecast values of the product and ratio functions. Subsequently,
the age-speciﬁc mortality forecasts for each sub-population are obtained by simply multiplying the
forecast rates of the product and ratio functions,
log f x,t,i = log( p x,t r x,t,i ) = ax,i +

L

Ξ

l =1

ξ =1

∑ β x,l Kt,l + ∑ bx,i,ξ kt,i,ξ + ex,t,i ,

(8)

where a x,i = apx + arx,i and ex,t,i = epx,t + erx,t,i are the mortality average and error terms, respectively,
for a particular group. Equation (8) is similar to that of Li (2013) given in (1) when there is no
additional component for β x Kt . The product-ratio functional model and its independent predecessor,
the weighted functional model, were implemented using the demography package for R (Hyndman
2013).
2.3. Measurement of Forecast Accuracy
We divide T-year observations of a particular i-th sub-population into two parts. First, the
in-sample data, which consist of the ﬁrst n-year observations {yx,i,1 , yx,i,2 , . . . , yx,i,n }, are used
in each model to estimate the parameters. Second, the out-of-sample data, comprising the
remaining T − n = t years of data {yx,i,n+1 , yx,i,n+2 , . . . , yx,i,n+t }, are compared to the forecast rates
{Fx,i,n+1|n , Fx,i,n+2|n , . . . , Fx,i,n+t|n }.
With the out-of-sample data, the forecast accuracy of each model is estimated using the following
error measurements:

MAFEi =


p 
t


∑ ∑ Fx,i,n+τ |n − yx,i,n+τ 

τ =1 x =1

t

MFE =

,

pt
p

∑ ∑

τ =1 x =1



Fx,i,n+τ |n − yx,i,n+τ


,

pt

(9)

(10)

and:

MAPFEi =




p 
t

y x,i,n+τ  × 100
∑ ∑  Fx,i,n+τ |n − y x,i,n+τ

τ =1 x =1

pt

(11)

for the p age groups. We use mean absolute forecast error (MAFEi ) and mean forecast error (MFEi ) to
evaluate the forecast accuracy of the log death rates and life expectancy for the i-th sub-population.
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For male-to-female death rate ratio forecasts, errors are estimated using the mean absolute percentage
forecast error (MAPFEi ).
3. Mortality Data
In this study, we use central age-gender-speciﬁc death rates for Australia and Malaysia and
age-gender-ethnic-speciﬁc death rates for Malaysia together with their respective mid-year exposures.
The data for Australia are taken from University of California, Berkeley (USA), and Max Planck
Institute for Demographic Research (Germany) (2013) for the period 1921 to 2009 for ages zero to 110.
Data for Malaysia are from the Malaysian Department of Statistics from 1965 to 2011 for ages zero to
80.1 According to Mikkelsen et al. (2015), Malaysia currently has ‘good’ quality mortality data, with
substantial improvements having occurred since 2000.
The mortality rates at the oldest ages ﬂuctuate widely. Following Li (2013), we exclude some of
the oldest rates and include only data up to age 90 for Australia.2 The original Lee and Carter (1992)
model uses the data from the earliest available year regardless of whether or not the mortality index
has been subject to change over time. Major shifts in the mortality index can be seen in the late 1960s
for Australia and in the early 1970s and late 1990s for Malaysia (see Figure 1). Hence, to improve
forecast accuracy, an appropriate starting year for the ﬁtting period must be selected for the Lee–Carter
extensions to ensure that the mortality index is reasonably linearly decreasing.

Figure 1. The mortality index, or time component, Kt , estimated from the Lee–Carter model for the
Australian total population from 1921 to 2009 (left) and for the Malaysian total population from 1965
to 2011 (right).

Booth et al. (2002) suggest that 1968 and 1970 are the best starting years for the ﬁtting period for
Australian males and females, whereas Hyndman et al. (2013) used 1950 to ﬁt the age-region-speciﬁc
death rates to the product-ratio functional model. In this study, for comparative purposes, all models
except for the original Lee–Carter model will use the same starting years, namely 1968 for Australia
and 1975 for Malaysia.
The log age-speciﬁc death rate plots for males and females are shown in Figure 2. The top
panel is Australian death rates, which clearly exhibit a similar pattern between males and females.
The decreasing rates over the years from red to purple (1968 to 2009) occur in all ages. However,
mortality has been decreasing at a slower rate in recent years: note the small decrease from blue to

1
2

The time period begins with the establishment of the modern Malaysian state. Data are not available for ages above 80.
Although Malaysian data runs to age 80, Australian data above age 80 were included in order to avoid loss of information.
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purple curves (1990 to 2009). According to Parr et al. (2016), Australian mortality rates will continue
decreasing, with the fastest decreases occurring at ages below 20 and between 40 and 80.
The male accident hump has decreased more rapidly than that for females in recent years.
According to Pollard (1996), the disappearance of the accident hump among young males aged 14 to
24 and in the early adult ages 25 to 40 since the late 1980s is due to the declining rate of motor accident
fatalities, a result of the introduction of random breath testing for alcohol and seat-belt regulations.
The bottom panel displays the inconsistent patterns between Malaysian female and male mortality,
especially for the accident hump ages. Female mortality has declined consistently over the years (1975
to 2011) in all age groups, with a thin accident hump. The mortality of males over the accident hump
ages (15 to 39) ﬂuctuated in the early years (1975 to 1997). However, a decreasing trend can be seen in
the later years, starting from 1998. The inconsistent pattern of change over time between the genders
leads to the highest ratio of male-to-female death rates in this age group being from 1975 to 1997
(Mohamed et al. 2012).

(a)

(b)

(c)

(d)

Figure 2. The rainbow age-speciﬁc log death rate plots for (a) Australian females, (b) Australian males,
(c) Malaysian females and (d) Malaysian males.
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4. Forecast Evaluation of Coherent Models Using Australian and Malaysian Male and
Female Mortality
Our forecasts are based on ﬁve different mortality forecasting models, including two coherent
models, the Poisson common factor and product-ratio functional models, and their independent
versions, the Poisson Lee–Carter and weighted functional models. These four models are extensions of
the Lee–Carter model; hence, the original model is included as a performance benchmark.
This section reports the forecast error of log age-gender-speciﬁc death rates, male-to-female death
rate ratios and life expectancy at birth for the ﬁve different mortality forecasting methods (coherent
and independent) for Australia and Malaysia.
4.1. Log Death Rate Forecasts
Table 1 presents the mean absolute forecast errors of log death rates for different methods
averaged over age and year for male and female mortality rates in Australia and Malaysia.3
In comparison to the independent models, both coherent models are more accurate for three out of
four sub-populations—Australian males and females and Malaysian females—while the independent
models perform better than the coherent models for Malaysian males. In terms of the overall accuracy
(averaged over male and female errors), the coherent models perform better than the independent
models for Australia, but underperform for Malaysia. The product-ratio functional model (coherent)
performs the best for Australia, while the Poisson–Lee–Carter model (independent) performs the best
for Malaysia.
Of the two coherent methods, the product-ratio functional model is more accurate than its
counterpart, the Poisson common factor model, and proved to be the best model for three out of four
sub-populations: Australian males and females and Malaysian females. When taking the average over
genders, the product-ratio functional model performs better than the Poisson common factor model
for Australia, but less well for Malaysia. Among the ﬁve models, all Lee–Carter extensions perform
signiﬁcantly better than the original model for both genders in Australia and for females in Malaysia.
It is noteworthy that for Malaysian male mortality, the Lee–Carter model is more accurate than both
coherent models, but underperforms the other independent models.
Table 1. Mean Absolute Forecast Error (MAFE) of log death rates for males and females by method,
gender and country.
M AFE

20-year forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

Male

Australia
Female Overall

Male

Malaysia
Female Overall

0.184
0.175
0.171
0.163
0.472

0.162
0.156
0.135
0.134
0.333

0.118
0.152
0.123
0.170
0.150

0.100
0.089
0.111
0.077
0.179

0.173
0.166
0.153
0.149
0.402

0.109
0.120
0.117
0.124
0.164

Table 2 summarises the corresponding mean forecast errors. The Lee–Carter model underestimates
Australian male and female mortality rates substantially, in contrast to the other four models.
For Malaysia, all models consistently underestimate both genders’ mortality with the Lee–Carter
model being the least accurate model for Malaysian females. Consistent with Table 1, in terms of
overall accuracy, the product-ratio functional model is the most accurate for Australia, while the
Poisson Lee–Carter is the most accurate for Malaysia.

3

Means are over age groups and years in the out-of-sample period; ‘overall’ refers to the average of the male and female errors.
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Figure 3 shows the mean forecast errors by age. Clearly, the original Lee–Carter model produces
signiﬁcant errors for Australia and underestimates the mortality for people under 40 and overestimates
the mortality of those who are aged above 40. However, for Malaysia, the Lee–Carter forecasts are
fairly similar to the other four methods, especially for males. The errors for the coherent (dashed lines)
and the independent (solid lines) models are generally similar in pattern for Australia. As can be seen
from Figure 3, there is an extreme point of error for the Poisson-based methods around age 12 for
both genders in Australia. However, no outlier is detected for the functional-based methods, which
indicates the ability of the functional models to minimize the effect of extreme forecast values.
Table 2. Mean Forecast Error (MFE) of log death rates for males and females by method, gender
and country.
MFE

20-year forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

Male

Australia
Female Overall

Male

Malaysia
Female Overall

−0.094
−0.087
−0.094
−0.070
0.148

−0.024
−0.031
−0.036
−0.030
0.142

0.072
0.120
0.087
0.157
0.102

0.060
0.006
0.094
0.039
0.122

−0.059
−0.059
−0.065
−0.050
0.145

(a)

(b)

(c)

(d)

0.066
0.063
0.090
0.098
0.112

Figure 3. Mean Forecast Error (MFE) by age and methods for (a) Australian females, (b) Australian
males, (c) Malaysian females and (d) Malaysian males.

47

Risks 2017, 5, 16

4.2. Male to Female Death Rate Ratio Forecasts
The forecast error of male-to-female death rate ratios is presented in Table 3. The overall error
shows that coherent models are more accurate than independent models for Australia, but less accurate
for Malaysia. Results show substantial errors at younger ages (less than 40) for all methods in both
countries. This indicates the difﬁculty in estimating the childhood mortality and the accident hump.
Similar conclusions regarding log death rates appear in Shang et al. (2011), which examined such
forecasts over fourteen countries.
Table 3. Mean Absolute Percentage Forecast Error (MAPFE) of the male-to-female death rate ratios by
age, method and country.

20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

0

Australia M APFE
1 to 14
15 to 40
39
54

4.60
3.74
4.40
3.67
45.78

62.07
55.31
31.24
30.36
41.39

0

1 to 14

15
39

3.24
2.28
2.25
3.71
6.79

8.35
4.71
12.32
6.35
10.18

14.67
22.32
16.19
24.98
18.70

30.21
23.15
18.94
15.93
45.23

to

11.64
11.65
8.05
8.46
14.45

55
69

to

9.41
11.46
7.96
10.00
26.22

70
90

to

8.90
6.21
8.16
5.13
10.89

Overall
21.14
18.59
13.13
12.26
30.66

Malaysia M APFE
20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

to

40
54
7.67
10.61
7.28
10.58
7.66

to

55
69
5.20
4.32
3.99
3.25
4.20

to

70
80
6.20
5.32
4.36
4.14
7.54

to

Overall
7.55
8.26
7.73
8.84
9.18

For Australia, the coherent models have lower forecast errors than the independent models for
the 0, 1 to 14, 15 to 39 and 70 to 90 age groups. Although the coherent models have higher errors than
the independent models for Australian ages 40 to 69, the difference is insigniﬁcant, and the coherent
models perform better than the independent models in overall terms. For Malaysia, the coherent
models have lower forecast errors than the independent models for the 0, 1 to 14, 55 to 69 and 70 to 80
age groups and signiﬁcantly higher errors for the 15 to 39 and 40 to 54 age groups; the errors of the
young adult group aged 15 to 39 increase from 14.67 to 22.32 (by 52%) for the Poisson common factor
model and from 16.19 to 24.98 (by 54%) for the product-ratio functional model. The high percentage
error from this Malaysian young adult group causes the coherent models to perform less accurately
than the independent models.
The comparisons between the two coherent models show that the product-ratio functional model
is consistently more accurate than the Poisson common factor for all age groups in Australia and for
the age group 40 and above in Malaysia. Similar to the results reported in Table 1, the overall errors
show that the product-ratio functional model (a coherent model) is the best model for Australia, while
Poisson–Lee–Carter (an independent model) is the best model for Malaysia.
Figures 4 and 5 present the forecasts of the male-to-female death rate ratio for Australia and
Malaysia. As can be seen from both Figures 4 and 5, the coherent models (left panel) produce constant
forecast ratios in most of the age groups in contrast to the diverging rates under the independent
models (right panel), especially for the 15 to 39 age groups.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 4. (a) Australian observed male-to-female death rate ratios 1968–2009, followed by forecasts of
these ratios from 1989–2009 using (b) Lee-Carter, (c) Poisson common factor, (d) Poisson-Lee-Carter,
(e) Product-ratio functional and (f) Weighted functional models.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 5. (a) Malaysian observed male-to-female death rate ratios 1965–2011, followed by forecasts of
these ratios from 1990–2010 using (b) Lee-Carter, (c) Poisson common factor, (d) Poisson-Lee-Carter,
(e) Product-ratio functional and (f) Weighted functional models.
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4.3. Life Expectancy at Birth Forecasts
Next, we evaluate each model’s accuracy using life expectancy at birth as the outcome measure.
Table 4 shows the Mean absolute Forecast Error (MAFE) of life expectancy at birth by different methods.
The overall errors in Table 4 appear to be consistent with the log death rates and male-to-female
death rate ratio forecast errors in two ways. Firstly, the coherent models are more accurate than the
independent models for Australia, but are less accurate for Malaysia. Secondly, the errors from the
Lee–Carter extensions are reasonably similar. However, the error from the original Lee–Carter model
is signiﬁcantly higher for Australia.
Table 5 shows the Mean Forecast Error (MFE) of life expectancy at birth by different methods.
From Table 5, it is clear that all models underestimate life expectancy at birth for both Australian males
and females, with the forecast errors among males being more than double those of females. In other
words, the methods used in this research tend to underestimate the rapid increase in life expectancy
for Australian males that has occurred in recent years. In contrast, all of the models overestimate the
life expectancy for Malaysian males, with the original Lee–Carter model providing the least error.
The results for Malaysian females are less consistent.
Table 4. Mean Absolute Forecast Error (MAFE) of life expectancy at birth by method, gender and country.
M AFE
20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

Male
1.289
1.202
1.123
0.945
2.044

Australia
Female Overall
0.567
0.521
0.290
0.355
1.201

0.928
0.861
0.706
0.650
1.622

Male
0.466
0.724
0.660
0.945
0.289

Malaysia
Female Overall
0.213
0.295
0.371
0.223
0.302

0.339
0.509
0.516
0.584
0.296

Table 5. Mean Forecast Error (MFE) of life expectancy at birth by method, gender and country.

20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

Male

−1.289
−1.202
−1.123
−0.945
−2.044

MFE
Australia
Female Overall

−0.567
−0.521
−0.290
−0.335
−1.201

−0.928
−0.861
−0.706
−0.650
−1.622

Male

Malaysia
Female Overall

0.460
0.724
0.660
0.938
0.269

−0.035
−0.203
0.372
0.131
−0.187

0.213
0.261
0.516
0.534
0.041

As can be seen from Tables 4 and 5, the Lee–Carter model is the most accurate model for Malaysian
males. This suggests that in some cases, such as in a developing country like Malaysia, where the
available observed data are not extensive (available only since 1965), the original Lee–Carter model
may still be relatively reliable. In addition, consistent with Booth et al. (2006), the results provide
further empirical evidence that the most accurate model for mortality rates is not necessarily the best
model for life expectancy.
Figure 6 shows that the Lee–Carter model signiﬁcantly underestimates the life expectancy at birth
for both genders in Australia. Conversely, this model outperforms the other models for Malaysian
males. The signiﬁcant underestimation of the Lee–Carter model for Australian life expectancy may be
due to the fact that this model includes structural changes in the time-component that have happened
since 1921. For Malaysia, there was no major structural change in the data after 1965; hence, the
Lee–Carter model performs at least, as well as the other methods. Furthermore, the coherent forecasts
(dashed lines) display proportional rates between males and females, whereas the independent
forecasts (solid lines) tend to diverge and generally produce a bigger gap for the genders.
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Figure 6. Observed and 20-year forecasts of Australian (left) and Malaysian (right) life expectancies at
birth for males and females.

4.4. The Future Potential of Coherent Mortality Forecasting for Malaysia
Figure 2 shows that, from 1998 onwards (turquoise to purple), Malaysian male mortality
for the accident hump group decreases consistently, in contrast to its earlier ﬂuctuating pattern.
This observation raises the question of whether this trend will continue in the future and thus improve
the accuracy of the forecasts of the coherent models. For this section, we extend the ﬁtting period
for the Malaysia data to include the recent decreasing trend among males. About two thirds of the
observations (i.e., from 1975 to 2001) are used for the ﬁtting period, and rates are forecast for the
remaining ten years (from 2002 to 2011). Tables 6 to 8 present the 10-year forecast errors of mortality
rates, male-to-female death rates and life expectancy at birth.
Interestingly, the results show that for the 10-year forecasts, the coherent models are signiﬁcantly
more accurate than the independent models for both Malaysian genders. The error in the
male-to-female death ratios at ages 15 to 39 is reduced substantially from 22.564 to 5.491 or by
76% for the Poisson common factor model and from 23.367 to 6.743 or by 71% for the product-ratio
functional model, compared to the corresponding independent models (Table 7). These results conﬁrm
that the improvement in male mortality rates for people aged 15 to 39 plays an important role for the
accuracy of coherent forecasts and consequently outperforms independent models. Nevertheless, the
life expectancy forecasts show that the coherent models are still underperforming the independent
models for Malaysia.
Table 6. Mean Absolute Forecast Error (MAFE) and Mean Forecast Error (MFE) of log death rates for
males and females by method and gender for Malaysia.

10-Year Forecasts

Male

Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

0.072
0.059
0.111
0.071
0.100

M AFE 1
M AFE
Female
Overall
0.082
0.059
0.076
0.060
0.161
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0.077
0.059
0.093
0.065
0.130

Male

MFE
Female

Overall

−0.017
0.022
−0.049
0.024
0.019

0.030
−0.002
0.012
−0.007
0.109

0.007
0.010
−0.018
0.009
0.064
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Table 7. Mean Absolute Percentage Forecast Error (MAPFE) of male-to-female death rate ratios by age
and method for Malaysia.

10-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

0

1 to 14

15 to 39

4.228
3.622
17.614
3.502
5.231

7.158
4.572
15.948
4.121
11.907

22.564
5.491
23.367
6.743
35.384

M APFE
40 to 54
55 to 69
5.291
5.565
4.108
6.762
3.070

2.928
3.209
2.754
4.683
4.483

70 to 80

Overall

9.599
6.700
8.973
6.646
8.778

8.628
4.860
12.127
5.409
11.475

Table 8. Mean Absolute Forecast Error (MAFE) and Mean Forecast Error (MFE) of life expectancy at
birth for males and females by method for Malaysia.
10-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Lee–Carter

Male
0.092
0.191
0.190
0.238
0.076

M AFE
Female Overall
0.315
0.272
0.320
0.341
0.268

0.203
0.232
0.255
0.290
0.172

Male

MFE
Female

Overall

−0.073
0.183
−0.188
0.237
0.029

−0.315
−0.268
−0.320
−0.342
−0.246

−0.194
−0.043
−0.254
−0.053
−0.109

5. Forecast Evaluation of Coherent Models Using Malaysian Ethnic Group Mortality
Malaysia is a multicultural country, which consists of Malay and indigenous (henceforth Malay)
groups (61.8%), Chinese (22.5%), Indian (6.7%), other ethnic groups (0.9%) and non-Malaysian citizens
(8.1%) (DOSM 2010). In this study, we exclude other ethnic groups and non-Malaysian citizens due to
data limitations. In view of the diversity of the Malaysian population, we investigate the suitability of
the coherent models to forecast the mortality rates of these ethnic groups. Gender-coherence models
are applied separately to Malay males and females, Chinese males and females and Indian males and
females. Furthermore, ethnic-coherence models are applied to Malay, Chinese and Indian males and
Malay, Chinese and Indian females. We report the results below.
5.1. Gender-Coherence
Table 9 presents the log death rates forecast error of different methods. We exclude the Lee–Carter
model from this application as we wish to focus only on the modiﬁed versions of the Lee–Carter model.
The patterns of errors of the Malay population forecasts are consistent with those of the national
forecasts: both coherent models are more accurate than the independent models for females, but
less accurate for males, resulting in the coherent forecasts having less accuracy than the independent
forecasts overall. This may be due to the size of the Malay group, as it represents the majority of
the Malaysian population. For Indians, the coherent models are less accurate than the independent
models for both males and females. For the Chinese females, the forecasts generate results that are
different from national forecasts, but similar in the patterns of error to those of a low mortality country,
Australia, for which both the coherent models are more accurate than the independent models for the
overall forecasts. The comparison between the two coherent models for the Chinese indicates that the
Poisson common factor model outperforms the product-ratio functional model in the overall forecasts.
The results4 for male-to-female death rate ratios tend to be consistent with the log death rates
forecasts in terms of overall accuracy: the coherent models are less accurate than the independent
models for Malays and Indians, but are more accurate than the independent models for Chinese.

4

While the results discussed in this paragraph are not displayed below, they are available from the authors on request.
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However, the life expectancy at birth forecasts show that the coherent models are less accurate than
the independent models for all ethnic groups.
Table 9. Mean Absolute Forecast Errors (MAFE) according to ethnic groups and gender in Malaysia.
Gender-coherence is imposed on coherent models for Malay, Chinese and Indians.
20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
20-Year Forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional

Male
0.157
0.229
0.150
0.238
Male
0.144
0.150
0.138
0.165
Male
0.155
0.173
0.166
0.198

Malay
Female Overall
0.182
0.129
0.161
0.094

0.133
0.179
0.156
0.166

Chinese
Female Overall
0.136
0.111
0.185
0.120

0.140
0.131
0.162
0.142

Indian
Female Overall
0.187
0.260
0.183
0.199

0.171
0.216
0.174
0.198

5.2. Ethnic-Coherence
The application of coherent mortality forecasting models is extended to apply ethnic-coherence to
male and female sub-ethnic populations and compare these results with those of the gender-coherence
models. Past data suggest that Chinese mortality is consistently lower than Malay and Indian (refer to
Figure 7). Therefore, we incorporate Chinese data in the forecasts of Malay and Indian mortality and
report the impact of different types of coherency on the accuracy of coherent forecasts.
Table 10 shows that the coherent models that account for Chinese female mortality as part of the
mortality reference for Malay females and Indian females (ethnic-coherence) can generally improve
the forecasts of Malay females and Indian females. As can be seen in Table 10, the use of coherent
(rather than independent) models reduces the error of Malay females from 0.182 to 0.142 and from
0.161 to 0.156. Similarly, the forecast errors of independent models are reduced from 0.187 to 0.152 and
from 0.183 to 0.129 for Indian females. It is noteworthy that these improvements are attained at the
expense of accuracy for Chinese female mortality, as indicated by the increase of errors from 0.136 to
0.179. For Chinese males, the coherent models consistently achieve higher forecast errors compared to
the independent models; results for Malay males and Indian males are, however, mixed, resulting in
the ethnic-coherence models underperforming the independent models in terms of overall errors.
In addition, the results show that the association of lower mortality groups of the same gender
in the sub-population’s model can improve the forecast of high mortality groups better than the
association of the lower mortality group of the opposite gender. For example, ethnic-coherence models
(that account for Indian female, Malay female and Chinese female mortality as part of the mortality
reference) for Indian females outperform independent models, whereas when using gender-coherence,
the coherent models underperform independent models. Based on these ﬁndings, we suggest that
the ethnic-coherence models are more accurate than the gender-coherence models for forecasting the
mortality of Indian females.
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(a)

(b)

Figure 7. Malaysian observed life expectancy at birth by ethnic groups from 1975 to 2010 for males
(a) and females (b).
Table 10. Mean Absolute Forecast Errors (MAFE) by ethnic groups and gender in Malaysia.
Ethnic-coherence is imposed on coherent models for males and females.
Malaysian Males
20-year forecasts
Poisson–Lee–Carter
Poisson common factor
Weighted functional
Product-ratio functional
Malaysian Females
20-year forecasts
Poisson–Lee–Carter
Poisson common factor
weighted functional
Product-ratio functional

Malay

Chinese

Indian

Overall

0.157
0.148
0.150
0.162

0.144
0.187
0.138
0.167

0.155
0.169
0.166
0.150

0.152
0.168
0.151
0.160

Malay

Chinese

Indian

Overall

0.182
0.142
0.161
0.156

0.136
0.179
0.185
0.185

0.187
0.152
0.183
0.129

0.168
0.157
0.176
0.157

6. Discussion
6.1. Coherent Mortality Forecasts for Gender Sub-Populations in Malaysia and Australia
6.1.1. Comparison between Coherent and Independent Models
The comparison of the mortality forecasts of the coherent models shows that the coherent models
are more accurate than the independent models for both genders in Australia. In contrast, the coherent
models are less accurate than the independent models for Malaysian males, but produce better results
for females. In terms of overall accuracy, the coherent models perform less well than the independent
models for Malaysia. The better performance of the coherent models for Australia is in line with
the ﬁndings of Hyndman et al. (2013), which show that coherent models tend to be more accurate
overall than independent models for Swedish data. It may be that coherent models perform better
than independent models for developed countries and are less accurate for developing countries like
Malaysia.
It is noteworthy that the accuracy of the coherent models for Malaysian females is achieved at
the expense of accuracy of Malaysian male mortality. Similarly, Hyndman et al. (2013) found that
coherency improved the accuracy of the mortality forecast of Swedish males at the expense of the
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accuracy of Swedish female mortality. According to Yasmeen (2010), this trend is related to the ﬁrst
age component of the mortality reference (β x,l ).
This study shows that improved forecasts of male-to-female death ratios are another way in which
the coherent models produce a better overall performance than the independent models for Australia.
However, the data suggest that the accuracy of the coherent models varies between different age
groups. This might be due to the fact that coherent models were designed to produce non-divergent
sub-populations forecasts, and therefore, they tend to perform better than the independent models if
the differentials between male and female mortality in particular groups are within a deﬁned constant.
For example, the coherent models outperform the independent models for Malaysia at ages 0, 1 to
14, 55 to 69 and 70 to 80 and at the same time signiﬁcantly underperform the independent models for
the 15 to 39 and 40 to 54 age groups. The poorer performance for the young adult and middle-age
groups might be due to a diverging gap between male and female mortality, which contributes to
the larger errors for the overall accuracy in Malaysia. Furthermore, the life expectancy forecasts
show that the coherent models tend to produce a smaller forecast gender gap, which is in contrast
with recent trends in Malaysia and is aligned with recent trends in Australia. Indeed, Malaysian life
expectancies for males and females in recent years have been diverging due to a slow increase in
male life expectancy that may be explained by the ﬂuctuations in death rates among young adult
males. Therefore, the short-term accuracy of coherent models appears to be strongly inﬂuenced by
the constant differential of mortality rates between sub-populations. In other words, if some signs of
dissimilar patterns are discernible between male and female mortality, then coherent models may not
be the best models to forecast those sub-populations.
There is some evidence from our research that indicates the constant differential between male
and female mortality is achievable through a careful choice of ﬁtting period. Although the coherent
models are less accurate than the independent models for Malaysia in the 20-year forecasts, our
results show that these models perform better than the independent models in 10-year forecasts. A
shorter forecast period extends the ﬁtting period to include more recent linear decreasing rates in
male mortality; hence, the rates tend to be proportional to female rates. In this case, the non-divergent
forecast from the coherent models is more consistent with the observations. This ﬁnding suggests that
coherent models may in the future be better suited to the sub-populations of Malaysia, provided that
the recently observed decreasing pattern of death rates for males, which is consistent with that for
females, continues in the future.
6.1.2. Comparison between the Two Coherent Models
To the best of our knowledge, the comparison of the forecast accuracy between the coherent
models has not been documented in the literature before. This research ﬁlls the gap by comparing two
recently-developed forms of coherent models: the product-ratio functional and Poisson common factor
models. These two models adopt different statistical procedures, which may impact on the accuracy of
forecasts in different ways.
This study ﬁnds that the product-ratio functional model produces slightly better forecasts than
the Poisson common factor for Australia in all forecast components: log mortality rates, male-to-female
mortality ratios and life expectancy at birth. One of the possible reasons why the product-ratio
functional model might be better is that the model was developed based on the weighted functional
method framework that combines the non-parametric smoothing and geometrically-decaying weight
procedures. The smoothing procedure allows the observed error to be treated separately from the time
series forecast, while the weighting technique gives a greater weight to more recent than earlier data.
Prior research conﬁrms that this weighted functional model successfully reduced the forecast error
from other independent models for many developed countries, including Australia (Shang et al. 2011).
Our ﬁndings support and complement this result by showing that the use of the weighted functional
method in the product-ratio functional models can provide the most accurate forecast of the coherent
models in Australia.
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Nonetheless, this weighted functional technique does not seem to be suitable for Malaysian
mortality and results in a less accurate performance of the product-ratio functional model compared to
the Poisson common factor model. This might be because the observed Malaysian male mortality in
the forecasting period is inconsistent with the most recent trend in the ﬁtting period. Thus, applying
greater weight on the most current trend may wrongly estimate the forecast trend. On the other hand,
Australian male and female mortality and Malaysian female mortality in the forecasting period are in
line with the most recent trends in the ﬁtting period; hence, the weighting procedure tends to work
more effectively for these groups.
6.2. Comparison between the Lee–Carter Model and Its Extensions
Our ﬁndings support previous studies by Booth et al. (2002 2006); Shang et al. (2011) in several
ways. First, the original Lee–Carter model is substantially less accurate than all of the Lee–Carter
extensions we consider in forecasting mortality. This may be due to the limitation of the Lee–Carter
model, which requires a long data series for ﬁtting. Hence, it violates the invariant age-component
and linearly decreasing time-component assumptions. Longer ﬁtting periods produce age-component
estimates that are different from the age rate of change in the forecasting period and provide
structural changes for the mortality index. Therefore the Lee–Carter model may be invalid for many
developed countries.
Second, when forecasting life expectancy, the Lee–Carter model does not necessarily produce
larger errors than its extensions. For example, we ﬁnd that Lee–Carter forecasts produce the highest
error for Malaysian overall log death rates and that, conversely, it produces the least error for overall
life expectancy. According to Booth et al. (2006), the life expectancy estimate involves two types
of transformation of log death rates, namely exponentiation and the life table. There will be some
cancellation of errors and implicit weights during the process, which eventually could provide a
different degree of accuracy for this measure. Therefore, it is insufﬁcient to evaluate the accuracy of
a mortality forecasting model merely based on life expectancy error: the error in log death rates is
essential to gain a comprehensive understanding of the forecast error. Third, this study found that the
weighted functional Lee–Carter extension is consistently more accurate than the Poisson–Lee–Carter
model for independent forecasts in Australia. This ﬁnding supports results from Booth et al. (2006)
that found that functional-based models produced the most accurate forecasts of log death rates. The
work in Shang et al. (2011) showed that functional methods are better than the Lee–Carter method; the
weighted functional version is the best among the 10 models they considered for male and female log
mortality forecasts.
6.3. Coherent Mortality Forecasts for Gender and Ethnicity Sub-Populations in Malaysia
The application of coherent models to the smaller sub-populations (Malay, Chinese and Indian)
may be advantageous to forecasters as it provides additional information and results that are speciﬁc to
these particular sub-populations. For the gender-coherence applications, Malaysia’s mortality forecasts
indicate that the coherent models are less accurate than the independent models for overall accuracy.
This result is applicable to the Malay population, which is the majority of the population. However, for
the Chinese, we found that coherent models are more accurate than independent models, following
the results for Australia. Therefore, preference between forecasting methods may differ between
speciﬁc sub-populations.
Over recent decades, the life expectancy of the Chinese sub-population has been increasing and
consistently higher than that of Malays and Indians for both genders. Our results suggest that the
ethnic-coherence models are more accurate than the independent models and the gender-coherence
model for the majority of sub-populations. This suggests that the incorporation of a lower mortality
of the same gender sub-population in the coherent model increases accuracy by more than the
incorporation of a lower mortality of the opposite gender sub-population.
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For the Chinese, the ethnic-coherence models produce less accurate forecasts than gender-coherence
forecasts. This indicates that the association of higher mortality population with lower mortality
sub-populations in the model might jeopardize the accuracy for lower mortality groups. While Chinese
female mortality is better forecast using gender-coherence, Chinese male mortality is better forecast
individually or independently. Thus, it seems that Chinese males are the only group for which the best
mortality reference is unavailable within the country.
Our ﬁndings suggest that coherent models have the potential to be more accurate than the
independent models even when applied to high mortality populations provided an appropriate type
of coherency is chosen. Further investigations are needed to establish the best mortality reference for
the sub-populations. Other types of coherency, such as urban and rural coherence or developed and
developing countries coherence, would make good topics for future research.
7. Conclusions
This research evaluated ﬁve mortality forecasting models: two coherent models (the product-ratio
functional and the Poisson common factor models), their independent versions (the weighted
functional model and the Poisson–Lee–Carter model) and the Lee–Carter model. All ﬁve models
were applied to age- and gender-speciﬁc mortality rates from Australia and Malaysia in which
gender-coherence was employed for coherent models.
The out-of-sample log death rate forecast errors of different models showed that both coherent
models outperformed independent models for three out of the four sub-populations: Australian
males and females and Malaysian females. In terms of overall accuracy (averaging over males and
females), coherent models were more accurate than independent models for Australia, but less accurate
for Malaysia. However, coherent models have the potential to outperform independent models for
Malaysian sub-populations if an extended ﬁtting period was employed, thus accounting for a recent
decreasing mortality trend among Malaysian males in the estimation. Between coherent models,
the Poisson common factor method was more accurate than the product-ratio functional method in
Malaysia, while the reverse was true in Australia. It is noteworthy that the Lee–Carter model was
signiﬁcantly less accurate than the other models in both countries.
In addition to log death rates, we included the male-to-female death rate ratio and life expectancy
at birth forecasts as outcomes to measure the performance of different mortality forecasting models.
The out-of-sample male-to-female death ratio forecasts of independent models diverged, particularly
for the 15 to 39 age group, whereas the forecasts from coherent models were approximately constant for
almost all age groups, consistent with the observed pattern over the same time. The life expectancy at
birth forecast errors showed similar results to the log death rates in which the overall errors indicated
that coherent models were more accurate than independent models for Australia, but were less accurate
for Malaysia.
Finally, the application of the coherent mortality models to age-, gender- and ethnic-speciﬁc
mortality rates of Malaysian sub-populations showed that the association of a lower mortality group of
the same gender (ethnic-coherence) in the sub-population’s model can improve the accuracy of forecast
values more than the association of a lower mortality group of opposite gender (gender-coherence).
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Abstract: This study considers the forecasting of mortality rates in multiple populations. We propose
a model that combines mortality forecasting and functional data analysis (FDA). Under the FDA
framework, the mortality curve of each year is assumed to be a smooth function of age. As with most
of the functional time series forecasting models, we rely on functional principal component analysis
(FPCA) for dimension reduction and further choose a vector error correction model (VECM) to jointly
forecast mortality rates in multiple populations. This model incorporates the merits of existing
models in that it excludes some of the inherent randomness with the nonparametric smoothing from
FDA, and also utilizes the correlation structures between the populations with the use of VECM
in mortality models. A nonparametric bootstrap method is also introduced to construct interval
forecasts. The usefulness of this model is demonstrated through a series of simulation studies
and applications to the age-and sex-speciﬁc mortality rates in Switzerland and the Czech Republic.
The point forecast errors of several forecasting methods are compared and interval scores are used
to evaluate and compare the interval forecasts. Our model provides improved forecast accuracy in
most cases.
Keywords: age-and sex-speciﬁc mortality rate; bootstrapping prediction interval; vector
autoregressive model; vector error correction model; interval score

1. Introduction
Most countries around the world have seen steady decreases in mortality rates in recent
years, which also come with aging populations. Policy makers from both insurance companies
and government departments seek more accurate modeling and forecasting of the mortality rates.
The renowned Lee–Carter model Lee and Carter (1992) is a benchmark in mortality modeling. Their
model was the ﬁrst to decompose mortality rates into one component, age, and the other component,
time, using singular value decomposition. Since then, many extensions have been made based on the
Lee–Carter model. For instance, Booth et al. Booth et al. (2002) address the non-linearity problem in
the time component. Koissi et al. Koissi et al. (2006) propose a bootstrapped conﬁdence interval for
forecasts. Renshaw and Haberman Renshaw and Haberman (2006) introduce the age-period-cohort
model that incorporates the cohort effect in mortality modeling. Other than the Lee–Carter model,
Cairns et al. Cairns et al. (2006) propose the Cairns–Blake–Dowd (CBD) model that satisﬁes the
new-data-invariant property. Chan et al. Chan et al. (2014) use a vector autoregressive integrated
moving average (VARIMA) model for the joint forecast of CBD model parameters.
Mortality trends in two or more populations may be correlated, especially between
sub-populations in a given population, such as females and males. This calls for a model that makes
Risks 2017, 5, 21
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predictions in several populations simultaneously. We would also expect that the forecasts of similar
populations do not diverge over the long run, so coherence between forecasts is a desired property.
Carter and Lee Carter and Lee (1992) examine how mortality rates of female and male populations can
be forecast together using only one time-varying component. Li and Lee Li and Lee (2005) propose a
model with a common factor and a population-speciﬁc factor to achieve coherence. Yang and Wang
Yang and Wang (2013) use a vector error correction model (VECM) to model the time-varying factors in
multi-populations. Zhou et al. Zhou et al. (2014) argue that the VECM performs better than the original
Lee–Carter and vector autoregressive (VAR) models, and that the assumption of a dominant population
is not needed. Danesi et al. Danesi et al. (2015) compare several multi-population forecasting models
and show that the preferred models are those providing a balance between model parsimony and
ﬂexibility. These mentioned approaches model mortality rates using raw data without smoothing
techniques. In this paper, we propose a model under the functional data analysis (FDA) framework.
In functional data analysis settings (see Ramsay and Silverman Ramsay and Silverman (2005) for
a comprehensive Introduction to FDA), it is assumed that there is an underlying smooth function of
age as the mortality rate in each year. Since mortality rates are collected sequentially over time, we
use the term functional time series for the data. Let yt ( x ) denote the log of the observed mortality
rate of age x at year t. Suppose f t ( x ) is a underlying smooth function, where x ∈ I represents the age
continuum deﬁned on a ﬁnite interval. In practice, we can only observe functional data on a set of grid
points and the data are often contaminated by random noise:
yt ( x j ) = f t ( x j ) + ut,j ,

t = 1, . . . , n,

j = 1, . . . , p,

where n denotes the number of years and p denotes the number of discrete data points of age
observed for each function. The errors {ut,j } are independent and identically distributed (iid)
random variables with mean zero and variances σt2 ( x j ). Smoothing techniques are thus needed
to obtain each function f t ( x ) from a set of realizations. Among many others, localized least squares
and spline-based smoothing are two of the approaches frequently used (see, for example, Wahba
(1975); Rice and Silverman (1991)). We are not the ﬁrst to use the functional data approach to model
mortality rates. Hyndman and Ullah Hyndman and Ullah (2007) propose a model under the FDA
framework, which is robust to outlying years. Chiou and Müller Chiou and Müller (2014) introduce
a time-varying eigenfunction to address the cohort effect. Hyndman et al. Hyndman et al. (2013)
propose a product–ratio model to achieve coherency in the forecasts of multiple populations.
Our proposed method is illustrated in Section 2 and the Appendices. It can be summarized in
four steps:
1)
2)
3)

4)

smooth the observed data in each population;
reduce the dimension of the functions in each population using functional principal component
analysis (FPCA) separately;
ﬁt the ﬁrst set of principal component scores from all populations with VECM. Then, ﬁt the
second set of principal component scores with another VECM and so on. Produce forecasts using
the ﬁtted VECMs; and
produce forecasts of mortality curves.

Yang and Wang Yang and Wang (2013) and Zhou et al. Zhou et al. (2014) also use VECM to model
the time-varying factor, namely, the ﬁrst set of principal component scores. Our model is different in
the following three ways. First, the studied object is in an FDA setting. Nonparametric smoothing
techniques are used to eliminate extraneous variations or noise in the observed data. Second, as with
other Lee–Carter based models, only the ﬁrst set of principal component scores are used for prediction
in Yang and Wang (2013); Zhou et al. (2014). For most countries, the fraction of variance explained is
not high enough for one time-varying factor to adequately explain the mortality change. Our approach
uses more than one set of principal component scores, and we review some of the ways to choose the
optimal number of principal component scores. Third, in their previous papers, only point forecasts are
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calculated, while we use a bootstrap algorithm for constructing interval forecasts. Point and interval
forecast accuracies are both considered.
The article is organized as follows: in Section 2, we revisit the existing functional time series
models and put forward a new functional time series method using a VECM. In Section 3, we illustrate
how the forecast results are evaluated. Simulation experiments are shown in Section 4. In Section 5,
real data analyses are conducted using age-and sex-speciﬁc mortality rates in Switzerland and the
Czech Republic. Concluding remarks are given in Section 6, along with reﬂections on how the methods
presented here can be further extended.
2. Forecasting Models
Let us consider the simultaneous prediction of multivariate functional time series. Consider two
(ω )

( x ),

populations as an example: f t

ω = 1, 2 are the smoothed log mortality rates of each population.
(ω )

According to (A1) in the Appendices, for a sequence of functional time series { f t
can be decomposed as:
(ω )

ft

( x ) = μ(ω ) ( x ) +
=μ

(ω )

(x) +

∞

( x )}, each element

(ω ) (ω )
φk ( x )

∑ ξ t,k

k =1
K

(ω ) (ω )
(ω )
φk ( x ) + et ( x ),

∑ ξ t,k

k =1

(ω )

where et ( x ) denotes the model truncation error function that captures the remaining terms.
Thus, with functional principal component (FPC) regression, each series of functions are projected
onto a K (ω ) -dimension space.
The functional time series curves are characterized by the corresponding principal component


(ω )
(ω )
(ω )
scores that form a time series of vectors with the dimension K(ω) : ξ t = ξ t,1 , ..., ξ (ω) . To construct
t,K

(ω )

h-step-ahead predictions f n+h|n of the curve, we need to construct predictions for the K(ω) -dimension


(ω )
(ω )
(ω )
vectors of the principal component scores; namely, ξ n+h|n = ξ (n+h|n),1 , · · · , ξ
, with
(ω )
(n+h|n),K

techniques from multivariate time series using covariance structures between multiple populations
(ω )

(see also Aue et al. (2015)). The h-step-ahead prediction for f n+h|n can then be constructed by
forward projection
(ω )

(ω )

(ω )

f n+h|n = E f n+h | f 1

(ω )

( x ), . . . , f n ( x )

(ω )

(ω )

= μ(ω ) ( x ) + ξ (n+h|n),1 φ1 ( x ) + · · · + ξ

(ω )
(ω )
φ
( x ),
(n+h|n),K (ω ) K (ω )

ω = 1, 2.

In the following material, we consider four methods for modeling and predicting the principal
component scores ξ n+h , where h denotes a forecast horizon.
2.1. Univariate Autoregressive Integrated Moving Average Model
The FPC scores can be modeled separately as univariate time series using the autoregressive
integrated moving average (ARIMA(p, d, q)) model:
(ω )

(ω )

Φ( B)(1 − B)d ξ t,k = Θ( B)wt,k ,

k = 1, · · · , K (ω ) ,

ω = 1, 2,

where B denotes the lag operator, and ωt,k is the white noise. Φ( B) denotes the autoregressive part and
Θ( B) denotes the moving average part. The orders p, d, q can be determined automatically according
to either the Akaike information criterion or the Bayesian information criterion value Hyndman and
Khandakar (2008). Then, the maximum likelihood method can be used to estimate the parameters.
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This prediction model is efﬁcient in some cases. However, Aue et al. Aue et al. (2015) argue that,
although the FPC scores have no instantaneous correlation, there may be autocovariance at lags greater
than zero. The following model addresses this problem by using a vector time series model for the
prediction of each series of FPC scores.
2.2. Vector Autoregressive Model
2.2.1. Model Structure
(ω )

Now that each function f t

the

(ω )
ξt s

(ω )

( x ) is characterized by a K (ω ) -dimension vector ξ t , we can model

using a VAR(p) model:
(ω )

ξt
(ω )

(ω ) (ω )

(ω ) (ω )

= υ ( ω ) + A 1 ξ t − 1 + · · · + A p ξ t − p + t ,

(ω )

where A(ω ) = { A1 , . . . , A p } are ﬁxed K (ω ) × K (ω ) coefﬁcient matrices and {t } form a sequence
of iid random K (ω ) -vectors with a zero mean vector. There are many approaches to estimating
the VAR model parameters in Lütkepohl (2005) including multivariate least squares estimation,
Yule–Walker estimation and maximum likelihood estimation.
The VAR model seeks to make use of the valuable information hidden in the data that may have
been lost by depending only on univariate models. However, the model does not fully take into
account the common covariance structures between the populations.
2.2.2. Relationship between the Functional Autoregressive and Vector Autoregressive Models
As mentioned in the Introduction, Bosq Bosq (2012) proposes functional autoregressive (FAR)
models for functional time series data. Although the computations for FAR(p) models are challenging,
if not unfeasible, one exception is FAR(1), which takes the form of:
f t = Ψ ( f t −1 ) + t ,

(1)

where Ψ : H → H is a bounded linear operator. However, it can be proven that if a FAR(p) structure is
indeed imposed on ( f t : t ∈ Z), then the empirical principal component scores ξ t should approximately
follow a VAR(p) model. Let us consider FAR(1) as an example. Apply ·, φk  to both sides of Equation (1)
to obtain:

 f t , φk  = Ψ( f t−1 ), φk  + t , φk 
=
=

∞

∑  f t−1 , φk Ψ(φk ), φk  + t , φk 

k =1
d

∑  f t−1 , φk Ψ(φk ), φk  + δt,k ,

k =1

with remainder terms δt,k = dt,k + t , φk , where dt,k = ∑∞
k =d+1  f t−1 , φk  Ψ ( φk ), φk .
With matrix notation, we get ξ t = Bξ t−1 + δt , for t = 2, . . . , n where B ∈ Rd×d . This is a VAR(1)
model for the estimated principal component scores. In fact, it can be proved that the two models
make asymptotically equivalent predictions Aue et al. (2015).
2.3. Vector Error Correction Model
The VAR model relies on the assumption of stationarity; however, in many cases, that assumption
does not stand. For instance, age-and sex-speciﬁc mortality rates over a number of years show
persistently varying mean functions. The extension we suggest here uses the VECMs to ﬁt pairs
of principal component scores of the two populations. In a VECM, each variable in the vector is
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non-stationary, but there is some linear combination between the variables that is stationary in the
long run. Integrated variables with this property are called co-integrated variables, and the process
involving co-integrated variables is called a co-integration process. For more details on VECMs,
consult Lütkepohl (2005).
2.3.1. Fitting a Vector Error Correction Model to Principal Component Scores
For the kth principal component score in the two populations, suppose the two are both
ﬁrst integrated and have a relationship of long-term equilibrium:
(1)

(2)

ξ t,k − βξ t,k = δt,k ,
where β is a constant and δt,k is a stable process. According to Granger’s Representation Theorem,
(1)

(2)

the following VECM speciﬁcations exist for ξ t,k and ξ t,k :
 (1)
(1)
(2) 
(1)
(2)
(1)
Δξ t,k = α1 ξ t−1,k − βξ t−1,k + γ1,1 Δξ t−1,k + γ1,2 Δξ t−1,k + t,k ,
 (1)
(2)
(2) 
(1)
(2)
(2)
Δξ t,k = α2 ξ t−1,k − βξ t−1,k + γ2,1 Δξ t−1,k + γ2,2 Δξ t−1,k + t,k ,
(1)

(2)
(2)

where k = 1, . . . , K, and α1 , α2 , γ1,1 , γ1,2 , γ2,1 , γ2,2 are the coefﬁcients, t,k and t,k are innovations.
Note that further lags of Δξ t,k ’s may also be included.
2.3.2. Estimation
Let us consider the VECM(p) without the deterministic term written in a more compact
matrix form:
Δξ k = Πk ξ −1,k + Γk ΔΨk + k ,
where
Δξ k = [Δξ 1,k , . . . , Δξ t,k ],
ξ −1,k = [ξ 0,k , . . . , ξ n−1,k ],
Γk = [Γ1,k , . . . , Γ p−1,k ],
⎡
ΔΨk = [ΔΨ0,k , . . . , ΔΨn−1,k ]

with

ΔΨt−1,k

⎢
=⎣

⎤
Δξ t−1,k
⎥
..
⎦,
.
Δξ t− p+1,k

k = [1,k , . . . , t,k ].
With this simple form, least squares, generalized least squares and maximum likelihood estimation
approaches can be applied. The computation of the model with deterministic terms is equally easy,
requiring only minor modiﬁcations. Moreover, the asymptotic properties of the parameter estimators
are essentially unchanged. For further details, refer to Lütkepohl (2005). There is a sequence of tests to
determine the lag order, such as the likelihood ratio test. Since our purpose is to make predictions, a
selection scheme based on minimizing the forecast mean squared error can be considered.
2.3.3. Expressing a Vector Error Correction Model in a Vector Autoregressive Form
In a matrix notation, the model in Equation (2) can be written as:
Δξ t,k = αβ ξ t−1,k + Γ1 Δξ t−1,k + t,k ,
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or
ξ t,k − ξ t−1,k = αβ ξ t−1,k + Γ1 (ξ t−1,k − ξ t−2,k ) + t,k ,

(3)

where

α1
,
α=
α2





β = 1



β ,

γ1,1
Γ1 =
γ2,1


γ1,2
.
γ2,2

Rearranging the terms in Equation (3) gives the VAR(2) representation:
ξ t,k = ( IK + Γ1 + αβ )ξ t−1,k − Γ1 ξ t−2,k + t,k .
Thus, a VECM(1) can be written in a VAR(2) form. When forecasting the scores, it is quite
convenient to write the VECM process in the VAR form. The optimal h-step-ahead forecast with a
minimal mean squared error is given by the conditional expectation.
2.4. Product–Ratio Model
Coherent forecasting refers to non-divergent forecasting for related populations Li and Lee
(2005). It aims to maintain certain structural relationships between the forecasts of related populations.
When we model two or more populations, joint modeling plays a very important role in terms of
achieving coherency. When modeled separately, forecast functions tend to diverge in the long run.
The product–ratio model forecasts the population functions by modeling and forecasting the ratio
and product of the populations. Coherence is imposed by constraining the forecast ratio function to
stationary time series models. Suppose f (1) ( x ) and f (2) ( x ) are the smoothed functions from the two
populations to be modeled together, we compute the products and ratios by:

pt ( x ) =
rt ( x ) =



(1)

(2)

f t ( x ) f t ( x ),
# (2)
(1)
f t ( x ) f t ( x ).

The product { pt ( x )} and ratio {rt ( x )} functions are then decomposed using FPCA and the
scores can be modeled separately with a stationary autoregressive moving average (ARMA)(p, q)
Box et al. (2015) in the product functions or an autoregressive fractionally integrated moving average
(ARFIMA)(p, d, q) process Granger and Joyeux (1980); Hosking (1981) in the ratio functions, respectively.
With the h-step-ahead forecast values for pn+h|n ( x ) and rn+h|n ( x ), the h-step-ahead forecast values
(1)

(2)

for f n+h|n ( x ) and f n+h|n ( x ) can be derived by
(1)

f n + h | n ( x ) = p n + h | n ( x )r n + h | n ( x ),
#
(2)
f n + h | n ( x ) = p n + h | n ( x ) r n + h | n ( x ).
2.5. Bootstrap Prediction Interval
The point forecast itself does not provide information about the uncertainty of prediction.
Constructing a prediction interval is an important part of evaluating forecast uncertainty when
the full predictive distribution is hard to specify.
The univariate model proposed by Hyndman and Ullah (2007), discussed in Section 2.1, computes
the variance of the predicted function by adding up the variance of each component as well as
the estimated error variance. The (1 − α) × 100% prediction interval is then constructed under the
assumption of normality, where α denotes the level of signiﬁcance. The same approach is used in the
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product–ratio model; however, when the normality assumption is violated, alternative approaches
may be used.
Bootstrapping is used to construct prediction interval in the functional VECM that we propose.
There are three sources of uncertainties in the prediction. The ﬁrst is from the smoothing process.
The second is from the remaining terms after the cut-off at K in the principal component regression:
∑nk=K +1 ξ t,k φk ( x ). If the correct number of dimensions of K is picked, the residuals can be regarded as
independent. The last source of uncertainty is from the prediction of scores. The smoothing errors
are generated under the assumption of normality and the other two kinds of errors are bootstrapped.
All three uncertainties are added up to construct bootstrapped prediction functions. The steps are
summarized in the following algorithm:
(ω )

(ω )

(ω )

(ω )

1)

Smooth the functions with yt ( x j ) = f t ( x j ) + ut ( x j ), ω = 1, 2, where ut
error with mean zero and estimated variance σt2 ( x j )(ω ) , j = 1, . . . , p.

2)

Perform FPCA on the smoothed functions f t


(1) (2) 
component scores ξ t,k = ξ t,k , ξ t,k
.

3)

Fit K VECM models to the principal component scores. From the ﬁtted scores ξ t,k , for t = 1, . . . , n


(1) (2) 
and k = 1, . . . , K, obtain the ﬁtted functions f t , = f t , f t
.

4)

Obtain residuals et from et = f t − f t .

5)

Express the estimated VECM from step 3 in its VAR form: ξ t,k = A1 ξ t−1,k + A2 ξ t−2,k + t,k ,
t = 1, . . . , n and k = 1, . . . , K. Construct K sets of bootstrap principal component scores time
∗ , where the error term ∗ is re-sampled with replacement
series ξ ∗t,k = A1 ξ ∗t−1,k + A2 ξ ∗t−2,k + t,k
t,k
from t,k .

6)

Reﬁt a VECM with ξ ∗t,k and make h-step-ahead predictions ξ ∗n+h|n and hence a predicted

(1)

(2)

and f t

is the smoothing

separately, and obtain K pairs of principal

function f n∗+h|n .
7)

Construct a bootstrapped h-step-ahead prediction for the function by
f n∗∗+h|n ( x j ) = f n∗+h|n ( x j ) + e∗t + u∗t ( x j ),
where e∗t is a re-sampled version of et from step 4 and u∗t ( x j ) are generated from a normal
2 , where σ 2 is re-sampled from { σ 2 , . . . , σ 2 } from
distribution with mean 0 and variance σt,j
t,j
1,j
n,j
step 1).

8)

Repeat steps 5 to 7 many times.

9)

The (1 − α) × 100% point-wise prediction intervals can be constructed by taking the
and (1 − α2 ) × 100% quantiles of the bootstrapped samples.

α
2

× 100%

Koissi et al. Koissi et al. (2006) extend the Lee–Carter model with a bootstrap prediction
interval. The prediction interval we suggest in this paper is different from their method. First,
we work under a functional framework. This means that there is extra uncertainty from
the smoothing step. Second, in both approaches, errors caused by dimension reduction are
bootstrapped. Third, after dimension reduction, their paper uses an ARIMA(0, 1, 0) model
to ﬁt the time-varying component. There is no need to consider forecast uncertainty since
the parameters of the time series are ﬁxed. In our approach, parameters are estimated using
the data. We adopt similar ideas from the early work of Masarotto Masarotto (1990) for the
bootstrap of the autoregression process. This step can also be further extended to a bootstrapafter-bootstrap prediction interval Kim (2001). To summarize, we incorporate three sources of
uncertainties in our prediction interval, whereas Koissi et al. Koissi et al. (2006) only considers
one due to the simplicity of the Lee–Carter model.
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3. Forecast Evaluation
We split the data set into a training set and a testing set. The four models are ﬁtted to the data in
the training set and predictions are made. The data in the testing set is then used for forecast evaluation.
Following the early work by Faraway (2016), we allocate the ﬁrst two-thirds of the observations into
the training set and the last one-third into the testing set.
We use an expanding window approach. Suppose the size of the full data set is 60. The ﬁrst
40 functions are modeled and one to 20-step-ahead forecasts are produced. Then, the ﬁrst 41 functions
are used to make one to 19-step-ahead forecasts. The process is iterated by increasing the sample size
by one until reaching the end of the data. This produces 20 one-step-ahead forecasts, 19 two-step-ahead
forecasts, . . . and, ﬁnally, one 20-step-ahead forecast. The forecast values are compared with the true
values of the last 20 functions. Mean absolute prediction errors (MAPE) and mean squared prediction
errors (MSPE) are used as measures of point forecast accuracy Danesi et al. (2015). For each population,
MAPE and MSPE can be calculated as:
MAPE(h) =

1
(21 − h) × p

1
MSPE(h) =
(21 − h) × p

20

p







∑ ∑ yn+η (x j ) − f n+η|n+η−h (x j ),

η = h j =1
20

p

∑∑

η = h j =1

2

yn+η ( x j ) − f n+η |n+η −h ( x j )

(4)
,

where f n+η |n+η −h represents the h-step-ahead prediction using the ﬁrst n + η − h years ﬁtted in the
model, and yn+η ( x j ) denotes the true value.
For the interval forecast, coverage rate is a commonly used evaluation standard. However,
coverage rate alone does not take into account the width of the prediction interval. Instead, the interval
score is an appealing method that combines both a measure of the coverage rate and the width of
the prediction interval Gneiting and Raftery (2007). If f nu+h|n and f nl +h|n are the upper and lower
(1 − α) × 100% prediction bounds, and yn+h is the realized value, the interval score at point x j is:
Sα ( x j ) = f nu+h|n ( x j ) − f nl +h|n ( x j )
2 l
f
( x ) − yn+h ( x j )
α n+h|n j
2
y
+
( x ) − f nu+h|n ( x j )
α n+h j

+

$

%

$

%

1 yn+h ( x j ) < f nl +h|n ( x j )

(5)

1 yn+h ( x j ) > f nu+h|n ( x j ) ,

where α is the level of signiﬁcance, and 1{·} is an indicator function. According to this standard,
the best predicted interval is the one that gives the smallest interval score. In the functional case here,
the point-wise interval scores are computed and the mean over the discretized ages is taken as a score
for the whole curve. Then, the score values are averaged across the forecast horizon to get a mean
interval score at horizon h:
Sα ( h) =

1
(21 − h) × p

20

p

∑ ∑ Sα [ f nu+η|n+η−h (x j ), f nl +η|n+η−h (x j ); yn+η (x j )],

η = h j =1

where p denotes the number of age groups and h denotes the forecast horizons.
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4. Simulation Studies
In this section, we report the results from the prediction of simulated non-stationary functional
time series using the models discussed in Section 2. We generated two series of correlated populations,
each with two orthogonal basis functions. The simulated functions are constructed by
(ω )

ft

(ω ) (ω )

(ω ) (ω )

( x ) = ξ t,1 φ1 ( x ) + ξ t,2 φ2 ( x ),

ω = 1, 2.

(7)

The construction of the basis functions is arbitrary, with the only restriction being that of
(1)

orthogonality. The two basis functions for the ﬁrst population we used are φ1 ( x ) = − cos(πx )
(1)

and φ2

(2)
φ2 ( x )

(2)

= sin(πx ), and, for the second population, these are φ1 ( x ) = − cos(πx + π/8) and

= sin(πx + π/8), where x ∈ [0, 1]. Here, we are using n = 100 discrete data points for each
function. As shown in Figure 1, the basis functions are scaled so that they have an L2 norm of 1.

(a)

(b)

Figure 1. Simulated basis functions for the ﬁrst and second populations. (a) basis functions for
population 1; (b) basis functions for population 2.

The principal component scores, or coefﬁcients ξ t,k , are generated with non-stationary time series
models and centered to have a mean of zero. In Section 4.1, we consider the case with co-integration,
and, in Section 4.2, we consider the case without co-integration.
4.1. With Co-Integration
We ﬁrst considered the case where there is a co-integration relationship between the scores of the
two populations. Assuming that the principal component scores are ﬁrst integrated, the two pairs of
scores are generated with the following two models:
(1)

Δξ t,1



(2)

Δξ t,1

(1)

Δξ t,2

(2)

Δξ t,2

=

−0.2
0.4
0.2 −0.4

=

−0.4
0.4
0.4 −0.4





(1)

ξ t,1



(2)



ξ t,1

(1)

ξ t,2

(2)

ξ t,2

+

0.4
−0.3

0.3
−0.4

+

0.3
−0.2

−0.2
0.3





(1)

Δξ t−1,1



+

(2)



Δξ t−1,1
(1)

Δξ t−1,2
(2)

Δξ t−1,2



+

(1)

t,1


,

(2)

t,1

(1)

t,2

(2)

t,2


,

where t,k are innovations that follow a Gaussian distribution with mean zero and variance σk2 .
To satisfy the condition of decreasing eigenvalues: λ1 > λ2 , we used σ12 = 0.1 and σ22 = 0.01.
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(1)

(2)

It can easily be seen that the long-term equilibrium for the ﬁrst pair of scores is −ξ t,1 + 2ξ t,1 and,
for the second pair of scores, it is

(1)
−ξ t,2

(2)
+ ξ t,2 .

4.2. Without Co-Integration
When co-integration does not exist, there is no long-term equilibrium between the two sets of
scores, but they are still correlated through the coefﬁcient matrix. We assumed that the ﬁrst integrated
scores follow a stable VAR(1) model:
(1)

Δξ t,1



(2)

Δξ t,1

(1)

Δξ t,2

(2)

Δξ t,2

0.4
=
−0.2


0.3
=
0.2

−0.3
0.4

0.1
0.5





(1)

Δξ t−1,1



+

(2)

Δξ t−1,1
(1)

Δξ t−1,2
(2)

Δξ t−1,2



+

(1)

t,1



(2)

t,1
(1)

t,2

(2)

t,2

,


.

For a VAR(1) model to be stable, it is required that det( I p − A1 z) = 0 should have all roots outside
the unit circle.
4.3. Results
The principal component scores are generated using the aforementioned two models for
observations t = 1, . . . , 60. Two sets of simulated functions are generated using Equation (7).
We performed an FPCA on the two populations separately. The estimated principal component
scores are then modeled using the univariate model, the VAR model and the VECM.
We repeated the simulation procedures 150 times. In each simulation, 500 bootstrap samples are
generated to calculate the prediction intervals. We show the MSPE and the mean interval scores at
each forecast horizon in Figure 2. The three models performed almost equally well in the short-term
forecasts. In the long run, however, the functional VECM produced better predictions than the other
two models. This advantage grew bigger as the forecast horizons increased.

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 2. The ﬁrst row presents the mean squared prediction error (MSPE) and the mean interval
scores for the two populations in a co-integration setting. The second row presents the MSPE and the
mean interval scores for the two populations without the co-integration. (a) 1st population; (b) 2nd
population; (c) 1st population; (d) 2nd population; (e) 1st population; (f) 2nd population; (g) 1st
population; and (h) 2nd population.
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5. Empirical Studies
To show that the proposed model outperformed the existing ones using real data, we applied
the four models illustrated in Section 2 to the sex-and age-speciﬁc mortality rates in Switzerland and
the Czech Republic. The observations are yearly mortality curves from ages 0 to 110 years, where the
age is treated as the continuum in the rate function. Female and male curves are available from 1908
to 2014 in Human Mortality Database (2016). We only used data from 1950 to 2014 for our analysis
to avoid the possibly abnormal rates before 1950 due to war deaths. With the aim of forecasting, we
considered the data before 1950 to be too distant to provide useful information. The data at ages 95
and older are grouped together, in order to avoid problems associated with erratic rates at these ages.
5.1. Swiss Age-Speciﬁc Mortality Rates
Figure 3 shows the smoothed log mortality rates for females and males from 1950 to 2014. We use
a rainbow plot Hyndman and Shang (2010), where the red color represents the curves for more distant
years and the purple color represents the curves for more recent years. The curves are smoothed
using penalized regression splines with a monotonically increasing constraint after the age of 65 (see
Hyndman and Ullah (2007); Wood (1994)). Over a span of 65 years, the mortality rates in general have
decreased over all ages, with exceptions in the male population at around age 20. Female rates have
been slightly lower than male rates over the years.

(a)

(b)

Figure 3. Smoothed log mortality rates in Switzerland from 1950 to 2014. (a) female population;
(b) male population.

First, we tested the stationarity of our data set. The Monte Carlo test, in which the null hypothesis
is stationarity, was applied to both the male and female populations. We used data from all 65 of the
years in our range and performed 5000 Monte Carlo replications Horvath et al. (2014). The p-values for
the male and female populations were 0.0256 and 0.0276, respectively. These small p-values indicated
a strong deviation from stationary functional time series.
The ﬁrst 45 years of data (from 1950 to 1994) were allocated to the training set, and the last 20 years
of data from (1995 to 2014) were allocated to the testing set. To choose the order K, we further divided
the training set into two groups of 30 and 15 years. The model was ﬁtted to the ﬁrst 30 years from
(1950 to 1979) and forecasts were made for the next 15 years (from 1980 to 1994). In both the VAR
model and the functional VECM, K is chosen using:
&
K = argmin
m

1 15 95
∑ f n +h|n ( x j ; m ) − yn +h ( x j )
15 h∑
=1 j =0
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where f n +h|n ( x j ; m) denotes the h-step-ahead forecast based on the ﬁrst n = 30 years of data, with m
dimensions retained. yn +h denotes the true rate at year n + h. This selection scheme led to both the
VAR and VECM models with K = 3 basis functions in this case, which explained 91.20%, 4.37% and
1.56% of the variation in the training set, respectively. These add up to 97.13% of the total variances
in the training data being explained. In the univariate and the product–ratio models, order K = 6 is
used as in Hyndman et al. (2013); Hyndman and Booth (2008), where they found that six components
would sufﬁce and that having more than six made no difference to the forecasts. With chosen K values,
the four models were ﬁtted using an expanding window approach (as explained in Section 3). This
produced 20 one-step-ahead forecasts, 19 two-step-ahead forecasts. . . and, ﬁnally, one 20-step-ahead
forecast. These forecasts are compared with the holdout data from the years 1995 to 2014. We calculated
MAPE and MSPE as point forecast errors using Equation (4).
Table 1 presents the MSPE of the log mortality rates. The smallest errors at each forecast horizon
are highlighted in bold face. For the prediction of the female rates, the proposed functional VECM has
proved to make more accurate point forecasts for all forecast horizons except for the 20-step-ahead
prediction. It should be noted that there is only one error estimate for the 20-step-ahead forecast, so the
error estimate may be quite volatile. The other three approaches are somewhat competitive for the
11-step-ahead forecasts or less. For the longer forecast horizons, the errors of the product–ratio method
increase quickly. For the forecasting of male mortality rates, although the VAR model produces slightly
smaller values of the forecast errors, there is hardly any difference between the four models in the
short term. For long-term predictions, the product–ratio approach performs much better than the
univariate and the VAR models, but the VECM still dominates. In fact, the product–ratio model usually
outperforms the existing models for the male mortality forecasts, while, for the female mortality
forecasts, it is not as accurate. MAPEs of the models followed a similar pattern to the MSPE values
and are not shown here.
Table 1. Mean squared prediction error (MSPE) for Swiss female and male rates (the smallest values
are highlighted in bold).

h

Female

Male

UNI

VAR

PR

VECM

UNI

VAR

PR

VECM

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

0.081
0.085
0.090
0.096
0.103
0.109
0.117
0.125
0.136
0.145
0.156
0.167
0.174
0.188
0.183
0.197
0.209
0.209
0.197
0.144

0.082
0.088
0.094
0.104
0.112
0.119
0.130
0.140
0.151
0.163
0.171
0.186
0.192
0.203
0.209
0.219
0.223
0.233
0.232
0.249

0.076
0.079
0.084
0.091
0.098
0.107
0.119
0.130
0.145
0.157
0.173
0.195
0.210
0.238
0.254
0.281
0.327
0.354
0.457
0.493

0.074
0.075
0.078
0.082
0.086
0.090
0.096
0.102
0.111
0.116
0.125
0.133
0.137
0.145
0.141
0.152
0.164
0.165
0.162
0.175

0.050
0.056
0.065
0.077
0.090
0.107
0.129
0.149
0.171
0.198
0.224
0.261
0.299
0.344
0.396
0.460
0.538
0.649
0.792
0.904

0.048
0.052
0.059
0.067
0.078
0.093
0.115
0.136
0.160
0.191
0.223
0.269
0.317
0.361
0.414
0.444
0.556
0.652
0.733
0.753

0.049
0.053
0.060
0.070
0.080
0.093
0.109
0.124
0.139
0.160
0.178
0.206
0.232
0.260
0.293
0.332
0.373
0.416
0.502
0.525

0.049
0.053
0.060
0.069
0.078
0.089
0.104
0.119
0.129
0.149
0.162
0.184
0.201
0.213
0.228
0.239
0.251
0.263
0.253
0.270

Mean
Median

0.145
0.145

0.165
0.265

0.203
0.173

0.120
0.120

0.298
0.224

0.286
0.223

0.213
0.178

0.158
0.158
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To examine how the models perform in interval forecasts, Equations (5) and (6) are used to
calculate the mean interval scores. We generate 1,000 bootstrap samples in the functional VECM and
VAR. Table 2 shows the mean interval scores. The 80% prediction intervals are produced using the four
different approaches. As explained earlier, smaller mean interval score values indicate better interval
predictions. For the female forecasts, functional VECM makes superior interval predictions at all
forecast steps, while, for the male forecasts, the product–ratio model and VECM are very competitive,
with the latter having a minor advantage for the mean value.
Table 2. Mean interval score (80%) for Swiss female and male rates (the smallest values are highlighted
in bold).

h

Female

Male

UNI

VAR

PR

VECM

UNI

VAR

PR

VECM

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

1.089
1.114
1.153
1.204
1.254
1.306
1.358
1.413
1.483
1.532
1.608
1.661
1.716
1.766
1.705
1.774
1.852
1.819
1.795
1.679

1.042
1.042
1.059
1.102
1.136
1.169
1.234
1.276
1.349
1.426
1.479
1.591
1.647
1.723
1.775
1.790
1.860
1.884
1.986
2.347

0.865
0.878
0.909
0.954
0.997
1.046
1.113
1.166
1.241
1.287
1.358
1.437
1.463
1.540
1.571
1.638
1.760
1.767
1.941
2.176

0.852
0.864
0.880
0.902
0.926
0.964
0.996
1.026
1.088
1.113
1.170
1.209
1.237
1.281
1.262
1.304
1.352
1.368
1.360
1.398

0.871
0.964
1.088
1.243
1.407
1.594
1.789
1.969
2.134
2.326
2.476
2.655
2.819
3.001
3.145
3.309
3.521
3.632
3.683
3.873

0.767
0.786
0.852
0.911
1.011
1.134
1.289
1.430
1.587
1.798
2.012
2.303
2.618
2.892
3.082
3.180
3.692
4.148
4.254
3.595

0.657
0.699
0.759
0.838
0.909
1.005
1.113
1.190
1.282
1.388
1.475
1.609
1.706
1.793
1.892
1.957
2.041
2.036
2.175
2.375

0.715
0.748
0.791
0.839
0.887
0.954
1.059
1.133
1.204
1.338
1.458
1.628
1.767
1.891
1.963
1.986
2.011
2.051
1.974
1.978

Mean
Median

1.514
1.532

1.496
1.479

1.355
1.355

1.128
1.128

2.375
2.375

2.167
2.012

1.445
1.445

1.419
1.419

5.2. Czech Republic Age-Speciﬁc Mortality Rates
We have also applied the four models to other countries, such as the Czech Republic, to show that
the proposed functional VECM does not only work in the case of the Swiss mortality rates. The raw
data are grouped and smoothed as was done for the Swiss data. K = 5 is chosen in the VAR and the
VECM, and the proportions of the explained variance are 93.04%, 1.99%, 1.55%, 1.18%, and 0.79%
respectively, which add up to 98.55% of the total variance explained. Figure 4 shows the MSPE and
mean interval scores for the point and interval forecast evaluations. In order to compare with the
VECM model in the literature, we also try ﬁtting only the ﬁrst set of principal component scores,
shown in the ﬁgure by VECM*. Among all ﬁve models, functional VECM produces better predictions
in both the point and interval forecasts. Compared to our model that uses ﬁve principal component
scores, VECM* produces larger errors, especially in the male forecasts. We consider that an important
fraction of information is lost if only the ﬁrst set of principal component scores is used.
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(a)

(b)

(c)

(d)

Figure 4. Czech Republic: forecast errors for female and male mortality rates (MSPE and interval scores
are presented). (a) MSPE for female data; (b) mean interval score for female data; (c) MSPE for male
data; (d) mean interval score for male data.

To examine whether or not the differences in the forecast errors are signiﬁcant, we conduct
the Diebold–Mariano test Diebold and Mariano (1995). We use a null hypothesis where the two
prediction methods have the same forecast accuracy at each forecast horizon, while the three alternative
hypotheses used are that the functional VECM method produces more accurate forecasts than the
three other methods. Thus, a small p-value is expected in favor of the alternatives. A squared error
loss function is used and the p-values for one-sided tests are calculated at each forecast horizon, as
shown in Figure 5. The p-values are hardly greater than zero at most forecast horizons. Almost all
are below α = 0.05, denoted by the horizontal line, with the exception of the 19- and 20-step-ahead
forecasts. We conclude that there is strong evidence that the functional VECM method produces more
accurate forecasts than the other three methods for most of the forecast horizons.
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(a)

(b)

Figure 5. Czech Republic: p-values for the three tests comparing a functional VECM to the univariate,
VAR, and product–ratio models, respectively (the horizontal line is the default level of signiﬁcance
α = 0.05). (a) female population; (b) male population.

In summary, we have applied the proposed functional VECM to modeling female and male
mortality rates in Switzerland and the Czech Republic, and proven its advantage in forecasting.
6. Conclusions
We have extended the existing models and introduced a functional VECM for the prediction of
multivariate functional time series. Compared to the current forecasting approaches, the proposed
method performs well in both simulations and in empirical analyses. An algorithm to generate
bootstrap prediction intervals is proposed and the results give superior interval forecasts.
The advantage of our method is the result of several factors: (1) the functional VECM model considers
the covariance between different groups, rather than modeling the populations separately; (2) it can
cope with data where the assumption of stationarity does not hold; (3) the forecast intervals using
the proposed algorithm combine three sources of uncertainties. Bootstrapping is used to avoid the
assumption of the distribution of the data.
We apply the proposed method as well as the existing methods to the male and female mortality
rates in Switzerland and the Czech Republic. The empirical studies provide evidence of the superiority
of the functional VECM approach in both the point and interval forecasts, which are evaluated by
MAPE, MSPE and interval scores, respectively. Diebold–Mariano test results also show signiﬁcantly
improved forecast accuracy of our model. In most cases, when there is a long-run coherent structure
in the male and female mortality rates, functional VECM is preferable. The long-term equilibrium
constraint in the functional VECM ensures that divergence does not emerge.
While we use two populations for the illustration of the model and in the empirical analysis,
functional VECM can easily be applied to populations with more than two groups. A higher rank of
co-integration order may need to be considered and the Johansen test can then be used to determine
the rank Johansen (1991).
In this paper, we have focused on comparing our model with others within functional time series
frameworks. There are numerous other mortality models in the literature, and many of them try to deal
with multiple populations. Further research is needed to evaluate our model against the performance
of these models.
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Appendix A. Functional Principal Component Analysis
Let { f t ( x ), t ∈ Z } be a set of functional time series in L2 (I) from a separable Hilbert space H.
H is characterized by the inner product ·, ·, where  f 1 , f 2  = I f 1 ( x ) f 2 ( x )dx. We assume that f ( x )
has a continuous mean function μ( x ) and covariance function G (w, x ):
μ( x ) = E[ f ( x )],
G (w, x ) = Cov[ f (w), f ( x )] = E{[ f (w) − μ(w)][ f ( x ) − μ( x )]},
and thus the covariance operator for any f ( x ) ∈ H is given by
C (w)( f ) =


I

G (w, x ) f ( x )dx.

The eigenequation C (w)( f ) = ρ f has solutions with orthonormal eigenfunctions φk ( x ),
and associated eigenvalues λk for k = 1, 2, ... such that λ1 ≥ λ2 ≥ ... and ∑k λk < ∞.
According to the Karhunen–Loève theorem, the function f ( x ) can be expanded by:
f ( x ) = μ( x ) +

∞

∑ ξ k φk (x),

(A1)

k =1

where {φk ( x )} are orthogonal basis functions also on L2 (I), and the principal component scores {ξ k }
are uncorrelated random variables given by the projection of the centered function in the direction of
the kth eigenfunction:
ξk =


I

[ f ( x ) − μ( x )]φk ( x )dx.

The principal component scores also satisfy:
E(ξ k ) = 0,

Var(ξ k ) = λk .

Appendix B. Functional Principal Component Regression
According to Equation (A1), for a sequence of functional time series { f t (x)}, each element can be
decomposed as:
f t ( x ) = μ( x ) +

= μ( x ) +

∞

∑ ξ t,k φk (x)

k =1
K

∑ ξ t,k φk (x) + et (x),

k =1

where et ( x ) denotes the model truncation error function that captures the remaining terms. It is
assumed that the scores follow ξ k ∼ N (0, λk ). Thus, the functions can be characterized by the
K-dimension vector (ξ 1 , . . . , ξ K ) .
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Assorted approaches for selecting the number of principal components, K, include: (a) ensuring that
a certain fraction of the data variation is explained Chiou (2012); (b) cross-validation Rice and Silverman
(1991); (c) bootstrapping Hall and Vial (2006); and (d) information criteria Yao et al. (2005).
With the smoothed functions { f 1 ( x ), . . . , f n ( x )}, the mean function μ( x ) is estimated by
μ( x ) =

1
n

n

∑ f t ( x ).

t =1

The covariance operator for a function g is estimated by
C ( g) =

1
n

n

∑  f t − μ, g( f t − μ),

t =1

where n is the number of observed curves. Sample eigenvalue and eigenfunction pairs λk and
φk ( x ) can be calculated from the estimated covariance operator using singular value decomposition.
Empirical principal component scores ξ t,k are obtained by ξ t,k =  f t , φk  with numerical integration
I [ f t ( x ) − μ ( x )] φk ( x ) dx. These simple estimators are proved to be consistent under weak dependence
when the functions collected are dense and regularly spaced Yao and Lee (2006); Hörmann and
Kokoszka (2010). In sparse data settings, other methods should be applied. For instance, Ref. Yao et al.
(2005) proposes principal component conditional expectation using pooled information between the
functions to undertake estimations.
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Abstract: We introduce an additive stochastic mortality model which allows joint modelling and
forecasting of underlying death causes. Parameter families for mortality trends can be chosen freely.
As model settings become high dimensional, Markov chain Monte Carlo is used for parameter
estimation. We then link our proposed model to an extended version of the credit risk model
CreditRisk+ . This allows exact risk aggregation via an efﬁcient numerically stable Panjer recursion
algorithm and provides numerous applications in credit, life insurance and annuity portfolios to
derive P&L distributions. Furthermore, the model allows exact (without Monte Carlo simulation
error) calculation of risk measures and their sensitivities with respect to model parameters for
P&L distributions such as value-at-risk and expected shortfall. Numerous examples, including
an application to partial internal models under Solvency II, using Austrian and Australian data
are shown.
Keywords: stochastic mortality model; extended CreditRisk+ ; risk aggregation; partial internal
model; mortality risk; longevity risk; Markov chain Monte Carlo

1. Introduction
As the current low interest rate environment forces insurers to put more focus on biometric
risks, proper stochastic modelling of mortality has become increasingly important. New regulatory
requirements such as Solvency II1 allow the use of internal stochastic models which provide a more
risk-sensitive evaluation of capital requirements and the ability to derive accurate proﬁt and loss (P&L)
attributions with respect to different sources of risk. Beneﬁts for companies which make use of actuarial
tools such as internal models depend crucially on the accuracy of predicted death probabilities and the
ability to extract different sources of risk. So far, insurers often use deterministic modelling techniques
and then add artiﬁcial risk margins to account for risks associated with longevity, size of the portfolio,
selection phenomena, estimation and various other sources. Such approaches often lack a stochastic
foundation and are certainly not consistently appropriate for all companies.
Deriving P&L distributions of large credit, life and pension portfolios typically is a very
challenging task. In applications, Monte Carlo is the most commonly used approach as it is easy
to implement for all different kinds of stochastic settings. However, it has shortcomings in ﬁnesse
and speed, especially for calculation of model sensitivities. Motivated by numerical trials, we found

1
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that the credit risk model extended CreditRisk+ (ECRP), as introduced in (Schmock 2017, section 6),
is an exceptionally efﬁcient as well as ﬂexible alternative to Monte Carlo and, simultaneously, ﬁts into
life actuarial settings as well. Coming from credit risk, this model allows ﬂexible handling of
dependence structures within a portfolio via common stochastic risk factors. The ECRP model
relies on Panjer recursion (cf. Sundt (1999)) which, unlike Monte Carlo, does not require simulation.
It allows an efﬁcient implementation to derive P&L distributions exactly given input data and chosen
granularity associated with discretisation. The speed up for deriving sensitivities, i.e., derivatives,
of risk measures with respect to model parameters using Panjer recursion will even be an order of
magnitude larger as it is extremely difﬁcult to calculate them via ﬁnite differencing using Monte Carlo.
In addition, our proposed approach can enhance pricing of retirement income products and can be
used for applications to partial internal models in the underwriting risk module.
In Section 2 we introduce an additive stochastic mortality model which is related to classical
approaches such as the Lee-Carter model introduced in Lee and Carter (1992) or models discussed in
Cairns et al. (2009). It allows joint modelling of underlying stochastic death causes based on Poisson
assumptions where dependence is introduced via common stochastic risk factors. Note that forecasting
of death causes in a disaggregated way can lead to problems with dominating causes in the long run,
as argued in Wilmoth (1995) as well as Booth and Tickle (2008). However, joint modelling of death
causes can yield computational issues due to high dimensionality which is why the literature is sparse
in this matter. An extensive literature review and a multinomial logistic model for joint modelling of
death causes is studied in Alai et al. (2015).
Given suitable mortality data, in Section 3 we provide several methods to estimate model
parameters including matching of moments, a maximum a posteriori approach and maximum
likelihood as well as Markov chain Monte Carlo (MCMC). Death and population data are usually
freely available on governmental websites or at statistic bureaus. Due to the high dimensionality of
our problem, we suggest the use of MCMC which is one of the few statistical approaches allowing
joint parameter estimation in high-dimensions. MCMC can become time-consuming, in particular for
settings with common stochastic risk factors. However, estimation of model parameters does usually
not have to be done on a frequent basis. We propose a parameter family for mortality trends which
makes our model a generalisation of the Lee–Carter approach. However, our approach allows the use
of any other kind of parameter family as MCMC is very ﬂexible.
In Section 4 we estimate model parameters for Australian death data in a setting with 362 model
parameters, where trends, trend acceleration/reduction and cohort effects are estimated. Further
applications include forecasting of central mortality rates and expected future life time.
In Section 5 we then introduce the ECRP model, see (Schmock 2017, section 6), which is a collective
risk model corresponding one-to-one to our proposed stochastic mortality model. As the name
suggests, it is a credit risk model used to derive loss distributions of credit portfolios and originates
from the classical CreditRisk+ model which was introduced by Credit Suisse First Boston (1997). Within
credit risk models it is classiﬁed as a Poisson mixture model. Identifying default with death makes the
model perfectly applicable for actuarial applications. Extended CreditRisk+ provides a ﬂexible basis
for modelling multi-level dependencies and allows a fast and numerically stable algorithm for risk
aggregation. In the ECRP model, deaths are driven by independent stochastic risk factors. The number
of deaths of each policyholder is assumed to be Poisson distributed with stochastic intensity. Thus,
serving as an approximation for the true case with single deaths, each person can die multiple
times within a period. However, with proper parameter scaling, approximations are very good and
ﬁnal loss distributions are accurate due to Poisson approximation, as shown in Barbour et al. (1992)
or Vellaisamy and Chaudhuri (1996) as well as the references therein. The close ﬁt of the ECRP
model with (mixed) Poisson distributed deaths to more realistic Bernoulli models is outlined in an
introductory example. Another great advantage of the ECRP model is that it automatically incorporates
many different sources of risks, such as trends, statistical volatility risk and parameter risk.
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Section 6 brieﬂy illustrates validation and model selection techniques. Model validation
approaches are based on previously deﬁned dependence and independence structures. All tests
suggest that the model suitably ﬁts Australian mortality data.
2. An Alternative Stochastic Mortality Model
2.1. Basic Deﬁnitions and Notation
Following standard actuarial notations and deﬁnitions, Pitacco et al. (2009) or Cairns et al. (2009),
let Ta,g (t) denote the random variable of remaining life time of a person aged a ∈ {0, 1, . . . , A}, with
maximum age A ∈ N, and of gender g ∈ {m, f} at time/year t ∈ N. Survival and death probabilities
over a time frame τ ≥ 0 are given by τ p a,g (t) = P( Ta,g (t) > τ ) and τ q a,g (t) = P( Ta,g (t) ≤ τ ),
respectively. For notational purposes we write q a,g (t) := 1 q a,g (t).
Deterministic force of mortality (theory for the stochastic case is also available) at age a + τ
∂
with gender g of a person aged a at time t is given by the derivative μ a+τ,g (t) := − ∂τ
log τ p a,g (t).
Henceforth, the central death rate of a person aged a at time t and of gender g is given by a weighted
average of the force of mortality
m a,g (t) :=

1
0 s p a,g ( t + s ) μ a+s,g ( t + s ) ds
1
0 s p a,g ( t + s ) ds

=

q a,g (t)
1
p
0 s a,g ( t + s ) ds

≈

q a,g (t)
.
1 − q a,g (t)/2

If μ a+s,g (t + s) = μ a,g (t) for all 0 ≤ s < 1 and a, t ∈ N0 with a ≤ A, i.e., under piecewise constant
force of mortality, we have m a,g (t) = μ a,g (t) as well as q a,g (t) = 1 − exp(−m a,g (t)).
Let Na,g (t) denote the number of recorded deaths in year t of people having age a and gender g,
as well as deﬁne the exposure to risk Ea,g (t) as the average number of people in year t having age
a and gender g. The latter can often be retrieved from statistical bureaus or approximated by the
age-dependent population in the middle of a calender year. Estimates for these data in Australia
(with several adjustment components such as census undercount and immigration taken into account)
are available at the website of the Australian Bureau of Statistics. Considering underlying death
causes k = 0, . . . , K, which are to be understood as diseases or injury that initiated the train of morbid
events leading directly to death, let Na,g,k (t) denote the actual number of recorded deaths due to death
cause k in year t of people having age a and gender g. Note that Na,g (t) = Na,g,0 (t) + · · · + Na,g,K (t).
Data on ICD-classiﬁed (short for International Statistical Classiﬁcation of Diseases and Related Health
Problems) death counts can be found for many countries. For Australia these data can be found at the
Australian Institute of Health and Welfare (AIHW), classiﬁed by ICD-9 and ICD-10.
2.2. Some Classical Stochastic Mortality Models
We start with a simple model and assume that deaths in year t of people having age a and gender
g are Poisson distributed Na,g (t) ∼ Poisson( Ea,g (t)m a,g (t)). In this case the maximum likelihood
estimate for the central death rate is given by m a,g (t) = Na,g (t)/Ea,g (t), where Na,g (t) is the actual
recorded number of deaths.
The benchmark stochastic mortality model considered in the literature is the traditional Lee–Carter
model, Lee and Carter (1992), where the logarithmic central death rates are modelled in the form
log m a,g (t) = α a,g + β a,g κt + ε a,g,t
with independent normal error terms ε a,g,t with mean zero, common time-speciﬁc component κt , as well
as age and gender speciﬁc parameters α a,g and β a,g . Using suitable normalisations, estimates for these
parameters and κt can be derived via the method of moments and singular value decompositions,
(Kainhofer et al. 2006, section 4.5.1). Forecasts may then be obtained by applying auto-regressive
models to κt . Note that Fung et al. (2017) and Fung et al. (2015) provide joint estimation of parameters
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and latent factor κt in the Lee-Carter model via a state-space framework using MCMC. Various
extensions of this classical approach with multiple time factors and cohort components have been
proposed in the literature; for a review, see Cairns et al. (2009).
Instead of modelling central death rates with normal error terms as in the Lee–Carter approach,
Brouhns et al. (2002) propose to model death counts via Poisson regression where error terms are
replaced by Poison random variables. In this case Na,g (t) ∼ Poisson( Ea,g (t)m a,g (t)) where, in the
simplest case, log m a,g (t) = α a,g + β a,g κt . Correspondingly, assuming that we want to forecast
central death rates for different underlying death causes k, it is natural to assume Na,g,k (t) ∼
Poisson( Ea,g (t)m a,g,k (t)) where log m a,g,k (t) = α a,g,k + β a,g,k κk,t . However, in this case, it is not difﬁcult
to see that m a,g,0 (t) + · · · + m a,g,K (t) = m a,g (t), in general, and thus

E[ Na,g (t)] =

K

∑ E[ Na,g,k (t)]

k =0




since Na,g (t) ∼ Poisson Ea,g (t)(m a,g,0 (t) + · · · + m a,g,K (t)) . Moreover, as central death rates are
increasing for selected underlying death cause (e.g., central death rates for 75–79 year olds in Australia
have doubled from 1987 throughout 2011), forecasts increase exponentially, exceeding one in the future.
In light of this shortcoming, we will introduce an additive stochastic mortality model which ﬁts
into the risk aggregation framework of extended CredtRisk+ , see Schmock (2017).
2.3. An Additive Stochastic Mortality Model
To be able to model different underlying death causes or, more generally, different covariates
which show some common death behaviour (however, we will restrict to the ﬁrst case in this paper),
let us assume common stochastic risk factors Λ1 (t), . . . , ΛK (t) with corresponding age-dependent
weights wa,g,k (t) which give the age-dependent susceptibility to the different risk factors and
which satisfy
wa,g,0 (t) + · · · + wa,g,K (t) = 1 .
Remark 1. Risk factors introduce dependence amongst deaths of different policyholders. If risk factor Λk (t)
takes large or small values, then the likelihood of death due to k increases or decreases, respectively, simultaneously
for all policyholders depending on the weight wa,g,k (t). Weights wa,g,0 , . . . , wa,g,K indicate the vulnerability
of people aged a with gender g to risk factors Λ1 (t), . . . , ΛK (t). Risk factors are of particular importance to
forecast death causes. For a practical example, assume that a new, very effective cancer treatment is available
such that fewer people die from lung cancer. This situation would have a longevity effect on all policyholders.
Such a scenario would then correspond to the case when the risk factor for neoplasms shows a small realisation.
Deﬁnition 1 (Additive stochastic mortality model). Given risk factors Λ1 (t), . . . , ΛK (t) with unit mean
and variances σ12 (t), . . . , σK2 (t), assume


Na,g,k (t) ∼ Poisson Ea,g (t)m a,g (t)wa,g,k (t)Λk (t) ,

k = 1, . . . , K ,

being conditionally independent of all Na,g,k (t) with k = k . Idiosyncratic deaths Na,g,0 (t) with k = 0 are
assumed to be mutually independent and independent of all other random variables such that


Na,g,0 (t) ∼ Poisson Ea,g (t)m a,g (t)wa,g,0 (t) .
In this case, in expectation, deaths due to different underlying death causes add up correctly, i.e.,

E[ Na,g (t)] = Ea,g (t)m a,g (t) = Ea,g (t)m a,g (t)
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as E[Λk (t)] = 1 by assumption.
Remark 2. In applications, if K = 0, it is feasible to replace the Poisson assumption by a more realistic Binomial


assumption Na,g,0 (t) ∼ Binomial Ea,g (t), ma,g (t) , as done in Section 4.2 for illustration purposes.
Remark 3. If risk factors are independent and gamma distributed (as in the case of classical CreditRisk+ ),
then, unconditionally, deaths Na,g,k (t) have a negative binomial distribution. Then, variance of deaths is given by
Var( Na,g,k (t)) = Ea,g (t)m a,g (t)wa,g,k (t)(1 + Ea,g (t)m a,g (t)wa,g,k (t)σk2 (t)) with σk2 (t) denoting the variance
of Λk (t). Analogously, for all a = a or g = g ,
Cov( Na,g,k (t), Na ,g ,k (t)) = Ea,g (t) Ea ,g (t)m a,g (t)m a ,g (t)wa,g,k (t)wa ,g ,k (t)σk2 (t) .

(1)

This result will be used in Section 6 for model validation. A similar result also holds for the more general
model with dependent risk factors, see (Schmock 2017, section 6.5).
To account for improvement in mortality and shifts in death causes over time, we introduce the
following time-dependent parameter families for trends. Similar to the Lee–Carter model, we could
simply consider a linear decrease in log mortality. However, since this yields diminishing or exploding
mortality over time, we choose a more sophisticated class with trend reduction features. First, in order
to guarantee that values lie in the unit interval, let FLap denote the Laplace distribution function with
mean zero and variance two, i.e.,
FLap ( x ) =



1 1
+ sign( x ) 1 − exp(−| x |) ,
2 2

x ∈ R,

such that, for x < 0, twice the expression becomes the exponential function.
To ensure that weights and death probabilities are strictly positive for t → ∞, we use the trend
reduction/acceleration technique
∗
Tζ,η
(t) =

1
arctan(η (t − ζ )) ,
η

(2)

with parameters (ζ, η ) ∈ R × (0, ∞) and t ∈ R, which is motivated by (Kainhofer et al. 2006, section
4.6.2). In particular, Equation (2) roughly gives a linear function of t if parameter η is small which
illustrates the close link to the Lee–Carter model. In order to make estimation more stable, we suggest
∗ ( t ) − T ∗ ( t )) / (T ∗ ( t ) − T ∗ ( t − 1)) with normalisation parameter
the normalisation Tζ,η (t) = (Tζ,η
ζ,η 0
ζ,η 0
ζ,η 0
t0 ∈ R. A clear trend reduction in mortality improvements can be observed in Japan since 1970, see
(Pasdika and Wolff 2005, section 4.2), and also for females in Australia.
Deﬁnition 2 (Trend families for central death rates and weights). Central death rates for age a, gender g
in year t are given by


(3)
m a,g (t) = FLap α a,g + β a,g Tζ a,g ,ηa,g (t) + γt− a ,
with parameters α a,g , β a,g , ζ a,g , γt− a ∈ R and ηi ∈ (0, ∞), as well as where weights are given by


exp u a,g,k + v a,g,k Tφk ,ψk (t)
wa,g,k (t) = K

,
∑ j=0 exp u a,g,j + v a,g,j Tφj ,ψj (t)

k ∈ {0, . . . , K } ,

(4)

with parameters u a,g,0 , v a,g,0 , φ0 , . . . , u a,g,K , v a,g,K , φK ∈ R and ψ0 , . . . , ψK ∈ (0, ∞).
The assumptions above yield an exponential evolution of central death rates over time, modulo
trend reduction Tζ,η (t) and cohort effects γt− a (t − a refers to the birth year). Vector α can be interpreted
as intercept parameter for central death rates. Henceforth, β gives the speed of mortality improvement
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while η gives the speed of trend reduction and ζ gives the shift on the S-shaped arctangent curve,
i.e., the location of trend acceleration and trend reduction. Parameter γt− a models cohort effects for
groups with the same year of birth. This factor can also be understood as a categorical variate such
as smoker/non-smoker, diabetic/non-diabetic or country of residence. The interpretation of model
parameters for families of weights is similar.
Cohort effects are not used for modelling weights wa,g,k (t) as sparse data do not allow proper
estimation. In applications, we suggest to ﬁx φ and ψ in order to reduce dimensionality to suitable levels.
Furthermore, ﬁxing trend acceleration/reduction parameters (ζ, η, φ, ψ) yields stable results over time,
with similar behavior as in the Lee-Carter model. Including trend reduction parameters can lead to
less stable results over time. However, our proposed model allows free adaption of parameter families
for mortality and weights.
Remark 4 (Long-term projections). Long-term projections of death probabilities using Equation (3) give

π 
.
lim m a,g (t) = FLap α a,g + β a,g
t→∞
2ηa,g
Likewise, long-term projections for weights using Equation Equation (4) are given by
lim wa,g,k (t) =

t→∞



π
exp u a,g,k + v a,g,k 2ψ
k

.
π
∑Kj=0 exp u a,g,j + v a,g,j 2ψ
j

Thus, given weak trend reduction, i.e., ψk close to zero, weights with the strongest trend will tend to dominate
in the long term. If we a priori ﬁx the parameter for trend reduction ψk at suitable values, this effect can be
controlled. Alternatively, different parameter families for weights can be used, e.g., linear families. Note that
our model ensures that weights across risk factors k = 0, 1, . . . , K always sum up to one which is why overall
mortality m a,g (t) is not inﬂuenced by weights and their trends.
3. Parameter Estimation
In this section we provide several approaches for parameter estimation in our proposed model
from Deﬁnitions 1 and 2. The approaches include maximum likelihood, maximum a posteriori,
matching of moments and MCMC. Whilst matching of moments estimates are easy to derive but
less accurate, maximum a posterior and maximum likelihood estimates cannot be calculated by
deterministic numerical optimisation, in general. Thus, we suggest MCMC as a slower but very
powerful alternative. Publicly available data based on the whole population of a country are used.
McNeil et al. (2005) in section 8.6 consider statistical inference for Poisson mixture models
and Bernoulli mixture models. They brieﬂy introduce moment estimators and maximum likelihood
estimators for homogeneous groups in Bernoulli mixture models. Alternatively, they derive statistical
inference via a generalised linear mixed model representation for mixture models which is distantly
related to our setting. In their ‘Notes and Comments’ section the reader can ﬁnd a comprehensive list
of interesting references. Nevertheless, most of their results and arguments are not directly applicable
to our case since we use a different parametrisation and since we usually have rich data of death
counts compared to the sparse data on company defaults.
In order to be able to derive statistically sound estimates, we make the following simplifying
assumption for time independence:
Deﬁnition 3 (Time independence and risk factors). Given Deﬁnition 1, consider discrete-time periods
U := {1, . . . , T } and assume that random variables are independent for different points in time s = t in
U. Moreover, for each t ∈ U, risk factors Λ1 (t), . . . , ΛK (t) are assumed to be independent and, for each
k ∈ {1, . . . , K }, Λk (1), . . . , Λk ( T ) are identically gamma distributed with mean one and variance σk2 ≥ 0.
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The assumptions made above seem suitable for Austrian and Australian data, as shown in
Section 6 via model validation. In particular, serial dependence is mainly captured by trend families in
death probabilities and weights.
For estimation of life tables we usually assume K = 0 or K = 1 with wa,g,1 = 1 for all ages
and genders. For estimation and forecasting of death causes, we identify risk factors with underlying
death causes. Note that for ﬁxed a and g, Equation (4) is invariant under a constant shift of parameters
(ua,g,k )k∈{0,...,K} as well as (va,g,k )k∈{0,...,K} if φ0 = · · · = φK and ψ0 = · · · = ψK , respectively. Thus, for
each a and g, we can always choose ﬁxed and arbitrary values for u a,g,0 and v a,g,0 .
3.1. Estimation via Maximum Likelihood
We start with the classical maximum likelihood approach. The likelihood function can be derived in
closed form but, unfortunately, estimates have to be derived via MCMC as deterministic numerical
optimisation quickly breaks down due to high dimensionality.
Lemma 1 (Likelihood function). Given Deﬁnitions 1–3, deﬁne
Nk (t) :=

A

∑ ∑

a=0 g∈{f,m}

Na,g,k (t) ,

k ∈ {0, . . . , K } and t ∈ U ,

as well as ρ a,g,k (t) := Ea,g (t)m a,g (t)wa,g,k (t) for all age groups a, with maximum age group A, and
gender g and
ρk (t) :=

A

∑ ∑

a=0 g∈{f,m}

ρ a,g,k (t) .

Then, the likelihood function ( N |θm , θw , σ) of parameters θm := (α, β, ζ, η ) ∈ E, as well as
A×2×(K +1)× T

θw := (u, v, φ, ψ) ∈ F and σ := (σk ) ∈ [0, ∞)K given N := ( Na,g,k (t)) ∈ N0

( N |θm , θw , σ) =
K

×∏

T

∏



A

ρ a,g,k (t) Na,g,k (t)

+ Nk (t) a=0 g∈{f,m}

Na,g,k (t)!

Γ(σk−2 + Nk (t))

2σk−2

Γ(σk−2 )σk

k =1



Na,g,k (t)!

a=0 g∈{f,m}

t =1



e−ρa,g,0 (t) ρ a,g,0 (t) Na,g,0 (t)

A

∏ ∏

−2

(σk−2 + ρk (t))σk

∏ ∏

is given by



(5)
.

Proof. Following our assumptions, by straightforward computation we get

( N |θm , θw , σ) =
K

×∏E P



k =1

A
(

T

∏



e−ρa,g,0 (t) ρ a,g,0 (t) Na,g,0 (t)

A

∏ ∏



Na,g,0 (t)!


( )
*

,
Na,g,k (t) = Na,g,k (t)  Λk (t)

t =1

a=0 g∈{f,m}

a=0 g∈{f,m}

where ( N |θm , θw , σ) = P( N = N |θm , θw , σ) denotes the probability of the event { N = N } given
parameters. Taking expectations in the equation above yields
  A
(
E P

(

)

a=0 g∈{f,m}



=

A

∏ ∏

a=0 g∈{f,m}



*
Na,g,k (t) = Na,g,k (t)  Λk (t)

ρ a,g,k (t) Na,g,k (t)
Na,g,k (t)!



∞
0
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σk−2 −1 − xt σ−2
k
e
−ρk (t) xt Nk (t) xt
e
xt
−2
2σ
Γ(σk−2 )σk k
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The integrand above is a density of a gamma distribution—modulo the normalisation
constant—with parameters σk−2 + Nk (t) and σk−2 + ρk (t). Therefore, the corresponding integral equals
the multiplicative inverse of the normalisation constant, i.e.,


−2

(σk−2 + ρk (t))σk

+ Nk (t) −1

Γ(σk−2 + Nk (t))

,

k ∈ {1, . . . , K } and t ∈ {1, . . . , T } .

Putting all results together gives Equation (5).
Since the products in Equation (5) can become small, we recommend to use the log-likelihood
function instead. For implementations we recommend to use the log-gamma function, e.g., the lgamma
function in ‘R’ see R Core Team (2013).
Deﬁnition 4 (Maximum likelihood estimates). Recalling Equation (5), as well as given the assumptions of
Lemma 1, maximum likelihood estimates for parameters θm , θw and σ are deﬁned by



MLE MLE MLE
θ̂m
, θ̂w , σ̂
:= arg sup ( N |θm , θw , σ ) = arg sup log ( N |θm , θw , σ ) .
θm ,θw ,σ

θm ,θw ,σ

Deterministic optimisation of the likelihood function may quickly lead to numerical issues due
to high dimensionality. In ‘R’ the deterministic optimisation routine nlminb, see R Core Team (2013),
gives stable results in simple examples. Our proposed alternative is to switch to a Bayesian setting and
use MCMC as described in Section 3.3.
3.2. Estimation via a Maximum a Posteriori Approach
Secondly we propose a variation of maximum a posteriori estimation based on Bayesian inference,
(Shevchenko 2011, section 2.9). If risk factors are not integrated out in the likelihood function, we may
also derive the posterior density of the risk factors as follows. One main advantage of this approach
is that estimates for risk factors are obtained which is very useful for scenario analysis and model
validation. Furthermore, handy approximations for estimates of risk factor realisations and variances
are obtained.
Lemma 2 (Posterior density). Given Deﬁnitions 1–3, consider parameters θm := (α, β, ζ, η ) ∈ E, θw :=
(u, v, φ, ψ) ∈ F, as well as realisations λ := (λk (t)) ∈ (0, ∞)K×T of risk factors Λ := (Λk (t)) ∈ (0, ∞)K×T ,
A×2×(K +1)× T
as well as data N := ( Na,g,k (t)) ∈ N0
. Assume that their prior distribution is denoted by
π (θm , θw , σ ). Then, the posterior density π (θm , θw , λ, σ | N ) of parameters given data N is up to constant
given by
π (θm , θw , λ, σ| N ) ∝ π (θm , θw , σ )π (λ|θm , θw , σ)( N |θm , θw , λ, σ )

 K  − λ k ( t ) σ −2
−2
T
A
k λ ( t ) σk −1
e−ρa,g,0 (t) ρ a,g,0 (t) Na,g,0 (t)
e
k
=∏
∏ ∏
∏
−2
2σ
Na,g,0 (t)!
a=0 g∈{f,m}
t =1
k =1
Γ(σk−2 )σk k


A
e−ρa,g,k (t)λk (t) (ρ a,g,k (t)λk (t)) Na,g,k (t)
π (θm , θw , σ ) ,
×∏ ∏
Na,g,k (t)!
a=0 g∈{f,m}

(6)

where π (λ|θm , θw , σ) denotes the prior distribution of risk factors at Λ = λ given all other
parameters, where ( N |θm , θw , λ, σ) denotes the likelihood of N = N given all parameters and where
ρ a,g,k (t) = Ea,g (t)m a,g (t)wa,g,k (t).
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Proof. The ﬁrst proportional equality follows by Bayes’ theorem which is also widely used in Bayesian
inference, see, for example, (Shevchenko 2011, section 2.9). Moreover,
π (λ|θm , θw , σ ) =

K

T

∏∏



−2

−2

e−λk (t)σk λk (t)σk

−1 

2σk−2

Γ(σk−2 )σk

k =1 t =1

.

If θm ∈ E, θw ∈ F, λ ∈ (0, ∞)K ×T and σ ∈ [0, ∞)K , then note that

( N |θm , θw , λ, σ) =

A



T

∏ ∏ ∏

e−ρa,g,0 (t)

a=0 g∈{f,m} t=1

ρ a,g,0 (t) Na,g,0 (t)
Na,g,0 (t)!


K



× ∏ P Na,g,k (t) = Na,g,k (t)  Λk (t) = λk (t) ,
k =1

which then gives Equation (6) by straightforward computation as in Lemma 1.
The approach described above may look like a pure Bayesian inference approach but note that
risk factors Λk (t) are truly stochastic and, therefore, we refer to it as a maximum a posteriori estimation
approach. There are many reasonable choices for prior distributions of parameters which include
(improper) uniform priors π (θm , θw , σ ) := 1E (θm )1F (θw )1(0,∞)K (σ) to smoothing priors as given in
Section 4.2. Having derived the posterior density, we can now deﬁne corresponding maximum
a posteriori estimates.
Deﬁnition 5 (Maximum a posteriori estimates). Recalling Equation (6), as well as given the assumptions of
Lemma 2, maximum a posteriori estimates for parameters θm , θw , λ and σ, given uniqueness, are deﬁned by



MAP MAP MAP MAP
, θ̂w , λ̂
, σ̂
θ̂m
:= arg sup π (θm , θw , λ, σ | N ) = arg sup log π (θm , θw , λ, σ | N ) .
θm ,θw ,λ,σ

θm ,θw ,λ,σ

Again, deterministic optimisation of the posterior function may quickly lead to numerical issues
due to high dimensionality of the posterior function which is why we recommend MCMC. However,
we can provide handy approximations for risk factor and variance estimates.
Lemma 3 (Conditions for maximum a posteriori estimates). Given Deﬁnition 5, estimates λ̂MAP and
σ̂MAP satisfy, for every k ∈ {1, . . . , K } and t ∈ U,

(t) =
λ̂MAP
k

(σ̂kMAP )−2 − 1 + ∑ aA=0 ∑ g∈{f,m} Na,g,k (t)
(σ̂kMAP )−2 + ∑ aA=0 ∑ g∈{f,m} ρ a,g,k (t)

(7)

if (σ̂kMAP )−2 − 1 + ∑ aA=0 ∑ g∈{f,m} Na,g,k (t) > 0, as well as
2 log σ̂kMAP +



Γ (σ̂kMAP )−2
1
 MAP
 =
T
Γ (σ̂k
) −2

T

∑

t =1




(t) − λ̂MAP
(t) ,
1 + log λ̂MAP
k
k

(8)

(1), . . . , λ̂MAP
( T ) > 0, Equation (8) has a unique solution which is strictly positive.
where, for given λ̂MAP
k
k
Proof. First, set π ∗ ( N ) := log π (θm , θw , λ, σ| N ). Then, for every k ∈ {1, . . . , K } and t ∈ U,
differentiating π ∗ ( N ) gives
N

A
σ −2 − 1
∂π ∗ ( N )
1
a,g,k ( t )
= k
− 2+∑ ∑
− ρ a,g,k (t) .
∂λk (t)
λk (t)
λk (t)
σk
a=0 g∈{f,m}
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Setting this term equal to zero and solving for Λk (t) gives Equation (7). Similarly, for every
k ∈ {1, . . . , K }, we obtain
1
∂π ∗ ( N )
= 4
∂σk2
σk



T

∑

t =1

Γ (σk−2 )

log σk2 − 1 +

Γ(σk−2 )


− log λk (t) + λk (t) .

Again, setting this term equal to zero and rearranging the terms gives Equation (8).
(1), . . . , λ̂MAP
(T) > 0
For existence and uniqueness of the solution in Equation (8), consider λ̂MAP
k
k
and let k ∈ {1, . . . , K } be ﬁxed. Then, note that the right side in Equation (8) is strictly negative unless
λ̂MAP
(1) = · · · = λ̂MAP
( T ) = 1, as log x ≤ x − 1 for all x > 0 with equality for x = 1. If λ̂MAP
(1) =
k
k
k
2 = 0. Henceforth, note that
(
T
)
=
1,
then
there
is
no
variability
in
the
risk
factor
such
that
σ
· · · = λ̂MAP
k
k
f ( x ) := log x − Γ ( x )/Γ( x ), for all x > 0, is continuous (Γ ( x )/Γ( x ) is known as digamma function or
ψ-function) with
1
1
1
< f (x) <
+
, x > 0,
(9)
2x
2x 12x2
which follows by (Qi et al. 2005, Corollary 1) and f ( x + 1) = 1/x + f ( x ) for all x > 0. As we want
to solve − f (1/x ) = −c for some given c > 0, note that f (0+) = ∞, as well as limx→∞ f ( x ) = 0.
Thus, a solution has to exist as f (1/x ) is continuous on x > 0. Furthermore,
f (x) =

∞
1
1
1
−∑
< −
x i =0 ( x + i )2
x

 ∞
1
x

z2

dz = 0 ,

x > 0,

where the ﬁrst equality follows by Chaudhry and Zubair (2001). This implies that f ( x ) and (− f (1/x ))
are strictly decreasing. Thus, the solution in (8) is unique.
Using Lemma 3, it is possible to derive handy approximations for risk factor and variance
estimates, given estimates for weights and death probabilities which can be derived by matching of
moments as given in Section 3.4 or other models such as Lee–Carter. If ∑ aA=0 ∑ g∈{f,m} Na,g,k (t) is large,
it is reasonable to deﬁne
MAPappr

λ̂k

(t) :=

−1 + ∑ aA=0 ∑ g∈{f,m} Na,g,k (t)
∑ aA=0 ∑ g∈{f,m} ρ a,g,k (t)

(10)

as an approximative estimate for λk (t) where ρ a,g,k (t) := Ea,g (t)m a,g (t)wa,g,k (t). Having derived
approximations for λ, we can use Equation (8) to get estimates for σ. Alternatively, note that due to
Equation (9), we get

−2 log σ̂kMAP −





Γ (σ̂kMAP )−2
(σ̂MAP )2
 MAP
 = k
+ O (σ̂kMAP )4 .
2
Γ (σ̂k
) −2

Furthermore, if we use second order Taylor expansion for the logarithm, then the right hand side
of Equation (8) gets
1
T

T

∑

t =1




1
(t) − 1 − log λ̂MAP
(t) =
λ̂MAP
k
k
2T

T

∑



t =1

(t) − 1
λ̂MAP
k

2

3  

+ O λ̂MAP
(t) − 1
.
k

This approximation is better the closer the values of λ are to one. Thus, using these observations,
an approximation for risk factor variances σ2 is given by


MAPappr 2

σ̂k

:=

1
T

T

∑

t =1
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λ̂k

(t) − 1

2

,

(11)
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MAPappr

(t) − 1| < |λ̂k
(t) − 1|, implying
which is simply the sample variance of λ̂MAP . Note that |λ̂MAP
k
that Equation (11) will dominate solutions obtained by Equation (8) in most cases.
3.3. Estimation via MCMC
As we have already outlined in in the previous sections, deriving maximum a posteriori estimates
and maximum likelihood estimates via deterministic numerical optimisation is mostly impossible
due to high dimensionality (several hundred parameters). Alternatively, we can use MCMC under
a Bayesian setting. Introductions to this topic can be found, for example, in Gilks (1995), Gamerman
and Lopes (2006), as well as (Shevchenko 2011, section 2.11). We suggest to use the random walk
Metropolis–Hastings within Gibbs algorithm which, given that the Markov chain is irreducible and
aperiodic, generates sample chains that converge to the stationary distribution, Tierney (1994) and also
(Robert and Casella 2004, sections 6–10). However, note that various MCMC algorithms are available.
MCMC requires a Bayesian setting which we automatically have in the maximum a posteriori
approach, see Section 3.2. Similarly, we can switch to a Bayesian setting in the maximum likelihood
approach, see Section 3.1, by simply multiplying the likelihood function with a prior distribution of
parameters. MCMC generates Markov chains which provide samples from the posterior distribution
where the mode of these samples then corresponds to an approximation for the maximum a posteriori
estimate. More stable estimates in terms of mean squared error are obtained by taking the mean over all
samples once MCMC chains sample from the stationary distribution, (Shevchenko 2011, section 2.10).
Taking the mean over all samples as an estimate, of course, can lead to troubles if posterior distributions
of parameters are, e.g., bimodal, such that we end up in a region which is highly unlikely. Furthermore,
sampled posterior distribution can be used to estimate parameter uncertainty. The method requires
a certain burn-in period until the generated chain becomes stationary. Typically, one tries to get
average acceptance probabilities close to 0.234 which is asymptotically optimal for multivariate
Gaussian proposals as shown in Roberts et al. (1997). To reduce long computational times, one can run
several independent MCMC chains with different starting points on different CPUs in a parallel way.
To prevent overﬁtting, it is possible to regularise, i.e., smooth, maximum a posteriori estimates via
adjusting the prior distribution. This technique is particularly used in regression, as well as in many
applications, such as signal processing. When forecasting death probabilities in Section 4.2, we use
a Gaussian prior density with a certain correlation structure.
Also under MCMC, note that ultimately we are troubled with the curse of dimensionality as we
will never be able to get an accurate approximation of the joint posterior distribution in a setting with
several hundred parameters.
As MCMC samples yield conﬁdence bands for parameter estimates, they can easily be checked
for signiﬁcance at every desired level, i.e., parameters are not signiﬁcant if conﬁdence bands cover
the value zero. In our subsequent examples, almost all parameters are signiﬁcant. Given internal
mortality data, these conﬁdence bands for parameter estimates can also be used to test whether
parameters signiﬁcantly deviate from ofﬁcially published life tables. On the other hand, MCMC is
perfectly applicable to sparse data as life tables can be used as prior distributions with conﬁdence
bands providing an estimate for parameter uncertainty which increase with fewer data points.
3.4. Estimation via Matching of Moments
Finally, we provide a matching of moments approach which allows easier estimation of parameters
but which is less accurate. Therefore, we suggest this approach solely to be used to obtain starting
values for the other, more sophisticated estimation procedures. In addition, matching of moments
approach needs simplifying assumptions to guarantee independent and identical random variables
over time.
Assumption 1 (i.i.d. setting). Given Deﬁnitions 1–3, assume death counts ( Na,g,k (t))t∈U to be i.i.d. with
Ea,g := Ea,g (1) = · · · = Ea,g ( T ) and m a,g := m a,g (1) = · · · = m a,g ( T ), as well as wa,g,k := wa,g,k (1) =
· · · = wa,g,k ( T ).
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To achieve such an i.i.d. setting, transform deaths Na,g,k (t) such that Poisson mixture intensities
are constant over time via
+
,
Ea,g ( T )m a,g ( T )wa,g,k ( T )
Na,g,k (t) :=
Na,g,k (t) , t ∈ U ,
Ea,g (t)m a,g (t)wa,g,k (t)
and, correspondingly, deﬁne Ea,g := Ea,g ( T ), as well as m a,g := m a,g ( T ) and wa,g,k := wa,g,k ( T ).
Using this modiﬁcation, we manage to remove long term trends and keep Ea,g (t), m a,g (t) and wa,g,k (t)
constant over time.
Estimates m̂MM
a,g ( t ) for central death rates m a,g ( t ) can be obtained via minimising mean squared
error to crude death rates which, if parameters ζ, η and γ are previously ﬁxed, can be obtained
by regressing
 K N

∑k=0 a,g,k (t)
( FLap )−1
− γa−t
Ea,g
MM
MM , ψ̂MM for parameters u
on Tζ a,g ,ηa,g (t). Estimates ûMM
a,g,k , v a,g,k , φk , ψk via minimising the
a,g,k , v̂ a,g,k , φ̂k
k
mean squared error to crude death rates which again, if parameters φ and ψ are previously ﬁxed,
MM
can be obtained by regressing log( Na,g,k (t)) − log( Ea,g m̂MM
a,g ( t )) on Tφk ,ψk ( t ). Estimates ŵ a,g,k ( t ) are
then given by Equation (4).
∗ (t) := N
Then, deﬁne unbiased estimators for weights Wa,g,k
a,g,k ( t ) /Ea,g m a,g , as well as

∗

W a,g,k :=

1
T

T

∗
(t) .
∑ Wa,g,k

t =1

∗

∗ ( t )] = w
In particular, we have E[W a,g,k ] = E[Wa,g,k
a,g,k .

Lemma 4. Given Assumptions 3, deﬁne
Σ2a,g,k =

T 
1
∗ 2
∗
(t) − W a,g,k ,
Wa,g,k
∑
T − 1 t =1

for all a ∈ {0, . . . , A}, g ∈ {f, m} and k ∈ {0, . . . , K }. Then,
∗
E[Σ2a,g,k ] = Var(Wa,g,k
(1)) =

wa,g,k
+ σk2 w2a,g,k .
Ea,g m a,g

(12)

∗ ( t ))
Proof. Note that (Wa,g,k
t∈U is assumed to be an i.i.d. sequence. Thus, since Σ a,g,k is an unbiased
∗

∗ (1) and W
estimator for the standard deviation of Wa,g,k
a,g,k , see (Lehmann and Romano 2005,
Example 11.2.6), we immediately get
∗

E[Σ2a,g,k ] = Var(W a,g,k (1)) = Var

N

a,g,k (1)

Ea,g m a,g


.

Using the law of total variance as in (Schmock 2017, Lemma 3.48), as well as Deﬁnition 10 gives
2
m2a,g E[Σ2a,g,k ] = E[Var( Na,g,k (1)|Λk )] + Var(E[ Na,g,k (1)|Λk ]) .
Ea,g

Since Var( Na,g,k (1)|Λk ) = E[ Na,g,k (1)|Λk ] = Ea,g m a,g wa,g,k Λk a.s., the equation above gives
the result.
Having obtained Equation (12), we may deﬁne the following matching of moments estimates for
risk factor variances.
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Deﬁnition 6 (Matching of moments estimates for risk factor variances). Given Assumption 3,
the matching of moments estimate for σk for all k ∈ {1, . . . , K } is deﬁned as



MM 2

σ̂k

&
:= max 0,


2
−
∑ aA=0 ∑ g∈{f,m} σ̂a,g,k

wMM
a,g,k ( T )
Ea,g mMM
a,g ( T )

2
∑ aA=0 ∑ g∈{f,m} (wMM
a,g,k ( T ))



'
,

2
is the estimate corresponding to estimator Σ2a,g,k .
where σ̂a,g,k

4. Applications
4.1. Prediction of Underlying Death Causes
As an applied example for our proposed stochastic mortality model, as well as for some further
applications, we take annual death data from Australia for the period 1987 to 2011. We ﬁt our model
using the matching of moments approach, as well as the maximum-likelihood approach with Markov
chain Monte Carlo (MCMC). Data source for historical Australian population, categorised by age and
gender, is taken from the Australian Bureau of Statistics2 and data for the number of deaths categorised
by death cause and divided into eight age categories, i.e., 50–54 years, 55–59 years, 60–64 years,
65–69 years, 70–74 years, 75–79 years, 80–84 years and 85+ years, denoted by a1 , . . . , a8 , respectively,
for each gender is taken from the AIHW3 . The provided death data is divided into 19 different death
causes—based on the ICD-9 or ICD-10 classiﬁcation—where we identify the following ten of them with
common non-idiosyncratic risk factors: ‘certain infectious and parasitic diseases’, ‘neoplasms’, ‘endocrine,
nutritional and metabolic diseases’, ‘mental and behavioural disorders’, ‘diseases of the nervous system’,
‘circulatory diseases’, ‘diseases of the respiratory system’, ‘diseases of the digestive system’, ‘external causes of
injury and poisoning’, ‘diseases of the genitourinary system’. We merge the remaining eight death causes to
idiosyncratic risk as their individual contributions to overall death counts are small for all categories.
Data handling needs some care as there was a change in classiﬁcation of death data in 1997 as explained
at the website of the Australian Bureau of Statistics4 . Australia introduced the tenth revision of the
International Classiﬁcation of Diseases (ICD-10, following ICD-9) in 1997, with a transition period
from 1997 to 1998. Within this period, comparability factors are given in Table 1. Thus, for the period
1987 to 1996, death counts have to be multiplied by corresponding comparability factors.
Table 1. Comparability factors for International Classiﬁcation of Diseases (ICD)-9 to ICD-10.
Death Cause

Factor

Death Cause

Factor

Death Cause

Factor

Death Cause

infectious
nervous

1.25
1.20

neoplasms
circulatory

1.00
1.00

endocrine
respiratory

1.01
0.91

mental
digestive

genitourinary

1.14

external

1.06

not elsewhere

1.00

0.78
1.05

To reduce the number of parameters which have to be estimated, cohort effects are not considered,
1
i.e., γ = 0, and trend reduction parameters are ﬁxed with values ζ = φ = 0 and η = ψ = 150
.
This corresponds to slow trend reduction over the data and forecasting period (no acceleration) which
makes the setting similar to the Lee–Carter model. Moreover, we choose the arbitrary normalisation
t0 = 1987. Results for a more advanced modelling of trend reduction are shown later in Section 4.2.
Thus, within the maximum-likelihood framework, we end up with 394 parameters, with 362 to be

2
3
4

http://www.abs.gov.au/AUSSTATS/abs@.nsf/DetailsPage/3101.0Jun%202013?OpenDocument, accessed on May 10, 2016.
http://www.aihw.gov.au/deaths/aihw-deaths-data/#nmd, accessed on May 10, 2016.
http://www.abs.gov.au/ausstats/abs@.nsf/Products/3303.0~2007~Appendix~Comparability+of+statistics+over+time+
%28Appendix%29?OpenDocument, accessed on May 10, 2016.
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optimised. For matching of moments we follow the approach given in Section 3.4. Risk factor variances
are then estimated via Approximations (10) and (11) of the maximum a posteriori approach as they
give more reliable results than matching of moments.
Based on 40,000 MCMC steps with burn-in period of 10,000 we are able to derive estimates of
all parameters where starting values are taken from matching of moments, as well as (10) and (11).
Tuning parameters are frequently re-evaluated in the burn-in period. The execution time of our
algorithm is roughly seven hours on a standard computer in ‘R’. Running several parallel MCMC
chains reduces execution times to several minutes. However, note that a reduction in risk factors
(e.g., one or zero risk factors for mortality modelling) makes estimation much quicker.
As an illustration, Figure 1 shows MCMC chains of the variance of risk factor for external causes
of injury and poisoning σ92 , as well as of the parameter α2, f for death probability intercept of females
aged 55 to 59 years. We observe in Figure 1 that stationary distributions of MCMC chains for risk factor
variances are typically right skewed. This indicates risk which is associated with underestimating
variances due to limited observations of tail events.

Figure 1. MCMC chains and corresponding density histograms for the variance of risk factor for deaths
due to external causes of injury and poisoning σ92 in subﬁgure (a) and for the death probability intercept
parameter of females aged 55 to 59 years α2,f in subﬁgure (b).

Table 2 shows estimates for risk factor standard deviations using matching of moments,
Approximation (11), as well as mean estimates of MCMC with corresponding 5% and 95% quantiles,
as well as standard errors. First, Table 2 illustrates that (10) and (11), as well as matching of moments
estimates for risk factor standard deviations σ are close to mean MCMC estimates. Risk factor standard
deviations are small but tend to be higher for death causes with just few deaths as statistical ﬂuctuations
in the data are higher compared to more frequent death causes. Solely estimates for the risk factor
standard deviation of mental and behavioural disorders give higher values. Standard errors, as deﬁned
in (Shevchenko 2011, section 2.12.2) with block size 50, for corresponding risk factor variances are
consistently less than 3%. We can use the approximation given in Equation (7) to derive risk factor
estimates over previous years. For example, we observe increased risk factor realisations of diseases
of the respiratory system over the years 2002 to 2004. This is mainly driven by many deaths due to
inﬂuenza and pneumonia during that period.
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Table 2. Estimates for selected risk factor standard deviations σ using matching of moments (MM),
Approximation (11) (appr.) and MCMC mean estimates (mean), as well as corresponding standard
deviations (stdev.) and 5% and 95% quantiles (5% and 95%).
MM

Appr.

Mean

5%

95%

Stdev.

infectious
neoplasms
mental
circulatory
respiratory

0.1932
0.0198
0.1502
0.0377
0.0712

0.0787
0.0148
0.1357
0.0243
0.0612

0.0812
0.0173
0.1591
0.0300
0.0670

0.0583
0.0100
0.1200
0.0224
0.0510

0.1063
0.0200
0.2052
0.0387
0.0866

0.0147
0.0029
0.0265
0.0053
0.0110

external

0.1044

0.0912

0.1049

0.0787

0.1353

0.0176

Assumption Equation (4) provides a joint forecast of all death cause intensities, i.e., weights,
simultaneously—in contrast to standard procedures where projections are made for each death cause
separately. Throughout the past decades we have observed drastic shifts in crude death rates due to
certain death causes over the past decades. This fact can be be illustrated by our model as shown in
Table 3. This table lists weights wa,g,k (t) for all death causes estimated for 2011, as well as forecasted
for 2031 using Equation (4) with MCMC mean estimates for males and females aged between 80 to
84 years. Model forecasts suggest that if these trends in weight changes persist, then the future gives
a whole new picture of mortality. First, deaths due to circulatory diseases are expected to decrease
whilst neoplasms will become the leading death cause over most age categories. Moreover, deaths due
to mental and behavioural disorders are expected to rise considerably for older ages. High uncertainty
in forecasted weights is reﬂected by wide conﬁdence intervals (values in brackets) for the risk factor of
mental and behavioural disorders. These conﬁdence intervals are derived from corresponding MCMC
chains and, therefore, solely reﬂect uncertainty associated with parameter estimation. Note that results
for estimated trends depend on the length of the data period as short-term trends might not coincide
with mid- to long-term trends. Further results can be found in Shevchenko et al. (2015).
Table 3. Selected estimated weights in years 2011 and 2031 for ages 80 to 84 years. 5 and 95% MCMC
quantiles are given in brackets.
2011, Male


0.327 0.328
0.319


0.324 0.330
0.320


0.106 0.111
0.102


0.047 0.049
0.045


0.044 0.047
0.043


0.015 0.016
0.014


0.042 0.046
0.037

neoplasms
circulatory
respiratory
endocrine
nervous
infectious
mental

2031, Male


0.385 0.392
0.363


0.169 0.181
0.164


0.090 0.101
0.083


0.073 0.085
0.070


0.058 0.068
0.055
0.027
0.020 0.019


0.115 0.130
0.078

2011, Female


0.263 0.267
0.258


0.340 0.348
0.337


0.101 0.104
0.096


0.053 0.053
0.050


0.054 0.057
0.052


0.015 0.018
0.015


0.063 0.068
0.055

2031, Female


0.295 0.319
0.287


0.145 0.158
0.140


0.129 0.139
0.113


0.071 0.074
0.061


0.080 0.089
0.071


0.019 0.028
0.020


0.168 0.188
0.118

4.2. Forecasting Death Probabilities
Forecasting death probabilities and central death rates within our proposed model is straight
forward using Equation (3). In the special case with just idiosyncratic risk, i.e., K = 0, death indicators
can be assumed to be Bernoulli distributed instead of being Poisson distributed in which case we may
write the likelihood function in the form

B ( N |α, β, ζ, η, γ) =

T

A

∏∏ ∏

t=1 a=0 g∈{f,m}



Ea,g (t)
Na,g,0 (t)
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with 0 ≤ Na,g,0 (t) ≤ Ea,g (t). Due to possible overﬁtting, derived estimates may not be sufﬁciently
smooth across age categories a ∈ {0, . . . , A}. Therefore, if we switch to a Bayesian setting, we may
use regularisation via prior distributions to obtain stabler results. To guarantee smooth results and
a sufﬁcient stochastic foundation, we suggest the usage of Gaussian priors with mean zero and a
speciﬁc correlation structure, i.e., π (α, β, ζ, η, γ) = π (α)π ( β)π (ζ )π (η )π (γ) with
log π (α) := −cα

∑

g∈{f,m}

 A −1

∑ (αa,g − αa+1,g )2 + ε α

a =0

A

∑

a =0


α2a,g

+ log(dα ) ,

cα , dα , ε α > 0 ,

(13)

and correspondingly for β, ζ, η and γ. Parameters cα (correspondingly for β, ζ, η and γ) is a scaling
parameters and directly associated with the variance of Gaussian priors while normalisation-parameter
dα guarantees that π (α) is a proper Gaussian density. Penalty-parameter ε α scales the correlation
amongst neighbour parameters in the sense that the lower it gets, the higher the correlation. The more
we increase cα the stronger the inﬂuence of, or the believe in the prior distribution. This particular
prior density penalises deviations from the ordinate which is a mild conceptual shortcoming as this
does not accurately reﬂect our prior believes. Setting ε α = 0 gives an improper prior with uniformly
distributed (on R) marginals such that we gain that there is no prior believe in expectations of
parameters but, simultaneously, lose the presence of variance-covariance-matrices and asymptotically
get perfect positive correlation across parameters of different ages. Still, whilst lacking theoretical
properties, better ﬁts to data are obtained by setting ε α = 0. For example, setting ε α = ε β = 10−2 and
ε ζ = ε η = ε γ = 10−4 yields a prior correlation structure which decreases with higher age differences
and which is always positive as given in subﬁgure (a) of Figure 2.

Figure 2. Correlation structure of Gaussian priors with penalisation for deviation from ordinate with
ε = 1/100 in subﬁgure (a), straight line with ε = 1/2000 in subﬁgure (b), and parabola ε = 1/50000 in
subﬁgure (c).

There exist many other reasonable choices for Gaussian prior densities. For example,
replacing graduation terms (α a,g − α a+1,g )2 in Equation (13) by higher order differences of the form
 k
2
k
∑ν=0 (−1)ν (ν)α a,g+ν yields a penalisation for deviations from a straight line with k = 2, see
subﬁgure (b) in Figure 2, or from a parabola with k = 3, see subﬁgure (c) in Figure 2. The usage of
higher order differences for graduation of statistical estimates goes back to the Whittaker–Henderson
method. Taking k = 2, 3 unfortunately yields negative prior correlations amongst certain parameters
which is why we do not recommend their use. Of course, there exist many further possible choices
for prior distributions. However, in our example, we set ε α = ε β = ε ζ = ε η = ε γ = 0 as this yields
accurate results whilst still being reasonably smooth.
An optimal choice of regularisation parameters cα , c β , cζ , cη and cγ can be obtained by
cross-validation.
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Results for Australian data from 1971 to 2013 with t0 = 2013 are given in Figure 3. Using MCMC
we derive estimates for logarithmic central death rates log m a,g (t) with corresponding forecasts,
mortality trends β a,g , as well as trend reduction parameters ζ a,g , ηa,g and cohort effects γa−t . As we
do not assume common stochastic risk factors, the MCMC algorithm we use can be implemented
very efﬁciently such that 40 000 samples from the posterior distribution of all parameters are derived
within a minute. We observe negligible parameter uncertainty due to a long period of data. Further,
regularisation parameters obtained by cross-validation are given by cα = 500, c β = cη = 30, 000cα ,
cζ = cα /20 and cγ = 1000cα .

Figure 3. Logarithm of death central death rates (a) for 2013 and forecasts for 2063 in Australia as well
as parameter values for α, β, ζ, η and γ in subﬁgures (b), (c), (d), (e) and (f), respectively.

We can draw some immediate conclusions. Firstly, we see an overall improvement in mortality
over all ages where the trend is particularly strong for young ages and ages between 60 and 80 whereas
the trend vanishes towards the age of 100, maybe implying a natural barrier for life expectancy. Due to
sparse data the latter conclusion should be treated with the utmost caution. Furthermore, we see
the classical hump of increased mortality driven by accidents around the age of 20 which is more
developed for males.
Secondly, estimates for ζ a,g suggest that trend acceleration switched to trend reduction throughout
the past 10 to 30 years for males while for females this transition already took place 45 years ago.
However, note that parameter uncertainty (under MCMC) associated with ζ a,g is high, particularly
if estimates are not regularised. Estimates for ηa,g show that the speed of trend reduction is much
stronger for males than for females. Estimates for γa−t show that the cohort effect is particularly
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strong (in the sense of increased mortality) for the generation born between 1915 and 1930 (probably
associated with World War II) and particularly weak for the generation born around 1945. However,
considering cohort effects makes estimation and forecasts signiﬁcantly less stable for the used data,
which is why we recommend to set γa−t = 0.
Based on forecasts for death probabilities, expected future life time can be estimated. To be
consistent concerning longevity risk, mortality trends have to be included as a 60-year-old today will
probably not have as good medication as a 60-year-old in several decades. However, it seems that
this is not the standard approach in the literature. Based on the deﬁnitions above, expected (curtate)
future life time of a person at date T is given by ea,g ( T ) = E[Ka,g ( T )] = ∑∞
k =1 k p a,g( T ), where survival

−1
probabilities over k ∈ N years are given by k p a,g ( T ) := ∏kj=
0 1 − q a+ j,g ( T + j ) and where K a,g ( T )
denotes the number of completed future years lived by a person of particular age and gender at
time T. Approximating death probabilities by central death rates, for newborns in Australia we get
a life expectancy of roughly 83 years for males and 89.5 for females born in 2013, see Table 4. Thus,
comparing these numbers to a press release from October 2014 from the Australian Bureau of Statistics5
saying that ‘Aussie men now expected to live past 80’ and ‘improvements in expected lifespan for
women has since slowed down, increasing by around four years over the period—it’s 84.3 now’, our
results show a much higher life expectancy due to the consideration of mortality trends.
Table 4. Curtate future life time ea,g ( T ) for males and females in 2013.
Age in 2013

0 (Newborn)

20

40

60

80

male
female

83.07
89.45

63.33
69.05

43.62
48.20

24.44
27.76

8.26
9.88

5. A Link to the Extended CreditRisk+ Model and Applications
5.1. The ECRP Model
In this section we establish the connection from our proposed stochastic mortality model to the
risk aggregation model extended CreditRisk+ (abbreviated as ECRP), as given in (Schmock 2017,
section 6).
Deﬁnition 7 (Policyholders and number of deaths). Let {1, . . . , E} with E ∈ N denote the set of people
(termed as policyholders in light of insurance applications) in the portfolio and let random variables N1 , . . . , NE :
Ω → N0 indicate the number of deaths of each policyholder in the following period. The event { Ni = 0}
indicates survival of person i whilst { Ni ≥ 1} indicates death.
Deﬁnition 8 (Portfolio quantities). Given Definition 7, the independent random vectors Y1 , . . . , YE : Ω → N0d
with d ≥ 1 dimensions denote portfolio quantities within the following period given deaths of policyholders, i.e.,
on { Ni ≥ 1} for all i ∈ {1, . . . , E}, and are independent of N1 , . . . , NE .
Remark 5. (Portfolio quantities).
(a)

5

For applications in the context of internal models we may set Yi as the best estimate liability,
i.e., discounted future cash ﬂows, of policyholder i at the end of the period. Thus, when using stochastic
discount factors or contracts with optionality, for example, portfolio quantities may be stochastic.

http://www.abs.gov.au/ausstats/abs@.nsf/mediareleasesbyReleaseDate/51FD51C3FC56234DCA257EFA001AE940?
OpenDocument, accessed on May 10, 2016.
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(b)

(c)
(d)

In the context of portfolio payment analysis we may set Yi as the payments (such as annuities) to i over
the next period. We may include premiums in a second dimension in order to get joint distributions of
premiums and payments.
For applications in the context of mortality estimation and projection we set Yi = 1.
Using discretisation which preserves expectations (termed as stochastic rounding in (Schmock 2017,
section 6.2.2), we may assume Yi to be [0, ∞)d -valued .

Deﬁnition 9 (Aggregated portfolio quantities). Given Deﬁnitions 7 and 8, aggregated portfolio quantities
due to deaths are given by
S :=

E

Ni

∑ ∑ Yi,j ,

i =1 j =1

where (Yi,j ) j∈N for every i ∈ {1, . . . , E} is an i.i.d. sequence of random variables with the same
distributions as Yi .
Remark 6. In the context of term life insurance contracts, for example, S is the sum of best estimates of payments
and premiums which are paid and received, respectively, due to deaths of policyholders, see Section 5.2. In the
context of annuities, S is the sum of best estimates of payments and premiums which need not be paid and are
received, respectively, due to deaths of policyholders. Then, small values of S, i.e., the left tail of its distribution,
is the part of major interest and major risk.
It is a demanding question how to choose the modelling setup such that the distribution of S can
be derived efﬁciently and accurately. Assuming Ni to be Bernoulli distributed is not suitable for our
intended applications as computational complexity explodes. Therefore, to make the modelling setup
applicable in practical situations and to ensure a ﬂexible handling in terms of multi-level dependence,
we introduce the ECRP model which is based on extended CreditRisk+ , see (Schmock 2017, section 6).
Deﬁnition 10 (The ECRP model). Given Deﬁnitions 7 and 8, the ECRP model satisﬁes the following
additional assumptions:
(a)

(b)

Consider independent random common risk factors Λ1 , . . . , ΛK : Ω → [0, ∞) which have a gamma
distribution with mean ek = 1 and variance σk2 > 0, i.e., with shape and inverse scale parameter σk−2 .
Also the degenerate case with σk2 = 0 for k ∈ {1, . . . , K } is allowed. Corresponding weights
wi,0 , . . . , wi,K ∈ [0, 1] for every policyholder i ∈ {1, . . . , E}. Risk index zero represents idiosyncratic risk
and we require wi,0 + · · · + wi,K = 1.
Deaths N1,0 , . . . , NE,0 : Ω → N0 are independent from one another, as well as all other random variables
and, for all i ∈ {1, . . . , E}, they are Poisson distributed with intensity mi wi,0 , i.e.,


P

E
(
i =1

(c)

E

= ∏ e−mi wi,0
i =1

(mi wi,0 ) Ni,0
,
Ni,0 !

N1,0 , . . . , NE,0 ∈ N0 .

Given risk factors, deaths ( Ni,k )i∈{1,...,E},k∈{1,...,K } : Ω → N0E×K are independent and, for every
policyholder i ∈ {1, . . . , E} and k ∈ {1, . . . , K }, they are Poisson distributed with random intensity
mi wi,k Λk , i.e.,


P

(d)



{ Ni,0 = Ni,0 }



E K

(m w Λ ) Ni,k
{ Ni,k = Ni,k }  Λ1 , . . . , ΛK = ∏ ∏ e−mi wi,k Λk i i,k k
Ni,k !
i =1 k =1
i =1 k =1
K
E (
(

a.s.,

for all ni,k ∈ N0 .
For every policyholder i ∈ {1, . . . , E}, the total number of deaths Ni is split up additively according to risk
factors as Ni = Ni,0 + · · · + Ni,K . Thus, by model construction, E[ Ni ] = mi (wi,0 + · · · + wi,K ) = mi .
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Given Deﬁnition 7, central death rates are given by mi = E[ Ni ] and death probabilities,
under piecewise constant death rates, are given by qi = 1 − exp(−mi ).
Remark 7. Assuming that central death rates and weights are equal for all policyholders for the same age and
gender, it is obvious that the ECRP corresponds one-to-one to our proposed stochastic mortality model, as given
in Deﬁnition 1, if risk factors are independent gamma distributed.
In reality, number of deaths are Bernoulli random variables as each person can just die once.
Unfortunately in practice, such an approach is not tractable for calculating P&L distributions of large
portfolios as execution times explode if numerical errors should be small. Instead, we will assume the
number of deaths of each policyholder to be compound Poisson distributed. However, for estimation
of life tables we will assume the number of deaths to be Bernoulli distributed. Poisson distributed
deaths give an efﬁcient way for calculating P&L distributions using an algorithm based on Panjer’s
recursion, also for large portfolios, see (Schmock 2017, section 6.7). The algorithm is basically due
to Giese (2003) for which Haaf et al. (2004) proved numerical stability. The relation to Panjer’s recursion
was ﬁrst pointed out in (Gerhold et al. 2010, section 5.5). Schmock (2017) in section 5.1 generalised
the algorithm to the multivariate case with dependent risk factors and risk groups, based on the
multivariate extension of Panjer’s algorithm given by Sundt (1999). The algorithm is numerically
stable since just positive terms are added up. To avoid long execution times for implementations
of extended CreditRisk+ with large annuity portfolios, greater loss units and stochastic rounding,
see (Schmock 2017, section 6.2.2), can be used.
However, the proposed model allows for multiple (Poisson) deaths of each policyholder and
thus approximates the ‘real world’ with single (Bernoulli) deaths. From a theoretical point of view,
this is justiﬁed by the Poisson approximation and generalisations of it, see for example Vellaisamy and
Chaudhuri (1996). Since annual death probabilities for ages up to 85 are less than 10%, multiple deaths
are relatively unlikely for all major ages. However, implementations of this algorithm are signiﬁcantly
faster than Monte Carlo approximations for comparable error (Poisson against Bernoulli) levels.
As an illustration we take a portfolio with E = 10, 000 policyholders having central death rate
m := mi = 0.05 and payments Yi = 1. We then derive the distribution of S using the ECRP model for
the case with just idiosyncratic risk, i.e., wi,0 = 1 and Poisson distributed deaths, and for the case with
just one common stochastic risk factor Λ1 with variance σ1 = 0.1 and no idiosyncratic risk, i.e., wi,1 = 1
with mixed Poisson distributed deaths. Then, using 50, 000 simulations of the corresponding model
where Ni is Bernoulli distributed or mixed Bernoulli distributed given truncated risk factor Λ1 |Λ1 ≤ m1 ,
we compare the results of the ECRP model to Monte Carlo, respectively. Truncation of risk factors in
the Bernoulli model is necessary as otherwise death probabilities may exceed one. We observe that
the ECRP model drastically reduces execution times in ‘R’ at comparable error levels and leads to
a speed up by the factor of 1000. Error levels in the purely idiosyncratic case are measured in terms
of total variation distance between approximations and the binomial distribution with parameters
(10, 000, 0.05) which arises as the independent sum of all Bernoulli random variables. Error levels in the
purely non-idiosyncratic case are measured in terms of total variation distance between approximations
and the mixed binomial distribution where for the ECRP model we use Poisson approximation to get
an upper bound. the total variation between those distributions is 0.0159 in our simulation and, thus,
dominates the Poisson approximation in terms of total variation. Results are summarised in Table 5.
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Table 5. Quantiles, execution times (speed) and total variation distance (accuracy) of Monte Carlo
with Bernoulli deaths and 50, 000 simulations, as well as the extended CreditRisk+ (ECRP) model with
Poisson deaths, given a simple portfolio.
Quantiles
1%

10%

Speed

50%

90%

Accuracy

99%

Bernoulli (MC), wi,0 = 1

450

472

500

528

552

22.99 s

0.0187

Poisson (ECRP), wi,0 = 1

449

471

500

529

553

0.01 s

0.0125

Bernoulli (MC), wi,1 = 1

202

310

483

711

936

23.07 s

0.0489

Poisson (ECRP), wi,1 = 1

204

309

483

712

944

0.02 s

≤0.0500

5.2. Application I: Mortality Risk, Longevity Risk and Solvency II Application
In light of the previous section, life tables can be projected into the future and, thus, it is
straightforward to derive best estimate liabilities (BEL) of annuities and life insurance contracts.
The possibility that death probabilities differ from an expected curve, i.e., estimated parameters do
no longer reﬂect the best estimate and have to be changed, contributes to mortality or longevity risk,
when risk is measured over a one year time horizon as in Solvency II and the duration of in-force
insurance contracts exceeds this time horizon. In our model, this risk can be captured by considering
various MCMC samples (θ̂ h )h=1,...,m (indexed by superscript h) of parameters θ = (α, β, ζ, η, γ) for
death probabilities, yielding distributions of BELs. For example, taking D ( T, T + t) as the discount
curve from time T + t back to T and choosing an MCMC sample θ̂ h of parameters to calculate death
probabilities qha,g ( T ) and survival probabilities pha,g ( T ) at age a with gender g, the BEL for a term life
insurance contract which pays 1 unit at the end of the year of death within the contract term of d years
is given by
 
A Ta,g θ̂ h = D ( T, T + 1)qha,g ( T ) +

d

∑ D(T, T + t + 1) · t pha,g (T )qha+t,g (T + t) .

(14)

t =1

In a next step, this approach can be used as a building block for (partial) internal models to
calculate basic solvency capital requirements (BSCR) for biometric underwriting risk under Solvency II,
as illustrated in the following example.
Consider an insurance portfolio at time 0 with E ∈ N whole life insurance policies with lump sum
payments Ci > 0, for i = 1, . . . , E, upon death at the end of the year. Assume that all assets are invested
in an EU government bond (risk free under the standard model of the Solvency II directive) with
maturity 1, nominal A0 and coupon rate c > −1. Furthermore, assume that we are only considering
mortality risk and ignore proﬁt sharing, lapse, costs, reinsurance, deferred taxes, other assets and
other liabilities, as well as the risk margin. Note that in this case, basic own funds, denoted by BOFt ,
are given by market value of assets minus BEL at time t, respectively. Then, the BSCR at time 0 is
given by the 99.5% quantile of the change in basic own funds over the period [0, 1], denoted by ΔBOF1 ,
which can be derived by, see Equation (14),
E


 
ΔBOF1 = BOF0 − D (0, 1)BOF1 = A0 1 − D (0, 1)(1 + c) − ∑ Ci A0a,g θ̂

+

D (0, 1)
m

m

∑

h =1



i =1



 
∑ Ci 1 − A1a+1,g θ̂ h .

E

h
E Ni

i =1

i =1 j =1

 
∑ Ci A1a+1,g θ̂ h + ∑

(15)

h
h
h
where θ̂ := m1 ∑m
h=1 θ̂ and where N1 , . . . , NE are independent and Poisson distributed with
E[ Nih ] = qhai ,gi (0) with policyholder i belonging to age group ai and of gender gi . The distribution of
the last sum above can be derived efﬁciently by Panjer recursion. This example does not require a
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consideration of market risk and it nicely illustrates how mortality risk splits into a part associated
with statistical ﬂuctuation (experience variance: Panjer recursion) and into a part with long-term
impact (change in assumptions: MCMC). Note that by mixing Ni with common stochastic risk factors,
we may include other biometric risks such as morbidity.
Consider a portfolio with 100 males and females at each age between 20 and 60 years, each having
a 40-year term life insurance, issued in 2014, which provides a lump sum payment between 10,000 and
200,000 (randomly chosen for each policyholder) if death occurs within these 40 years. Using MCMC
samples and estimates based on the Austrian data from 1965 to 2014 as given in the previous section,
we may derive the change in basic own funds from 2014 to 2015 by Equation (15) using the extended
CreditRisk+ algorithm. The 99.5% quantile of change in BOFs, i.e., the SCR, is lying slightly above one
million. If we did not consider parameter risk in the form of MCMC samples, the SCR would decrease
by roughly 33%.
5.3. Application II: Impact of Certain Health Scenarios in Portfolios
Analysis of certain health scenarios and their impact on portfolio P&L distributions is
straightforward As an explanatory example, assume m = 1600 policyholders which distribute
uniformly over all age categories and genders, i.e., each age category contains 100 policyholders
with corresponding death probabilities, as well as weights as previously estimated and forecasted for
2012. Annuities Yi for all i ∈ {1, . . . , E} are paid annually and take deterministic values in {11, . . . , 20}
such that ten policyholders in each age and gender category share equally high payments. We now
analyse the effect on the total amount of annuity payments in the next period under the scenario,
indexed by ‘scen’, that deaths due to neoplasms are reduced by 25% in 2012 over all ages. In that case,
we can estimate the realisation of risk factor for neoplasms, see Equation (7), which takes an estimated
value of 0.7991. Running the ECRP model with this risk factor realisation being ﬁxed, we end up
with a loss distribution Lscen where deaths due to neoplasms have decreased. Figure 4 then shows
probability distributions of traditional loss L without scenario, as well as of scenario loss Lneo with
corresponding 95% and 99% quantiles. We observe that a reduction of 25% in cancer crude death rates
leads to a remarkable shift in quantiles of the loss distribution as fewer people die and, thus, more
annuity payments have to be made.

Figure 4. Loss distributions of L and Lscen with 95 and 99% quantiles.

5.4. Application III: Forecasting Central Death Rates and Comparison With the Lee–Carter Model
We can compare out-of-sample forecasts of death rates from our proposed model to forecasts
obtained by other mortality models. Here, we choose the traditional Lee–Carter model as a proxy as
our proposed model is conceptionally based on a similar idea. We make the simplifying assumption of
a constant population for out-of-sample time points.
Using the ECRP model it is straight-forward to forecast central death rates and to give
corresponding conﬁdence intervals via setting Yj (t) := 1. Then, for an estimate θ̂ of parameter
vector θ run the ECRP model with parameters forecasted, see Equations (3) and (4). We then obtain
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the distribution of the total number of deaths Sa,g (t) given θ̂ and, thus, forecasted death rate m a,g (t) is


given by P m a,g (t) = N/Ea,g ( T ) = P(Sa,g (t) = N ), for all N ∈ N0 .
Uncertainty in the form of conﬁdence intervals represent statistical ﬂuctuations, as well as random
changes in risk factors. Additionally, using results obtained by Markov chain Monte Carlo (MCMC)
it is even possible to incorporate parameter uncertainty into predictions. To account for an increase
in uncertainty for forecasts we suggest to assume increasing risk factor variances for forecasts, e.g.,
σ̃k2 (t) = σk2 (1 + d(t − T ))2 with d ≥ 0. A motivation for this approach with k = 1 is the following:
A major source of uncertainty for forecasts lies in an unexpected deviation from the estimated trend for
death probabilities. We may therefore assume that rather than being deterministic, forecasted values
2 (t)
m a,g (t) are beta distributed (now denoted by Ma,g (t)) with E[ Ma,g (t)] = m a,g (t) and variance σa,g
which is increasing in time. Then, given independence amongst risk factor Λ1 and Ma,g (t), we may
assume that there exists a future point in time t0 such that
2
( t0 ) =
σa,g

m a,g (t0 )(1 − m a,g (t0 ))
σ1−2 + 1

.

In that case, Ma,g (t0 )Λ1 is again gamma distributed with mean one and increased variance
m a,g (t0 )σ12 (instead of m2a,g (t0 )σ12 for the deterministic case). Henceforth, it seems reasonable to stay
within the family of gamma distributions for forecasts and just adapt variances over time. Of course,
families for these variances for gamma distributions can be changed arbitrarily and may be selected
via classical information criteria.
Using in-sample data, d can be estimated via Equation (5) with all other parameters being ﬁxed.
Using Australian death and population data for the years 1963 to 1997 we estimate model parameters
via MCMC in the ECRP model with one common stochastic risk factor having constant weight one.
In average, i.e., for various forecasting periods and starting at different dates, parameter d takes the
value 0.22 in our example. Using ﬁxed trend parameters as above, and using the mean of 30,000
MCMC samples, we forecast death rates and corresponding conﬁdence intervals out of sample for the
period 1998 to 2013. We can then compare these results to crude death rates within the stated period
and to forecasts obtained by the Lee–Carter model which is shown in Figure 5 for females aged 50 to
54 years. We observe that crude death rates mostly fall in the 90% conﬁdence band for both procedures.
Moreover, Lee–Carter forecasts lead to wider spreads of quantiles in the future whilst the ECRP model
suggests a more moderate increase in uncertainty. Taking various parameter samples from the MCMC
chain and deriving quantiles for death rates, we can extract contributions of parameter uncertainty in
the ECRP model coming from posterior distributions of parameters.

Figure 5. Forecasted and true death rates using the ECRP model (AM) and the Lee–Carter model (LC)
for females aged 50 to 54 years.
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Within our approach to forecast death rates, it is now possible to derive contributions of various
sources of risk. If we set δ = 0 we get forecasts where uncertainty solely comes from statistical
ﬂuctuations and random changes in risk factors. Using δ = 0.22 this adds the uncertainty increase
associated with uncertainty for forecasts. Finally, considering several MCMC samples this adds
parameter risk. We observe that the contribution of statistical ﬂuctuations and random changes in risk
factors decreases from 63% in 1998 to 20% in 2013. Adding the increase in uncertainty for forecasts
gives a roughly constant contribution of 72% which implies that δ becomes the main driver of risk in
the long term. On top of that, parameter uncertainty leaves a constant contribution of 28%.
5.5. Considered Risks
Regulators often require security margins in life tables when modelling annuity or certain life
insurance products and portfolios to account for different sources of risk, including trends, volatility risk,
model risk and parameter risk, Kainhofer et al. (2006) as well as Pasdika and Wolff (2005).
In the ECRP model, mortality trends are incorporated via families for death probabilities which
are motivated by the Lee–Carter model. It is straight forward to arbitrarily change parameter families
such that it ﬁts the data as in the case when trends change fundamentally. If other families for weights
are used, one always has to check that they sum up to one over all death causes. Note that for certain
alternative parameter families, mean estimates obtained from Markov chain Monte Carlo do not
necessarily sum up to one anymore. Changing model parameter families may also be necessary when
using long-term projections since long-term trends are fundamentally different from short-term trends.
Further estimation and testing procedures for trends in composite Poisson models in the context of
convertible bonds can be found in Schmock (1999). Trends for weights are particularly interesting
insofar as the model becomes sensitive to the change in the vulnerability of policyholders to different
death causes over time. Cross dependencies over different death causes and different ages can occur.
Such an effect can arise as a reduction in deaths of a particular cause can lead to more deaths in another
cause, several periods later, as people have to die at some point. Furthermore, the ECRP model
captures unexpected, temporary deviations from a trend with the variability introduced by common
stochastic risk factors which effect all policyholders according to weights simultaneously.
Assuming that the model choice is right and that estimated values are correct, life tables still
just give mean values of death probabilities over a whole population. Therefore, in the case of
German data it is suggested to add a non gender speciﬁc due to legal reasons and it is set to 7.4% to
account for the risk of random ﬂuctuations in deaths, approximately at a 95% quantile, see German
Actuarial Association (DAV) (Todesfallrisiko 2009, section 4.1). In the ECRP model this risk is captured
automatically by risk aggregation. As a reference to the suggested security margin of 7.4% on death
probabilities, we can use the same approach as given in Section 5.4 to estimate quantiles for death rates
via setting Yj = 1. These quantiles then correspond to statistical ﬂuctuations around death probabilities.
We roughly observe an average deviation from death probability of 8.4% for the 5% quantile and of
8.7% for the 95% quantile of females aged 55 to 60 years in 2002, i.e., these values are in line with a
security margin of 7.4%.
The risk of wrong parameter estimates, i.e., that realised death probabilities deviate from
estimated values, can be captured using MCMC as described in Section 3.3 where we sample from the
joint posterior distributions of the estimators. As our proposed extended CreditRisk+ algorithm is
numerically very efﬁcient, we can easily run the ECRP model for several thousand samples from the
MCMC chain to derive sensitivities of quantiles, for example. Note that parameter risk is closely linked
to longevity risk. To cover the risk of fundamental changes in future death probabilities, Section 5.4
provides an approach where future risk factor variances increase over time.
Modelling is usually a projection of a sophisticated real world problem on a relatively simple
subspace which cannot cover all facets and observations in the data. Therefore, when applying the
ECRP model to a portfolio of policyholders, we usually ﬁnd structural differences to the data which is
used for estimation. There may also be a difference in mortality rates between individual companies or
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between portfolios within a company since different types of insurance products attract different types
of policyholders with a different individual risk proﬁle. In Germany, for these risks a minimal security
margin of ten% is suggested, see (Pasdika and Wolff 2005, section 2.4.2). Within the ECRP model,
this risk can be addressed by using individual portfolio data instead of the whole population. Estimates
from the whole population or a different portfolio can be used as prior distributions under MCMC
which, in case of sparse data, makes estimation more stable. Another possibility for introducing
dependency amongst two portfolios is the introduction of a joint stochastic risk factor for both
portfolios. In that case, estimation can be performed jointly with all remaining (except risk factors
and their variances) parameters being individually estimated for both portfolios. In contrast to
the whole population, observed mortality rates in insurance portfolios often show a completely
different structure due to self-selection of policyholders. In particular, for ages around 60, this effect
is very strong. In Germany, a security margin for death probabilities of 15% is suggested to cover
selection effects, see DAV (Todesfallrisiko 2009, section 4.2). In the literature, this effect is also referred
to as basis risk, Li and Hardy (2011). As already mentioned, instead of using a ﬁxed security margin,
this issue can be tackled by using portfolio data with estimates from the whole population serving as
prior distribution. Again, dependence amongst a portfolio and the whole population can be introduced
by a joint stochastic risk factor in the ECRP model.
Alternatively, in (Kainhofer et al. 2006, section 4.7.1) it is suggested that all these risks are
addressed by adding a constant security margin on the trend. This approach has the great conceptional
advantage that the security margin is increasing over time and does not diminish as in the case of
direct security margins on death probabilities.
5.6. Generalised and Alternative Models
Up to now, we applied a simpliﬁed version of extended CreditRisk+ to derive cumulative
payments in annuity portfolios. A major shortcoming in this approach is the limited possibility
of modelling dependencies amongst policyholders and death causes. In the most general form
of extended CreditRisk+ as described in (Schmock 2017, section 6), it is possible to introduce risk
groups which enable us to model joint deaths of several policyholders and it is possible to model
dependencies amongst death causes. Dependencies can take a linear dependence structure combined
with dependence scenarios to model negative correlations as well. Risk factors may then be identiﬁed
with statistical variates such as average blood pressure, average physical activity or the average
of smoked cigarettes, etc., and not directly with death causes. Moreover, for each policyholder
individually, the general model allows for losses which depend on the underlying cause of death.
This gives scope to the possibility of modelling—possibly new—life insurance products with payoffs
depending on the cause of death as, for example, in the case of accidental death beneﬁts. Including
all extensions mentioned above, a similar algorithm may still be applied to derive loss distributions,
see (Schmock 2017, section 6.7).
Instead of using extended CreditRisk+ to model annuity portfolios, i.e., an approach based on
Poisson mixtures, we can assume a similar Bernoulli mixture model. In such a Bernoulli mixture
model, conditionally Poisson distributed deaths are simply replaced by conditionally Bernoulli
distributed deaths. In general, explicit and efﬁcient derivation of loss distributions in the case of
Bernoulli mixture models is not possible anymore. Thus, in this case, one has to rely on other methods
such as Monte Carlo. Estimation of model parameters works similarly as discussed in Section 3.
Poisson approximation suggests that loss distributions derived from Bernoulli and Poisson mixture
models are similar in terms of total variation distance if death probabilities are small.
6. Model Validation and Model Selection
In this section we propose several validation techniques in order to check whether the ECRP
model ﬁts the given data or not. Results for Australian data, see Section 4.1, strongly suggest that the
proposed model is suitable. If any of the following validation approaches suggested misspeciﬁcation
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in the model or if parameter estimation did not seem to be accurate, one possibility to tackle these
problems would be to reduce risk factors.
6.1. Validation via Cross-Covariance
For the ﬁrst procedure, we transform deaths Na,g,k (t) to Na,g,k (t), see Section 3.4, such that this
sequence has constant expectation and can thus be assumed to be i.i.d. Then, sample variances of
transformed death counts, cumulated across age and gender groups, can be compared to MCMC
conﬁdence bounds from the model. In the death-cause-example all observed sample variances of Nk (t)
lie within 5%- and 95%-quantiles.
6.2. Validation via Independence
Number of deaths for different death causes are independent within the ECRP model as
independent risk factors are assumed. Thus, for all a, a ∈ {1, . . . , A} and g, g ∈ {f, m}, as well
as k, k ∈ {0, . . . , K } with k = k and t ∈ U, we have Cov( Na,g,k (t), Na ,g ,k (t)) = 0. Again, transform


the data as above and subsequently normalise the transformed data, given Var Na,g,k (t)|Λk (t) > 0
a.s., as follows:
∗
(t) :=
Na,g,k

Na,g,k (t) − E[ Na,g,k (t)|Λk (t)]
Na,g,k (t) − Ea,g m a,g wa,g,k Λk (t)


.
=
Var( Na,g,k (t)|Λk (t))
Ea,g m a,g wa,g,k Λk (t)

Using the conditional central limit theorem as in Grzenda and Zieba (2008), we have
∗ ( t ) → N (0, 1) in distribution as E ( t ) → ∞ where N (0, 1) denotes the standard normal
Na,g,k
a,g
distribution. Thus, normalised death counts n∗a,g,k (t) are given by
n∗a,g,k (t) =

n a,g,k (t) − Ea,g m̂ a,g ŵa,g,k λ̂k (t)

.
Ea,g m̂ a,g ŵa,g,k λ̂k (t)

∗ ( t ), N ∗
with λ̂0 (t) := 1. Then, assuming that each pair ( Na,g,k
a ,g ,k ( t )), for a, a ∈ {1, . . . , A } and
g, g ∈ {f, m}, as well as k, k ∈ {0, . . . , K } with k = k and t ∈ U, has a joint normal distribution
with some correlation coefﬁcient ρ and standard normal marginals, we may derive the sample
correlation coefﬁcient
∗

R a,g,a ,g ,k,k := 

∗

∗ (t) − N
∗
∑tT=1 ( Na,g,k
a,g,k )( Na ,g ,k ( t ) − N a ,g ,k )
∗

∗

∗ (t) − N
∗
2 T
2
∑tT=1 ( Na,g,k
a,g,k ) ∑t=1 ( Na ,g ,k ( t ) − N a ,g ,k )

,

∗

∗ ( s ). Then, the test of the null hypothesis ρ = 0 against the alternative
where N a,g,k := T1 ∑sT=1 Na,g,k
hypothesis ρ = 0 rejects the null hypothesis at an δ-percent level, see (Lehmann and Romano 2005,
section 5.13), when
| R a,g,a ,g ,k,k |

(16)
> Kδ,T ,
(1 − R2a,g,a ,g ,k,k )/( T − 2)
∞
Kδ,T t T −2 ( y ) dy

= δ/2 where t T −2 denotes the density of a t-distribution with
( T − 2) degrees of freedom.
Applying this validation procedure on Australian data with ten death causes shows that 88.9% of
all independence tests, see Equation (16), are accepted at a 5% signiﬁcance level. Thus, we may assume
that the ECRP model ﬁts the data suitably with respect to independence amongst death counts due to
different causes.

with Kδ,T such that
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6.3. Validation via Serial Correlation
Using the same data transformation and normalisation as in Section 6.2, we may assume that
∗ ( t ))
random variables ( Na,g,k
t∈U are identically and standard normally distributed. Then, we can check
for serial dependence and autocorrelation in the data such as causalities between a reduction in deaths
due to certain death causes and a possibly lagged increase in different ones. Note that we already
remove a lot of dependence via time-dependent weights and death probabilities. Such serial effects
are, for example, visible in the case of mental and behavioural disorders and circulatory diseases.
Many tests are available most of which assume an autoregressive model with normal errors
such as the Breusch–Godfrey test, see Godfrey (1978). For the Breusch–Godfrey test a linear model
is ﬁtted to the data where the residuals are assumed to follow an autoregressive process of length
p ∈ N. Then, ( T − p) R2 asymptotically follows a χ2 distribution with p degrees of freedom under the
null hypothesis that there is no autocorrelation. In ‘R’, an implementation of the Breusch–Godfrey is
available within the function bgtest in the ‘lmtest’ package, see Zeileis and Hothorn (2002).
Applying this validation procedure to Australian data given in Section 4.1, the null hypothesis,
i.e., that there is no serial correlation of order 1, 2, . . . , 10, is not rejected at a 5% level in 93.8% of all
cases. Again, this is an indicator that the ECRP model with trends for weights and death probabilities
ﬁts the data suitably
6.4. Validation via Risk Factor Realisations
In the ECRP model, risk factors Λ are assumed to be independent and identically gamma
distributed with mean one and variance σk2 . Based on these assumptions, we can use estimates
for risk factor realisations λ to judge whether the ECRP model adequately ﬁts the data. These estimates
can either be obtained via MCMC based on the maximum a posteriori setting or by Equations (7) or (10).
For each k ∈ {1, . . . , K }, we may check whether estimates λ̂k (1), . . . , λ̂k ( T ) suggest a rejection of
the null hypothesis that they are sampled from a gamma distribution with mean one and variance σk2 . The
classical way is to use the Kolmogorov–Smirnov test, see e.g., (Lehmann and Romano 2005, section 6.13)
and the references therein. In ‘R’ an implementation of this test is provided by the ks.test function, see
R Core Team (2013). The null hypotheses is rejected as soon as the test statistic supx∈R | FT ( x ) − F ( x )|
exceeds the corresponding critical value where FT denotes the empirical distribution function of
samples λ̂k (1), . . . , λ̂k ( T ) and where F denotes the gamma distribution function with mean one and
variance σk2 .
Testing whether risk factor realisations are sampled from a gamma distribution via the
Kolmogorov–Smirnov test as described above gives acceptance of the null hypothesis for all ten
risk factors on all suitable levels of signiﬁcance.
6.5. Model Selection
For choosing a suitable family for mortality trends, information criteria such as AIC, BIC, or DIC
can be applied straight away. The decision how many risk factors to use cannot be answered by
traditional information criteria since a reduction in risk factors leads to a different data structure. It also
depends on the ultimate goal. For example, if the development of all death causes is of interest, then a
reduction of risk factors is not wanted. On the contrary, in the context of annuity portfolios several
risk factors may be merged to one risk factor as their contributions to the risk of the total portfolio
are small.
7. Conclusions
We introduce an additive stochastic mortality model which is closely related to classical
approaches such as the Lee–Carter model but allows for joint modelling of underlying death causes and
improves models using disaggregated death cause forecasts. Model parameters can be jointly estimated
using MCMC based on publicly available data. We give a link to extended CreditRisk+ which provides
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a useful actuarial tool with numerous portfolio applications such as P&L derivation in annuity and life
insurance portfolios or (partial) internal model applications. Yet, there exists a fast and numerically
stable algorithm to derive loss distributions exactly, instead of Monte Carlo, even for large portfolios.
Our proposed model directly incorporates various sources of risk including trends, longevity, mortality
risk, statistical volatility and estimation risk. In particular, it is possible to quantify the risk of statistical
ﬂuctuations within the next period (experience variance) and parameter uncertainty over a longer
time horizon (change in assumptions). Compared to the Lee–Carter model, we have a more ﬂexible
framework and can directly extract several sources of uncertainty. Straightforward model validation
techniques are available.
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Abstract: In this study we develop a multi-factor extension of the family of Lee-Carter stochastic
mortality models. We build upon the time, period and cohort stochastic model structure to extend
it to include exogenous observable demographic features that can be used as additional factors to
improve model ﬁt and forecasting accuracy. We develop a dimension reduction feature extraction
framework which (a) employs projection based techniques of dimensionality reduction; in doing this
we also develop (b) a robust feature extraction framework that is amenable to different structures
of demographic data; (c) we analyse demographic data sets from the patterns of missingness and
the impact of such missingness on the feature extraction, and (d) introduce a class of multi-factor
stochastic mortality models incorporating time, period, cohort and demographic features, which we
develop within a Bayesian state-space estimation framework; ﬁnally (e) we develop an efﬁcient
combined Markov chain and ﬁltering framework for sampling the posterior and forecasting.
We undertake a detailed case study on the Human Mortality Database demographic data from
European countries and we use the extracted features to better explain the term structure of mortality
in the UK over time for male and female populations when compared to a pure Lee-Carter stochastic
mortality model, demonstrating our feature extraction framework and consequent multi-factor
mortality model improves both in sample ﬁt and importantly out-off sample mortality forecasts by
a non-trivial gain in performance.
mortality modelling; cohort models; factor models; state-space models;
Keywords:
Bayesian inference; Markov chain Monte Carlo; features extraction; robust dimensionality reduction

1. Introduction
Modelling the “term-structure” of age speciﬁc mortality rates by gender and country has enjoyed
a growing resurgence in the actuarial and statistics literature. This is primarily driven by the importance
of better understanding and forecasting age speciﬁc mortality rates for purposes of understanding
longevity risk, pension design, annuities pricing and population studies.
The most widely utilised class of stochastic mortality models in actuarial science and statistics
arise from the class of regression or state-space models that incorporate explanatory factors which
correspond to stylised latent stochastic factors representing structural features in the evolution of the
age speciﬁc mortality rates. Typically these latent stochastic features are interpreted as either temporal
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effects, period effects and cohort effects. The most famous class of such models is the Lee-Carter type
models, see a summary recently in Fung et al. (2017) and references therein.
In this paper we aim to combine these classes of stochastic mortality model with other observable
exogenous features obtained from a range of demographic data sets. The purpose being that they
offer two advantages to standard Lee-Carter models, ﬁrstly they may improve predictive power
of the models, secondly they may improve the interpretation of behaviour of the dynamic of the
“term-structure" of age speciﬁc mortality rates.
We expect the mortality experience and demographic data to be characterised by a strong causal
and time-varying interaction. There is an existing literature on incorporation of demographic data in
stochastic mortality models. However, unlike the state space mortality age-term structure dynamic
factor model approach we develop in this manuscript, the existing works have been primarily focused
on regression type structures that consider single age group models. Furthermore, there is limited
work on feature extraction methods in this space. We highlight a few related approaches that have
considered demographic data to study single age group mortality. We comment on some of the widely
used exogenous factors in such studies, which include for instance macroeconomic variables, as well as
demographic variables. In (Hanewald 2011) and (Niu and Melenberg 2014), the authors investigate the
links between the economic growth and morality trends through a class of single age group regression
models which are estimated in a frequentist estimation framework. In addition to the period effect in
the standard Lee-Carter mode, the authors incorporate gross domestic product (GDP) as an observable
factor what improves the in-sample and out-of-sample performance of the model.
Other classes of factors that have been explored in such settings also include cause-of-death
categorical variables, what has been also partly investigated in (Hanewald 2011). The relation between
causes of death and their inﬂuence on mortality has started to be more detailed explore since the
accessibility of the data improved. In Murray and Lopez (1997), the authors develop the scenarios
of future mortality based on a multi factor linear regression model where the logarithm of the rate
of mortality per age group, sex and clustered cause of death is regressed against the socio-economic,
educational, technological and cause-of-death related predictors. The Bayesian inference has been
adopted in (Girosi and King 2008) to build a regression framework for forecasting mortality rates which
are age, sex, country and case of death speciﬁc. The work is mostly focused on the methodological
side of the forecasting but uses as examples the applications of demography and macro-epidemiology
data as explanatory variables for the regression-type model of mortality. Moreover, the dependency
structures between cause-speciﬁc death rates are studied in (Gaille and Sherris 2015). The authors use
Vector Error Correction Models to examine such causal relations within the countries.
The usage of principal components of the mortality curves as linear regressors has been examined
in (Hyndman and Yasmeen 2012). The authors explored the common features of the data applying
the functional version of Principal Component Analysis. The concept is further developed in
(Erbas et al. 2010), where the cause-of-death-speciﬁc smoothed mortality curves are treated as
functional data. The obtained principal components serve as basis functions in functional data
analysis.
In the following study, we aim to broaden these concepts and investigate the impact of global
mortality trends given by various sets of international demographic data, and their potential inﬂuence
on the mortality experience in one country, in our case study the United Kingdom. To achieve this
in a manner suitable for incorporation in multi-age stochastic mortality models we need to perform
a parsimonious feature extraction method in order to reduce the large dimensional sets of data to
a form suitable for inclusion in such a mortality model. Therefore, we introduce a methodology which
is not exclusive to one type of demographic data and is capable of handling the analysis jointly over
many different exogenous variables.
To achieve this we must undertake several tasks: the ﬁrst is to explain a canonical and principled
approach to combining of such demographic time series data into the stochastic mortality models,
for which there is a number of structural approaches we develop and present.
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The second aspect is that large demographic data sets are now available, but a naive incorporation
of such features into a stochastic mortality model would result in far too many parameters to perform
estimation, the models would be overﬁt and would not provide good generalisation properties for
out-off-sample forecast performance. Therefore, we introduce a class of probabilistic, statistically
robust feature extraction approaches to reduce dimensionality and capture core information present in
the demographic data that can be more parsimoniously included in the stochastic mortality models.
The standard concept of robust Principal Component Analysis by means of M- and S-estimators cannot
be easily utilized since the demographic data is not equal length and contains missing values across
different age groups. Hence, we adopt a probabilistic formulation of Principal Component Analysis
which additionally allows to model the hidden process of missing values.
Another challenge is the issue of parameters uncertainty in mortality modelling which we address
by adopting the Bayesian Inference framework based on efﬁcient Markov Chain Monte Carlo as in
Fung et al. (2017). The estimation of the model is achieved via a Rao-Blackwellised Gibbs sampler.
We sample the static parameters via conjugate Gibbs sampling steps which are followed by Forward
Backward ﬁltering sampler for state variables to inference from the resulting posteriors.
The contributions of each part of the paper are as follows. Firstly, we brieﬂy overview the concept
of the mortality modelling and discuss the state-space formulation of the Lee-Carter model with cohort
effects and impose identiﬁcation contains. Section 3 provides with several illustrations of how to
incorporate observable factors into Lee- Carter models. The discussion is followed by an introduction
to features extraction by means of Principal Component Analysis. Section 5 extends the standard
Principal Component Analysis terminology to the probabilistic setting and derives the steps of its
estimation via Expectation-Maximisation Algorithm in order to combine Principal Component with
missingness. An overview of the data is given in Section 7 whereas numerical illustrations of empirical
studies are presented in Section 8. Finally, Section 11 concludes.
2. Period and Cohort Effect Stochastic Mortality Models: State-Space Formulation
We begin this section by brieﬂy recalling the classical two factor period effect and cohort effect
models that have been proposed in Renshaw and Haberman (2006); Pedroza (2006) and Kogure and
Kurachi (2010). This includes in particular the state-space formulation of such models which was
developed in Fung et al. (2016) and Fung et al. (2017).
Extension of Lee-Carter model to cohort features proposed in (Renshaw and Haberman 2006)
introduces the concept of the stochastic cohort factor, denoted by γt− x , is incorporated into the one
factor stochastic Lee-Carter (Lee and Carter 1992) stochastic period effect, denoted κt to produce
a two factor stochastic model. This second cohort factor, like the period effect factor, can also have
γ
an age-modulating coefﬁcient, denoted by β x . In this work we adopt the recommendations discussed
in (Cairns et al. 2009); (Haberman and Renshaw 2011) and (Hunt and Villegas 2015), where it is
proposed to simplify this feature to be a constant age-modulating coefﬁcient accross all age groups,
given by:
log m x,t = α x + β x κt + γt− x ,
(1)
where x ∈ { x1 , . . . , x p } and t ∈ {1, . . . , T } represent age and year respectively. m x,t denotes the
mortality rate in age group x and time t. α x and β x are the age speciﬁc static parameters of the model.
γ
This simplifying assumption that β x = 1 (or generally any constant other than one) is supposed to
improve estimation performance when ﬁtting the model in practice. Furthermore, there is discussion
in the literature to argue that it may also be justiﬁed based on empirical ﬁndings. By studying the
mortality experience of England and Wales males, the study of (Willets 2004) ﬁnds that the cohort
effect is not “wearing off” with increasing ages and the mortality improvement rates, deﬁned as
1 − m x,t /m x,t−1 , of different cohorts seem to be rather stable. Together with the consideration of the
γ
convergence problem, one may argue that it is indeed reasonable to assume that β x = 1 to ensure
estimation can be successfully performed for a range of mortality data while the explanatory power of
the simpliﬁed model is comparable to the full model.
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Next we recall the two-factor state-space formulation of the Lee-Carter type period-cohort models
for stochastic mortality, see derivations and properties in Fung et al. (2016) and Fung et al. (2017).
Note, we adopt the same standard notation as proposed in these papers to present the models in
this manuscript.
The formulation of stochastic period-cohort models in state-space form is given by speciﬁcation
of both an observation equation and a state equation. Let y x,t = log m̂ x,t where x = x1 , . . . , x p and
γ
t = 1, . . . , T. The general form of the observation equation (when β x is ﬂexible) of the cohort model
x
Equation (1) is given in matrix form by (recall that γt := γt− x ):
⎛

⎞ ⎛ ⎞ ⎛
β x1
y x1 ,t
α x1
⎜y ⎟ ⎜α ⎟ ⎜ β
⎜ x2 ,t ⎟ ⎜ x2 ⎟ ⎜ x2
⎜ . ⎟ = ⎜ . ⎟+⎜ .
⎜ . ⎟ ⎜ . ⎟ ⎜ .
⎝ . ⎠ ⎝ . ⎠ ⎝ .
βxp
y x p ,t
αx p

γ

β x1
0
..
.
0

0
γ
β x2
..
.
0

···
···
..
.
···

⎞
⎛
⎞ κt
⎛
⎞
0
ε x1 ,t
⎜ γ x1 ⎟
⎟ ⎜
⎜
⎟
0 ⎟
⎟ ⎜ tx2 ⎟ ⎜ ε x2 ,t ⎟
⎜ γt ⎟ + ⎜ . ⎟ ,
.. ⎟
⎟ ⎜
⎟⎜
⎟
. ⎠ ⎜ .. ⎟ ⎝ .. ⎠
⎝ . ⎠
γ
βxp
ε x p ,t
xp
γt

(2)

where iid noise terms ε x,t are included as we aim to model the crude death rates. In a given year t,
xp
x
we identify in this model the state vector as (κt , γt 1 , . . . , γt ) which represents the p + 1 dimensional
latent unobserved stochastic factor driving the observed log-mortality rates. The dynamic of this
stochastic state vector is then speciﬁed in the state equation. In this work, we consider the state-space
model given in matrix form as follows:
⎞ ⎛
κt
1
x
⎜ γ 1 ⎟ ⎜0
⎜ t ⎟ ⎜
⎜ γ x2 ⎟ ⎜
⎜ t ⎟ ⎜0
⎜ . ⎟=⎜
⎜ . ⎟ ⎜0
⎜ . ⎟ ⎜
⎜ x p−1 ⎟ ⎜ ..
⎝ γt ⎠ ⎝ .
xp
0
γt
⎛

0
λ
1
0
..
.
0

0
0
0
1
..
.
0

···
···
···
···
..
.
···

0
0
0
0
..
.
1

⎞⎛
⎞ ⎛ ⎞ ⎛ κ⎞
κ t −1
0
θ
ωt
x
⎜ 1 ⎟ ⎜ ⎟ ⎜ γ⎟
0⎟
⎟ ⎜ γt − 1 ⎟ ⎜ η ⎟ ⎜ ω t ⎟
⎟⎜ x ⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜ γt−2 1 ⎟ ⎜ 0 ⎟ ⎜ 0 ⎟
⎟⎜
⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜ .. ⎟ + ⎜ .. ⎟ + ⎜ .. ⎟ .
⎟⎜ . ⎟ ⎜.⎟ ⎜ . ⎟
.. ⎟ ⎜ x p−1 ⎟ ⎜ ⎟ ⎜ ⎟
⎠ ⎝0⎠ ⎝ 0 ⎠
. ⎠ ⎝γ
t −1
xp

γt − 1

0

0

(3)

0

In this particular instance, we assume κt is a random walk with drift process (ARIMA(0,1,0)
x
with a constant) and the dynamics of γt 1 are described by a stationary AR(1) process with drift
x
(ARIMA(1,0,0) with a constant) where |λ| < 1. One may consider other dynamics for γt 1 by specifying
the second row of the p + 1 by p + 1 matrix in Equation (3). For example, an ARIMA(2,0,0) process for
x
γt 1 can be assumed if one ﬁxes
⎞ ⎛
κt
1
x
1
⎜ γ ⎟ ⎜0
⎜ t ⎟ ⎜
⎜ γ x2 ⎟ ⎜
⎜ t ⎟ ⎜0
⎜ . ⎟=⎜
⎜ . ⎟ ⎜0
⎜ . ⎟ ⎜
⎜ x p−1 ⎟ ⎜ ..
⎝ γt ⎠ ⎝ .
xp
0
γt
⎛

0
λ1
1
0
..
.
0

0
λ2
0
1
..
.
0

···
···
···
···
..
.
···

0
0
0
0
..
.
1

⎞⎛
⎞ ⎛ ⎞ ⎛ κ⎞
κ t −1
θ
ωt
0
x
1
⎜
⎟ ⎜ ⎟ ⎜ γ⎟
0⎟
⎟ ⎜ γt − 1 ⎟ ⎜ η ⎟ ⎜ ω t ⎟
⎟⎜ x ⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜ γt−2 1 ⎟ ⎜ 0 ⎟ ⎜ 0 ⎟
⎟⎜
⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜ .. ⎟ + ⎜ .. ⎟ + ⎜ .. ⎟ ,
⎟⎜ . ⎟ ⎜.⎟ ⎜ . ⎟
.. ⎟ ⎜ x p−1 ⎟ ⎜ ⎟ ⎜ ⎟
. ⎠ ⎝ γt − 1 ⎠ ⎝ 0 ⎠ ⎝ 0 ⎠
xp
0
0
0
γt − 1

(4)

The matrix form of Equations (2) and (3) can be expressed succinctly as
yt = α + Bϕt + εt ,

ϕt = Λϕt−1 + Θ + ωt ,
xp

iid

εt ∼ N (0, σε2 I p ),
iid

ωt ∼ N (0, Υ),

(5a)
(5b)

where ϕt = (κt , γt 1 , . . . , γt ) , I p the p-dimensional identity matrix and Υ is a p + 1 by p + 1
diagonal matrix with diagonal (σκ2 , σγ2 , 0, . . . , 0). The matrices α, B, Λ and Θ can be easily identiﬁed
in Equations (2) and (3). For simplicity we assume homoscedasticity in the observation equation;
heteroscedasticity can be incorporated straightforwardly as developed in Fung et al. (2016).
x
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We adopt the identiﬁcation constraints which are based on Hunt and Villegas (2015) and are
broadly discussed and examined in Fung et al. (2017). These are given by
t N − x1

γ

∑ β x = 1, ∑ β x = 1, ∑ κt = 0, ∑
x

x

t

c = t1 − x p

γc = 0.

(6)

3. Demographic Factor Model Extension to the Period-Cohort Stochastic Mortality
State-Space Models
In this section we demonstrate several approaches one may adopt to extend the state-space model
formulations presented previously for the Period-Cohort stochastic mortality models to allow for
incorporation of additional observable covariate factors. The form of factor model we develop here is
generic and in future sections we will develop a framework for factor extraction from demographic
data that can be used in the models developed in this section.
We note that there are two fundamental ways to develop a factor time series based regression
structure for incorporation of demographic data to a stochastic mortality model. We advocate in this
paper an approach which is speciﬁcally developed to work with data which may be high dimensional
in nature, structured but be represented by short time series lengths. This type of data is particularly
prevalent in demographic studies. The main concept here is that the feature extraction is performed
over the entire available time series of observable demographic data. The resultant features extracted
are then added to the stochastic mortality model in a static form but with dynamic latent state processes
for the factor loadings over time. That is the effect of the factor incorporated will be allowed to time
vary through the factor loading. This approach has the advantage of not having to model explicitly the
demographic data which may have a complex structure and furthermore, only requires forecasting
components of the latent factor loading process. This is often signiﬁcantly easier to perform since one
may use for instance a standard parametric time series model such as a VAR model for their temporal
evolution. Note, such approaches as this are also utilised in other ﬁnancial term-structure state-space
models for instance in the context of yield curve modelling, such as the dynamic Nelson-Siegel model
of Diebold and Li (2006). However, we believe to the best of our knowledge we are the ﬁrst to
propose this type of factor model framework for incorporating demographic factors into stochastic
mortality models.
We assume that we have an available set of factors that can be country, population, gender
or age speciﬁc features.
We wish to incorporate these age-speciﬁc and country-speciﬁc
demographic/population information into the cohort state-space model described by
Equations (5a) and (5b).
We will denote by Ft the p × k factors matrix where p may represent number of age groups and
k may represent number of age speciﬁc factors. As in any feature based regression factor analysis
such as PCA Regression (Jolliffe (2002)), we treat Ft as extracted via feature extraction methods from
an exogenous observable input that is believed to have potential inﬂuence on the age speciﬁc mortality
rates under study in the responses, over time. Then for each feature vector regressor, extracted from
the exogenous demographic data, we will add this feature to the state-space model.
There are numerous structural ways to achieve this in a state-space model. For instance, the factor
may either inﬂuence all age groups equally by entering the factor into the state equation, or it may
inﬂuence each age speciﬁc mortality rate differently by adding it in the observation equation. Of course,
there may also be a combination of such approaches, dependent on which demographic data the
feature was extracted from the context of the model construction.
The inﬂuence of the feature on the log mortality is reasonable to assume it varies over time, so to
achieve this we will specify a time dynamic for the regression factor loading. This requires that we
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specify an additional latent variable, a pk dimensional vector t which denotes the vector of factor
loading for year t. We assume t to be modelled by VAR(1) process given by


 iid

t = Ωt−1 + Ψ + ωt ,

ωt ∼ N (0, σ2 I pk )

(7)



with homogeneous variant for covariance matrix of error term ωt . t is a dynamic regression parameter
for the factors matrix Ft which speciﬁes the impact of xi ∈ { x1 , . . . , x p } age group and m ∈ {1, . . . , k }
component corresponding to [Ft ]i,m by i,m
t element.
As noted, depending on the interpretability of the desired model, one may incorporate Ft into
observation Equation (5a) (Case 1) or into the latent dynamic of either calendar year factor period
effect κt (Case 2) or cohort factors vector γt (Case 3) from the state Equation (5b).
Next we develop the extended model of Equations (5a) and (5b), which incorporates information
Ft . The general notation of the model is as follows
yt = α + B̃tϕ̃t + εt ,

iid

εt ∼ N (0, σε2 I p ),

(8a)

iid

ϕ̃t = Λ̃ϕ̃t−1 + Θ̃ + ω̃t ,

κ̃t ∼ N (0, Υ̃)

(8b)

where ϕ̃t = (ϕt , t ) is a ( p + pk + 1) × 1 latent process vector and

Θ̃ =

Θ( p+1)×1
Ψ pk×1


(9)
( p+ pk+1)×1

is a vector of drift parameters for state equations, where Ψ corresponds to the model Equation (7)
of t . We assume independence of error terms in latent variables what gives the following structure of
a covariance matrix for the state equation error term ω̃t

Υ̃ =

Υ( p+1)×( p+1)
0

0
σ2 I pk

Let us specify the following two objects, F̃t =
 
and f̃t = vec FtT , that is
⎛

[Ft ]1,·
⎜ 0
⎜
F̃t = ⎜
⎜ ..
⎝ .
0

0
[Ft ]2,·

···

0
0
..
.

···
···


(10)
( p+ pk+1)×( p+ pk+1)

/k

j=1 [Ft ] j,· ,

for

/

being a direct sum operator,

⎞
⎛
[Ft ]1,1
0
⎟
⎜ [F ]
0 ⎟
⎜ t 1,2
and f̃t = ⎜
..
.. ⎟
⎟
⎜
⎝
.
. ⎠
[Ft ] p,k
[Ft ] p,· p× pk
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⎞
⎟
⎟
⎟
⎟
⎠

(11)
pk ×1
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where [Ft ] j,· and [Ft ] j,m represent the vector of the jth row of the matrix Ft and the element
corresponding to jth row and mth column, respectively. The structures of the other matrices and
vectors for extended model Equations (8a) and (8b) depend on the introduced cases, that is

B̃t

p×( p+ pk+1)

Λ̃( p+ pk+1)×( p+ pk+1)

⎧
⎨ B p×( p+1)
= 
⎩ B
p×( p+1)


F̃t



otherwise,

0 p× pk

⎧
⎪
Λ( p+1)×( p+1)
⎪
⎪
⎪
⎪
⎪
⎪
0 pk×( p+1)
⎪
⎪
⎪
⎪
⎛
⎪
⎪
⎪
⎪
⎪
⎪⎜ Λ( p+1)×( p+1)
⎪
⎨⎜
= ⎝
⎪
0 pk×( p+1)
⎪
⎪
⎪
⎪
⎪
⎛
⎪
⎪
⎪
⎪
⎪
⎜ Λ( p+1)×( p+1)
⎪
⎪
⎜
⎪
⎪
⎪
⎝
⎪
⎪
⎩
0 pk×( p+1)

for Case 1,

0( p+1)× pk
Ω pk× pk
f̃tT
0 p× pk
Ω pk× pk
01× pk
F̃t


for Case 1,

⎞
⎟
⎟
⎠

(12)
for Case 2,

⎞
⎟
⎟
⎠

for Case 3.

Ω pk× pk

Given the formulated demographic factor model of the period-cohort stochastic mortality
state-space models, we will denote this class of model by notation (DFM-PC). The estimation of
this model will be achieved through a Bayesian model formulation and a specialised Markov chain
Monte Carlo sampling framework based on Forward-Backward sampler for the latent state components
and block-Gibbs conjugate sampling for the static model parameters. This follows closely the detailed
framework developed extensively in Fung et al. (2016) and Fung et al. (2017), therefore, we repeat this
only in relevant details in the Appendix A.
Remark 1. The matrix F̃t contains the observed (feature extracted) with exogenous factors and is a component
of the model which is conditioned. Therefore it does not require to be estimated and, at this point, represents
a known deterministic constant. As such F̃t is ﬁxed and held constant for the time period which the factor
model is run. Hence, it is not a parameter but a covariate which is observed and deterministic. Therefore,
the identiﬁcations constraints given by Equation (6) are valid for the new model.
Remark 2. Time series in the study undertaken are typically of the length less than 100. Compared to the
number of available samples, the classical Lee-Carter model with cohort effect requires large number of parameters
and has been already reported to be prone to overﬁtting as noted in (Cairns et al. 2009); (Haberman and Renshaw
2011) and (Hunt and Villegas 2015). The new model with the latent process introduced in Equation (7) provides
with additional number of parameters. Therefore to decrease the risk of overﬁtting we choose to stay with
the assumption of VAR(1) process for t . We believe that the parsimony argument to keep the autoregressive
structure without too many additional parameters was more important that adding more lags in this study.
4. Approaches to Demographic Feature Extraction via Robust Probabilistic Principal Components
As we will demonstrate in the application in this paper there is a variety of issues to consider
when undertaking feature extraction in demographic population data of relevance to modelling in
stochastic mortality models such as those presented previously. In addition, we would like to make
sure we achieve a parsimonious model presentation, where we extract features from the demographic
data that are the most informative.
For instance, if we have d countries demographic data to consider where p denotes the number
of different demographic attributes observed that can be considered, then the p × d matrix of this
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data in year t will be denoted by Yt . We assume that Yt is observed (or partially observed) over
periods t ∈ {1, . . . , T }. We do not wish to utilise the raw demographic data Yt as in general it will
produce a model with too many parameters, therefore we resort to feature extraction methods based
on minimizing some pre-speciﬁed projection pursuit index.
Our attention is placed to linear methods of dimensionality reduction, more precisely,
those expressible as linear projections as deﬁned in (Friedman and Tukey 1974) which includes
Principal Component Analysis (PCA) and its extensions and robust alternatives. In this paper, we have
focussed on the use of Principal Component Analysis, hence, we incorporate the basis vectors of the
projected lower rank space as the most meaningful factors in terms of variation.
In this regard we consider obtaining the column wise pre-whitened Yt which we can then estimate
the sample mean and sample covariance matrix for demographic time series data Y1 , . . . , YT , which will
be achieved robustly in this paper. This approach then produces a lower rank matrix which is obtained
by projection according to
Xt = Yt F
for F being the ﬁrst k selected eigenvectors of the covariance matrix robustly estimated from
sample demographic date Y1 , . . . , YT . These factors are then entered into the state-space model
as presented previously.
In the following subsections we introduce progressively the feature extraction methods that
should be considered for demographic data, which have been developed to deal with real data issues
such as missing data and outliers which may effect the feature extraction process.
4.1. Non-Stochastic Principal Component Analysis
Let us denote N × d matrix Y as original data set, where a row of the matrix is a single
d-dimensional observation in a given moment of time. The goal of Principal Component Analysis is to
identify the most meaningful unit length basis to re-express a data set Y. The purpose of a new basis is
to better ﬁlter out the noise and reveal hidden structure. Therefore, PCA looks for the given projection
of the observation data
(13)
Y N × d Wd × d = X N × d
where W is a d × d matrix denotes a linear projection. The columns of W are the new basis vectors,
that is WT W = Id , and express rows of X.
The goal of re-expressing Y in meaningful way means that PCA aims to lower a redundancy in
data set, i.e., leads to removing the linear dependencies which provide measurements with additional
noise. In mathematical terms, the goal can be written for i, j columns of X

[X]·T,i [X]·,i = [W]·T,i CY [W]·,i ,

(14)

[X]·T,i [X]·,j = [W]·T,i CY [W]·,j = 0,

(15)

and
where CY = YT Y. We seek a linear combination given by Equation (13) that maximizes the overall
variance of X, CX = XT X. The solution to the problem is found by a maximiser of the following
Lagrangian expression.


Q (W) = WT CY W − Λ WT W − Id .

(16)

for Λd×d being a diagonal d × d matrix with Lagrangian coefﬁcients. The roots of a quadratic form are
found by setting partial derivatives to zero
∂Q
= 2CY W − 2ΛW = 0 ⇒ CY W = ΛW
∂W
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We see that W is a matrix which columns are eigenvectors of CY whereas Λ is a matrix of
corresponding eigenvalues with the number of non-zero elements equal to the rank of CY . The columns
of X indeed are orthogonal since

[X]·T,i [X]·,j = [W]·T,i CY [W]·,j = [W]·T,i λ j [W]·,j = λ j [W]·T,i [W]·,j = 0

(18)

and correspond to unequal eigenvalues. It is easily proven that X, deﬁned by W - the eigenvectors of
CY , maximizes the total trace of CX , its determinant and maximizes the Euclidean distance between
the columns of X, see (Basilevsky 1994). Also, the representation minimizes the mean square error
between the observation and its projection as it is equivalent problem to maximizing the variance of X.
We wish to ﬁnd estimates of W and X which minimizes sum of squares,  = Y − XWT , both of
T
  and  T . Assuming that the residuals have homogeneous covariance matrix, that is  T  = σ2 Id
we have

T 

Y − XWT
Q(W, X) =  T  = σ2 Id = Y − XWT

= YT Y + WXT XWT − WXT Y − YT XWT .

(19)

Since both W and X are treated as parameters to be estimated, we minimize Equation (19) by
computing partial derivatives of function Q with respect to them and setting them to zero
∂Q
= −2YT X + 2WXT X = 0
∂W

(20)

and since YW = X
YYT X = YWXT X
YYT X = XXT X

(21)

As we are looking for uncorrelated explanatory variables, for Λ = XT X we get
YYT X = XΛ

(22)

which shows that X and Λ are eigenvectors and eigenvalues of the N × N matrix YYT . What is more,
differentiating Q with respect to X gives
∂Q
= −2YW + 2XWT W = 0,
∂X

(23)

what using similar arguments as above provides with
YT YW = WΛ,

(24)

showing that W and Λ are eigenvectors and eigenvalues of the d × d covariance matrix of Y, CY = YT Y.
4.2. Stochastic Principal Component Analysis
In the following part we consider PCA from the population distribution point of view, i.e.,
instead of the matrix Y, we have a d-dimensional random variable yt which is linearly transformed
into uncorrelated d-dimensional random variable xt . At this stage the Principal Component Analysis
does not require any assumption about the distribution of a random vector yt . The only assumption
we make refers to the projection matrix W and demands its orthonormality. If the random vector yt
has a known mean equal to zero and covariance matrix CY , the model transforms to
yt W = xt
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and implies xt is a d-dimensional multivariate random variable with a diagonal covariance matrix Λ.
If in addition we assume yt to be normally distributed, the lack of correlation imposes independence.
If we consider N realisations of the random variable yt which are placed in rows of the N × d
matrix Y, we have an algebraic problem as introduced in Section 4.1. The conceptual difference is that
in the case of stochastic PCA we work with an estimator of covariance matrix, e.g., a sample estimator
SY = N1 YT Y.
4.2.1. Extending Stochastic Principal Component Analysis to Factor Analysis
In this section we no longer assume the underlying process to be perfectly observed as would be
the assumption typically made in the stochastic version of PCA above. The implication of this can be
interpreted as follows: we no longer assume that the underlying time series of demographic data is
perfectly observed with no observation error. Instead there is an observation error present and the
covariance matrix used in the PCA (deterministic or stochastic-population estimator based analysis)
no longer explains all variation in the response or the time series demographic data. This is practically
important to consider in feature extraction in practice. In this section we brieﬂy introduce this relaxation
and show its relationship to stochastic PCA above.
To discuss the PCA by means of Factor Analysis we need to introduce an additional notation and
variable to our model, that is, an d-dimensional error term, t , and rewrite Equation (25) as
y t = x t W T + t ,

(26)

where yt , xt and t are d-dimensional random vectors. Given N realisations of the random vector,
which are placed in the rows of the matrices Y, X,  respectively, the above problem has the following
matrix form
Yn×d = Xn×d WdT×d + n×d .
(27)
Factor analysis assumes the diagonal covariance structure of t . It differs from the PCA model
discussion from the previous subsections as the components given by xt and W accounts for correlation
between elements of yt and only part of the variation (in standard PCA xt and W account for the entire
variance) since

T 

EytT yt = E xt WT + t
= WΛWT + Ψ.
(28)
x t W T + t
If we assume multivariate distribution of xt ∼ N (0, Id ) and et ∼ N (0, Ψ) we obtain conditional
independence of yt given latent variable xt , i.e.,


yt |xt , W, Ψ ∼ N xt WT , Ψ .

(29)

as Ψ is diagonal. Recall that the variable xt reproduces all correlations between components of yt .
Imposing normality assumptions on yt and xt enables performing ML estimation of xt , W and Ψ with
optimality properties.
The marginal distribution of yt is then calculated by the integration of the joint distribution of yt
and xt (which is given via chain rule)
π (yt , xt |W, Ψ) = π (yt |xt , W, Ψ)π (xt |W, Ψ)

= (2π |Ψ|)− 2 exp {−
d

1
yt − xt W T Ψ −1 yt − xt W T
2

T

d
1
} (2π )− 2 exp{− xt xtT }
2

(30)

with respect to the random variable xt , that is
π (yt |W, Ψ) =


Rd

d
1
π (yt , xt |W, Ψ)dxt = (2π )− 2 |C|−1 exp {− yt C−1 ytT }
2
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for C = WWT + Ψ where |C| denotes the determinant of the matrix. Hence, yt |W, Ψ ∼


N 0, WWT + Ψ . Notice that since Ψ is diagonal, the correlation structure between components
yt is speciﬁed by the matrix W.
Link to Principal Component Analysis
If we assume that the error term t is homogeneous, that is Ψ = σ2 Id for σ2 > 0, then the problem
of ﬁnding W by means of PCA given C = WWT + σ2 Id is identiﬁable (see further discussions in
(Tipping and Bishop 1999))
Having the eigendecomposition of the covariance matrix, C = Ud×d Ld×d UT , for diagonal matrix
L and orthonormal matrix U, we have





(32)
0 = (C − L)U = WT W + σ2 Id − L U = WWT − L − σ2 Id U.


Thus, the matrix Λ = L − σ2 Id and U are matrices of eigenvalues and corresponding
T
eigenvectors of WW . Since λi = li − σ2 ≥ 0, the scalar σ2 can be chosen as the smallest diagonal
1
element of Λ. Then the factors loadings are given by P = UΛ 2 .
PCA as a Limiting Case of Factor Analysis
The assumption of the isotropic error term is crucial in order to establish the link between Factor
Analysis and PCA. Standard derivation of PCA does not account for any error term. However, we can
perceive PCA as a limiting case for σ2 → 0. Then, as noted in (Roweis 1998), PCA is a limiting case
of the linear Gaussian model as the covariance matrix becomes inﬁnitesimally small and equal in all
directions. This has an effect that the likelihood of a point yt is dominated by the squared residuals
between the observation and its projection xt WT . As the σ2 tends to zero, the posteriori over states xt
collapses to a single point and its covariance becomes zero since




 −1
, σ 2 M−1
yt W W T W + σ 2 Id

 −1 

σ 2 →0
.
−−−→ δ xt − yt W WT W

xt |yt , W, σ2 ∼ N

(33)

The form of conditional probability xt |yt , W, σ2 is justiﬁed in Section 5.1.
4.2.2. Missing Values
Until now, we assumed the data did not contain any missing observations. However, in many
demographic time series there are numerous types of missing data. This is therefore an important
aspect to address in the feature extraction.
When considering missing values we need to incorporate additional variables which describe
a distribution of missing observations. Let us denote yt = (yot , ym
t ) to be a real valued d-dimensional
random vector, where yot is a sub-vector of observed entries of yt and ym
t is a sub-vector of unobserved
entries, i.e., missing. The indicator random variable rt decides which entries of yt are missing denoting
them by 1, otherwise 0. Recall, that a single observation consists of the pair (yot , rt ) with distribution
parameters (Θ, Θr ) respectively. We assume the parameters to be distinct. The likelihood of parameters
is proportional to the conditional probability yot , rt |Θ, Θr that is
π (yot , rt |Θ, Θr ) =



r
m
π (yot , ym
t , rt | Θ, Θ ) dyt =
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In our study, we assume the pattern of missing data to be MAR-missing at random as deﬁned in
(Little and Rubin 2002). The assumptions imposes the indicator variable rt to be independent of of the
value of missing data. Then the vector yt which is MAR satisﬁes
π (rt |yt , Θ) = π (rt |yot , Θ).

(35)

what results in
π (yot , rt |Θ, Θr ) = π (rt |yot , Θr )



o
r
o
π (yt |Θ) dym
t = π (rt | yt , Θ ) π (yt | Θ )

(36)

Under the MAR assumption, the estimation of Θ via maximum likelihood of the joint distribution
yot , rt |Θ, Θr is equivalent to the maximisation of the likelihood of the marginal distribution yot |Θ. Hence,
we do not worry about the distribution of the indicator random variable rt and the joint distribution
of yot and rt . If the assumption about MAR does not hold, one needs to solve the integral from
Equation (34) in order to maximize the joint likelihood.
5. Efﬁcient Probabilisitic PCA Feature Extraction in the Presence of Missingness via
EM Algorithm
The combination of PCA with missingness and the Factor Analysis leads us to the
“Probabilistic PCA” which can be estimated via Expectation Maximisation framework as described
below. This is an exceptionally efﬁcient and numerically stable approach to apply in practice.
Let us consider d × 1 vector of observable demographic data that we wish to extract features from,
where it is denoted at time t by vector yt . We seek k-dimensional uncorrelated latent vector xt which
provides the most meaningful model of yt ,
yt = xt WdT×k + t

(37)

We aim for WT W = Ik (i.e., orthonormality of the projection matrix), however it is not
assumed in the estimation process. We assume the multivariate normal priori distributions of the k


dimensional latent variable xt ∼ N (0, Ik ) and the error term t ∼ N 0, σ2 Id . Given N realisations of
observable variable yt , the sample model has a form
Y N ×d = X N ×k WdT×k + N ×d

(38)

where single realisations are placed in rows of Y, X and , respectively.
Our goal is to estimate coefﬁcient matrix W, scalar σ2 and ﬁlter realisations of latent variable xt
employing Expectation-Maximisation (EM) algorithm. The steps and derivation of the algorithm have
been described in (Rubin and Thayer 1982) where no missigness in assumed. The authors use the
results introduced by (Dempster et al. 1977) for factors treated as missing data. The EM algorithm
uses the complete data logliklehood, i.e., the logarithm of the likelihood of yt , xt |W, σ2 Equation (30)
given by


N
(39)
Lyt ,xt |W,σ2 (σ2 , W; y1:N , x1:N ) = ∏ π yn , xn |W, σ2
n =1

for yn = [Y]n,· , and maximizes the expression Equation (39) which is integrated with respect to the
unobserved values of xt . The algorithm is summarized by the following two steps
1. Expectation step: Expectation of the loglikelihood function of the join distribution of yt , xt given by
Equation (30) with respect to the conditional distribution xt |yt , W, σ2


Q W, σ2 |W∗ , σ∗2 = Ext |yt ,W,σ2 log Lyt ,xt |W,σ2 (σ∗2 , W∗ ; y1:n , x1:n )
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2. Maximisation step: Finding W∗ and σ∗2 that maximize Q W, σ2 |W∗ , σ∗2



W∗ , σ ∗2 =

argmax

W∗ ∈Rd×k ,σ∗2 >0



Q W, σ2 |W∗ , σ∗2

(41)

The Expectation step (E-step) provides with the expectation Equation (40) of complete data
likelihood Equation (39) based on y1:N and assumes W and σ2 to be known. It uses the observed data,
current estimates of parameters and the distribution of missing values conditioned on these elements.
The Maximisation step (M-step) maximizes the expectation Equation (40) with respect to W∗ and σ∗2
as if it was based on complete data information. In the paper (Dempster et al. 1977), the author proofs
that the loglikelihood Equation (39) is non-decreasing on each iteration of the algorithm and provides
with conditions that ensure its convergence (Theorem 1 and Theorem 2 in paper (Dempster et al. 1977),
respectively).
We derive the steps of the algorithm using the assumptions of the normality of yt and xt given
at the beginning of the section. As mentioned in (Dempster et al. 1977), the convexity of regular
exponential families (where normal distribution belongs to) ensures the uniqueness of the maximizers
computed in the M-step. Also, the normal distribution provides us with the closed forms of the
moments used in subsequent steps of the algorithm. Hence, it simpliﬁes the computations.
5.1. Expectation Step and Its Maximum
Finding the expectation Equation (40) requires specifying the conditional distribution of xt given
observations yt and parameters. It is given via Bayes’ rule as
π (xt |yt , W, σ2 ) =

π (yt |xt , W, σ2 )π (xt |W, σ2 )
π (yt |W, σ2 )

(42)



and results in xt |yt , W, σ2 ∼ N yt WM−1 , σ2 M−1 for M = WT W + σ2 Ik . Given N realisations of yt ,
the expectation of the logliklihood with respect to the conditional distribution of xt is equal to
Theorem 1. The expectation of the E-step, Ext |yt ,W,σ2 log Lyt ,xt |W,σ2 (σ∗2 , W∗ ; y1:N , x1:N ) , is given by


∗

Q W, σ |W , σ
2

∗2



=



π (xt |yt , W, σ ) log
2

Rk

4

N

∏π

n =1



∗

yn , xn | W , σ

∗2




dxt


d
1 
1
log σ2 + tr E xnT xn |yt , W, σ2 + 2 yn ynT
2
2
2σ
n =1
5

1
1
− 2 E xn |yt , W, σ2 W∗T ynT + 2 tr W∗T W∗ E xnT xn |yt , W, σ2
σ
2σ

=−

N

∑

(43)

for the corresponding moments of the conditional distribution xn |yt , W, σ2

E xn |yt , W, σ2

1× k

E xnT xn |yt , W, σ2

= yn WM−1

k×k

= σ2 M−1 + E xn |yt , W, σ2

T

E xn |yt , W, σ2

(44)

Proof. Please refer to the results of (Rubin and Thayer 1982).
The M-step of EM algorithm uses the computed expectation and maximizes it with respect to the
static parameters W∗ and σ∗2 . The maximizes are given by
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Theorem 2. The maximizers of Q W, σ2 |W∗ , σ∗2 are the solution to the set of the problems
∂Q
= and are given by
∂σ∗2
W∗d×k =

N

∑

n =1


ynT E xn |yt , W, σ2
4

N

∑

n =1

E xn |yt , W, σ2

T

∂Q
∂W∗

= 0 and

 −1

E xn |yt , W, σ2

T
1 N
yn ynT − 2yt W∗ E xn |yt , W, σ2
Nd n∑
=1
5

T
.
+tr E xn |yt , W, σ2 E xn |yt , W, σ2 W∗T W∗

σ ∗2 =

(45)

The iteration over E-step and M-step provided by Theorem 1 and 2 can be replaced by iterations
over one combined step, as noted in (Tipping and Bishop 1999), which for iterations i and i + 1 is
given by

 −1
1: W(i+1) = SW(i) σ(i)2 Ik + M−1 W(i)T SW(i)

1 
2: σ(i+1)2 = tr S − SW(i) M−1 W(i+1)T
d


until the convergence of Q W(i) , σ(i)2 |W(i+1) , σ(i+1)2 when M = W(i)T W(i) + σ(i)2 Ik and S =

(46)

1 T
N Y Y.

5.2. The Maximum Likelihood Estimation—The Convergence of EM Algorithm
The work of (Dempster et al. 1977) proves that EM algorithm for the normal distribution always
converges to local maximum. Recall that the solution provided by EM algorithm converges to the
solution obtained by maximizing the likelihood of marginal distribution yt |W, σ2 , given by




N
Lyt |W,σ2 W, σ2 ; y1:n = −
d log(2π ) + log |C| + tr C−1 S
2

(47)

where Sd×d = N1 ∑nN=1 ynT yn and C = WWT + σ2 Id . The MLE estimator of W given by the likelihood
Equation (47) is a solution to the following ﬁx point equation
∂Lyt |W,σ2
∂W



= N C−1 SC−1 W − C−1 W = 0 ⇒ W = SC−1 W

(48)

We may distinguish tree possible cases to the above solution:
Case 1: W = 0
The solution to this case is treated as a minimum of the log-likelihood.
Case 2: S = C
The equality implies that d − k smallest eigenvalues of S be equal to σ2 and the problem is
indeﬁnable since WWT = S − σ2 Id . Given the eigendecomposition of S, that is
S = Ud×d Λd×d UdT×d

(49)

for orthonormal matrix U such that UT U = Id and diagonal matrix Λ with non-negative entries,

1
the matrix W is equal to W = U Λ − σ2 Id 2 RT where Rk×d is an arbitrary rotation matrix.
The case is proven in Section 4.2.1.
Case 3: W = 0 and S = C
In order to compute the solution to Equation (48) we use the singular value decomposition of W,
that is
(50)
W = Vd×k Lk×k RkT×k
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where V and R are real valued orthogonal matrix by columns, and L is non-negative diagonal matrix.
Using C = WWT + σ2 Id we apply the above facts to the problem deﬁned by the ﬁx point equation
Wd×k = SC−1 W

 −1
VLRT = S VLRT RLVT + σ2 Id
VLRT
 −1

VLRT = S VL2 VT + σ2 Id
VLRT

(51)

VL2 VT + σ2 Id = S
UL2 L + σ2 Id VL = SVL


V L2 + σ2 Ik L = SVL
Notice that
Sv j = (σ2 + l 2j )v j

(52)

where v j = [V],j and l j = [L] j,j . Hence, the vectors v j are eigenvectors of the estimated covariance
matrix S. Using the eigendecomposition of S given by Equation (49), we see that v j corresponds to
the eigenvectors of S, u j with eigenvalues λ j = l 2j + σ2 . Since L has a different dimension than Λ,
we express it as
1

L = (K − σ 2 Ik ) 2

(53)

where [K] j,j = λ j is an j eigenvalue of S and corresponds to the j eigenvector of S, u j . In a case when
l j = 0, the eigenvector v j is arbitrary and [K] j,j = σ2 . The scalar σ2 is estimated as average of i > k
eigenvalues of S.
The remaining question is if the EM algorithm converges to the global maximum. If the stationary
points of the likelihood with respect to W which are spanned by minor eigenvectors (the eigenvectors
with corresponding negligible eigenvalues), are stable, then the convergence is not guaranteed.
However, we can show that any eigenvectors which does not correspond the highest eigenvalues of S
is a saddle point of the logliklihood and does not provide stable solutions. For the detailed discussion
please refer to (Tipping and Bishop 1999). The authors highlight the case when all d − k discarded
eigenvalues are equal to the smallest major principal eigenvalue(s). They show that such a situation
provides with maximum spanned by principal eigenvectors and noise distribution (corresponding to
the smallest principal eigenvalue(s), which become(s) zero).
5.3. The EM Algorithm for Incomplete Data
Until now, we developed the EM algorithm for Probabilistic PCA under the assumption that
the data does not contain any missing values. In Section 4.2.2 we introduced the background of how
we are going to treat missing entries of the observation. We assume them to be Missing-At-Random
what allows us to ignore the existence of indicator variable rt while estimating W and σ2 . Given the
m
vector of an observation with missing entries yt = (yot , ym
t ), EM algorithms treats yt as an additional
latent variable to xt in the model Equation (37). The expectation of the joint logliklihod Equation (30)
o
2
is computed with respect to the conditional distribution of xt , ym
t |yt , W, σ and provides with the two
following steps:
1. Expectation step: Expectation of loglikelihood function of join distribution of yt , xt |W, σ2 given by
o
2
Equation (30) with respect to conditional distribution xt , ym
t |yt , W, σ


$
%
Qm W, σ2 |W∗ , σ∗2 = Ext ,ym |yo ,W,σ2 log Lyt ,xt |W,σ2 (σ∗2 , W∗ ; y1:n , x1:n )
t

t
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2. Maximisation step: Finding W∗ and σ∗2 that maximize Qm W, σ2 |W∗ , σ∗2



W∗ , σ ∗2 =

argmax

W∗ ∈Rd×k ,σ∗2 >0



Qm W, σ2 |W∗ , σ∗2

(55)

We need to specify the moments of a conditional distribution of latent variables given the
m o
2
observation vector, when we include the latent variable ym
t . The conditional distribution xt , yt |yt , W, σ
is obtained via Bayes’ rule as


 


o
2
o
2
π xt , ym
= π xt |yt , W, σ2 π ym
t |yt , W, σ
t |yt , W, σ

(56)

Given N realisation of yt with arbitrary missing entries, the expectation step has a form


$
%
Qm W, σ2 |W∗ , σ∗2 = Ext ,ym |yo ,W,σ2 log Lyt ,xt |W,σ2 (σ∗2 , W∗ ; y1:N , x1:N )
t
t




N
o
2
∗ ∗2
=
π (xt , yt |yt , W, σ ) log ∏ π yn , xn |W , σ
dxt dyt
Rk ×Rd

n =1

4




d
1 
1
=−∑
log σ∗2 + tr E xnT xn |yot , W, σ2 + ∗2 tr E ynT yn |yot , W, σ2
2
2
2σ
n =1

5


1
1
− ∗2 tr W∗ E xnT yn |yot , W, σ2 + ∗2 tr W∗T W∗ E xnT xn |yot , W, σ2
σ
2σ
N

(57)



where E xnT xn |yot , W, σ2 are derived in Equation (44) and need adjustment for missing data. The other
moments of the conditional distribution xt , yt |yot , W, σ2 need to calculated.
o
2
5.3.1. The Moments of Joint Distribution xt , ym
t |yt , W, σ .

The ﬁrst component of the conditional probability Equation (56) is given by Equation (42).
For simplicity assume for a moment yt = (yot , ym
t ) ∼ N (0d , Cd×d ) for a covariance matrix

Cd × d

Coo
=
Cmo

Com
Cmm

(58)

where indexes o and m correspond to the locations of observed and missing entries of the random
vector yt . As shown in (Little and Rubin 2002), the joint distribution yt |yot under MAR assumption is
multivariate normal, that is



yot
0
0
yt |yot ∼ N
,
.
(59)
1
−1 C
yot C−
0 Cmm − Cmo Coo
om
oo Com
since
o
π (ym
t | yt ) =

o
π (ym
t , yt )
o
π (yt )

(60)

As derived in (Jamshidian 1997), the covariance matrix of the marginal distribution yt |W, σ2 is
equal to

T
Wo WoT + σ2 Ido
Wo Wm
C=
(61)
T + σ2 I
Wm WoT
Wm Wm
dm
where do and dm such that do + dm = d are numbers of elements observed and missing (which can be
zero) respectively, m and o are the indexes of matrices denote sets of rows which correspond to missing
and observed values of yt , respectively (recall that columns of matrix W correspond to values of xt ).
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Having above in mind, we can compute the following moments of the conditional distribution
xt , yt |yot , W, σ2 are given by an alternative theorem to the Theorem 1 which accounts for the incomplete
data case.
Theorem 3. The expectation of the E-step, Ext |yt ,W,σ2 log Lyt ,xt |W,σ2 (σ∗2 , W∗ ; y1:n , x1:n ) , where
yt = (yot , ym
t ), is given by


 
Qm W, σ2 |W∗ , σ∗2 =
4

Rk ×Rd

π (xt , yt |yot , W, σ2 ) log

N

∏π



n =1

yn , xn | W∗ , σ ∗2




dxt dyt




d
1 
1
log σ∗2 + tr E xnT xn |yot , W, σ2 + ∗2 tr E ynT yn |yot , W, σ2
2
2
2σ
n =1

5


1
1
− ∗2 tr W∗ E xnT yn |yot , W, σ2 + ∗2 tr W∗T W∗ E xnT xn |yot , W, σ2
σ
2σ

=−

N

∑

(62)

for the corresponding moments of the conditional distribution xn |yot , W, σ2

E
E
E
E
E

yn |yot , W, σ2

1× d

yon

=
o
2
E ym
|
y
n t , W, σ






T
0
o
2
E yn |yot , W, σ2
1
T + E yn |yt , W, σ
d×d
Cmm − Wm WoT C−
oo Wo Wm

 −1
= E yn |yot , W, σ2 W WT W + σ2 Id
xn |yot , W, σ2
1× k

 −1
T
T
o
= σ 2 W T W + σ 2 Id
+ E xn |yot , W, σ2 E xn |yot , W, σ2
xn xn |yt , W, σ2
k×k

T
0
T
o
2
=
+ E xn |yot , W, σ2 E yn |yot , W, σ2
xn yn |yt , W, σ
1W
k×d
Wm − Wm WoT C−
o
oo
0
=
0

ynT yn |yot , W, σ2

(63)

Proof. We can ﬁnd the corresponding steps of calculation in (Jamshidian 1997).


5.3.2. The Maximizers of Qm W, σ2 |W∗ , σ∗2
The M-step of EM algorithm uses the computed expectation deﬁned in Theorem 3 and maximizes
it with respect to the static parameters W∗ and σ∗2 . The corresponding values of the maximizes are
given by


Theorem 4. The maximizers of Qm W, σ2 |W∗ , σ∗2 are the solution to the set of the problems
m
∂Q
= and are given by
∂σ∗2

W∗d×k =
σ ∗2 =

N

∑

n =1

1
Nd

E xnT yn |yot , W, σ2

N

∑ tr

n =1



T



N

∑

n =1

E xn |yot , W, σ2

T

E xn |yot , W, σ2

E ynT yn |yot , W, σ2 − 2W∗ E xnT yn |yot , W, σ2

+E xn |yot , W, σ2

T

E xn |yot , W, σ2 W∗T W∗



∂Qm
∂W∗

= 0 and

 −1

(64)



Proof. We need to replace the moments of conditional distribution xt |yt , W, σ2 in the proof of the
Theorem 2 with the corresponding moments of xt |yot , W, σ2 derived in Theorem 3. Also, we need
to replace terms of yt by its moments related to the joint distribution xt , yt |yot , W, σ2 also given
in Theorem 3.
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5.4. The Algorithm
The steps of computing eigenvectors and corresponding loadings are summarized in the following
algorithm. Firstly, we standardized data using information from observed values stored in Y N ×d .


The estimator of location and variance, Θ N = μ̂, σ̂2 is a function of the non missing values of
observation vector y among its N realisations. We execute PPCA on standardized data following two
steps: the expectation and maximisation step.
Algorithm 1 Probabilistic Principal Component Analysis with missing values
1:
2:
3:
4:

for j = 1, . . . , d do


Compute Θ N [Yo ]·,j = (μ̂ j , σ̂j2 )
 
[Yo ]·,j −μ̂ j
Standardize data Ỹo ·,j =
σ
j

end for

5:



Ỹm = 0 and Ỹ = Y˜o , Ỹm

6:

Initialise: ε, i = 0, W(0) = W0 , σ2(0) = σ02 ,

7:

repeat

8:

9:

10:
11:

E-step: Compute corresponding moments from Equation (62) for


Q m W( i ) , σ 2( i ) | W( i ) , σ 2( i )


M-step: Compute maxima of Qm W(i) , σ2(i) |W, σ2 from Equation (64):


W(i+1) , σ2(i+1) = argmaxW∈Rd×k ,σ2 >0 Qm W(i) , σ2(i) |W, σ2
i = i+1
until a convergence criterion is satisﬁed

6. Statistically Robust Feature Extraction for Stochastic Principal Component Analysis
Until this point, we have assumed that any stochastic noise or observation errors in the
demographic data is in some sense “well behaved”, for instance: additive, light tailed, symmetric and
zero mean. In this section we relax this inherent assumption by developing a class of robust estimators
that can withstand violations of such assumptions which routinely arise in real data observations,
especially as we will demonstrate in demographic data. Furthermore, we have assumed that the data
is generally temporally stationary over the time period of study. If any of these assumptions does
not hold then this has an inﬂuence from a statistical perspective for the real data analysis. In such
cases we recommend to resort to implementation of feature extraction methods which are more robust
(in a statistical sense) to violations of such features.
When non-robust feature extraction methods are naively utilised in the presence of violations
of these implicit statistical assumptions it can lead to misleading feature extraction and falsify the
information content of these features, leading to bias or variance enhancements in the forecast from
stochastic mortality models incorporating such features.
Therefore, it is critical to ensure that the feature extraction is appropriately performed. To avoid
or to robustify the feature extraction techniques presented previously against violations of such
statistical features such as non-stationarity, heavy tails, hetroskedascity, non-Gaussianity one can turn
to robust statistical methods. This can strongly inﬂuence the ﬁndings based on such demographic
feature extractions. Therefore, in this section we demonstrate a statistically rigorous approach to
perform feature extractions as detailed previously in a robust estimation and feature extraction
extended framework.
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To achieve this, we ﬁrst recall some basics of robust statistical inference, primarily targeting the
robust estimation of location and scale or mean and covariance, as will be directly relevant in the
stochastic PCA based methods proposed above.
Regardless if we work with standard or probabilistic PCA, the most straightforward method
to improve its statistical robustness, is to employ estimators of the covariance matrix which are less
sensitive to outlying data points.
6.1. Robust Estimators of Mean and Covariance Matrix
To introduce the concept of statistically robust estimation for feature extraction in demographic
data, we ﬁrst introduce what exactly we mean by statistical robustness of feature extraction.
This requires a short set of formal deﬁnitions.
Let us deﬁne an estimator Θ as a functional on the domain of distribution functions.
We exchangeable use the deﬁnition of an estimator as a function of the d-dimensional sample y1 , . . . , y N ,
denoted by Θ N . In the following part we drop the time related index of the random variable and
denote it by the y. The empirical distribution deﬁned by sample is denoted by FN . The true population
distribution and density functions of y are denoted by capital letter F and f .
6.1.1. Concept of Robustness
We consider robustness according to two measures: a measure of local robustness and secondly
a measure of global robustness. The two measures are deﬁned by a -contamination set of a distribution
functions, that is
Deﬁnition 1. F is a contamination neighbourhood of distribution F deﬁned as

F = { G : G = (1 − ) F + H, for H any distribution }

(65)

given fraction of contamination 0 ≤  ≤ 1.
One can then deﬁne the local robustness of an estimator Θ as measured by inﬂuence function
given in Deﬁnition 2.
Deﬁnition 2 (Inﬂuence function). The inﬂuence function of an estimator Θ on the domain of distribution
function is deﬁned as
Θ ((1 − ) F + δx0 ) − Θ( F )
(66)
IF (x0 , Θ, F ) = lim

 →0
where δx0 is a probability measure which puts mass 1 at the point x0 if (1 − ) F + δx0 is included into the
domain of Θ.
The inﬂuence function is a crucial information to calculate asymptotic variance and efﬁciency of
an estimator as
√ 
√
n (Θ( FN ) − Θ( F )) = N
IF (y, Θ, F ) dFN (y) + · · ·
(67)
Rd

where we used Tylor expansion of the empirical distribution function FN around true population
distribution function F.
The inﬂuence function provides us with the knowledge how  contamination on a point x0
changes the information about the true distribution of the random variable y which is given by Θ.
Thus, it is perceived as a local measure of robustness. To measure global robustness, one can examine
a breakdown point ∗ of estimator Θ N at the true population distribution F, given in Deﬁnition 3.
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Deﬁnition 3 (Breakdown point). The ﬁnite-sample breakdown point ∗ of an estimator Θ N at the true
population distribution F is deﬁned as
∗ := sup{ ≤ 1 : sup |Θ N ( G )| < ∞}
G ∈F

(68)

Intuitively, it is understood as the maximal contamination which does not cause the estimator to
loose valid information about the true distribution F. We may deﬁne a ﬁnite sample deﬁnitions of the
breakdown point as
Deﬁnition 4. The breakdown point ∗N of estimator Θ at the empirical population distribution FN is deﬁned as
∗N (Θ, y1 , . . . , y N ) := max{n1 ∈ Z, max

sup |Θ( F̃N )| < ∞}

i1 ,...,in1 z1 ,...,zn
1

(69)

where points yi1 , . . . , yn1 were replaced with arbitrary points z1 , . . . , zn1 .
Having introduced these formal deﬁnitions of what exactly is meant by robust estimators, we
overview the most frequently used estimators of a covariance matrix with respect to their robust
characteristics according to introduced measures. Let us denote μ, C as a mean and covariance matrix
of y.
6.1.2. M-Estimators
In the study of (Maronna 1976) and (Huber and Ronchetti 2009) on the robust estimation of
covariance matrix, the authors deﬁne one of the ﬁrst classes of robust estimators, called M-estimators,
which are a generalized version of Maximum Log-liklihood Estimators (MLE) where
N

Θ N = arg max ∏ f (yn ) ⇔ Θ N = arg min

N

∑ − log f (yn ).
Θ∈Ω

Θ ∈ Ω n =1

(70)

n =1

The idea behind M-estimators, is to replace the density function in Equation (70), f , with function
ρ : R+ → R which down weights outliers, that is
Deﬁnition 5 (M-estimators). The M-estimator of a parameter Θ is deﬁned as a solution to the problem
Θ N = argmin
Θ∈Ω

N

∑ ρ ( d n ).

(71)

n =1

for a function ρ : R+ → R where d2n = (yn − μ) C−1 (yn − μ) T is a Mahalanobias distance of yn .
Remark 3. If ρ is a continuous function, denoting its derivative ρ = ψ, the estimator Θ̂ N satisﬁes
N

∑

n =1
N

ψ(dn ) − 1
C 2 ( yn − μ ) = 0
dn

1
ψ(dn ) − 1
C 2 ( yn − μ ) T (yn − μ ) C− 2 = 0
d
n
n =1

(72)

∑

which are the robust analogue of the typical normal type equations one would solve in MLE estimations in
regression for instance.
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Remark 4. If we additionally assume that y is a random vector from elliptical family with density of the form


1
f (y; μ, C) = c−1 |C|− 2 g d2 (y, Θ) .

(73)

with g : R+ → R+ being a density generator of random variable y, the solution to the problem Equation (71) is
equivalent to
ψ(dn ) − 1
C 2 (yn − μ ) = 0
dn
n =1
N

∑

(74)

1
1
ψ(dn )
∑ d n C− 2 ( yn − μ ) T ( yn − μ ) C− 2 = Id
n =1

N

More generalized notation is used in (Maronna 1976) and (Huber and Ronchetti 2009) who
introduce functions u1 , u2 : R+ → R to rewrite Equation (74) as follows in Deﬁnition 6.
Deﬁnition 6. The M-estimator Θ N of the parameter Θ of a location and scatter of random variable y from
elliptical family, is deﬁned as a solution to
N

∑ u 1 ( d n ) (yn − μ ) = 0

n =1
N

∑

n =1

(75)

 
1
1
u2 d2n C− 2 (yn − μ) T (yn − μ) C− 2 = Id

for functions u1 , u2 : R+ → R, given its N realisations.
The authors provide conditions for u1 and u2 to ensure existence and uniqueness of Equation (75)
and its normal asymptotic distribution with − 12 convergence. (Maronna 1976) proves the breakdown
1
point of Equation (75) to be very sensitive to dimensionality of the data as ∗ = d+
1.
Recall that in this study, we want to compute a variance of every variable rather than a covariance
matrix (Algorithm 1) what makes a M-estimator a very suitable tool. What is more, the robustness of
M-estimators does not depend on the sample size. It is another advantage of an M-estimator when
working with population data as has a very limited number of observation available.
Remark 5. As an example of function u1 and u2 , (Huber 1964) gives the following
u1 ( s ) =

ψH (s, k )
ψ (s, k2 )
, u2 ( s ) = H
, ρ H (s) =
s
s

&

1 2
2s
1
1 2
2 |s| − 2 k

|s| < k

(76)

|s| ≥ k

for ψH (s, k ) = ρ H (s, k ) and the tuning constant k.
Deﬁning estimator with ρ H is proven to have the minimal maximal asymptotic variance of all
afﬁne invariant estimators under the assumption that the sample y1 , . . . , y N is normally distributed
with zero mean and identity covariance matrix.
For the problem of only scatter estimation, (Tyler 1987) introduced a function u2 (s) = ds , which is
investigated in details by (Frahm and Jaekel 2010).
Deﬁnition 7. Tyler’s estimator of an covariance matrix for unbounded function u2 (s) =
by solving
d N
( yn − μ ) T ( yn − μ )
= C.
∑
N n =1 ( yn − μ ) C−1 ( yn − μ ) T
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Lemma 1. Under the assumption of generalized elliptical distribution of y, the solution Equation (77) exists
and is unique up to the scalar parameter.
Recall that u2 is not bounded and hence does not satisfy the conditions described in (Maronna 1976)
or (Huber and Ronchetti 2009). Therefore the uniqueness can be obtain up to the scaling parameter.
Lemma 2. if y belongs to generalized elliptical distribution, Tyler’s estimator from Deﬁnition 7 is strongly
consistent with true covariance matrix, if it exists, up to the scaling factor and has normal asymptotic distribution
with convergence rate − 12 .
The asymptotic variance of Tyler’s M-estimator, which was analysed i.e., by the author of
(Tyler 1987), is proven to have the lowest maximum bias among all normally distributed estimators for
symmetric elliptical family random variables.
For a point contamination, the maximal breakdown point of the estimator is equal to ∗ = 1d
as proved in (Tyler 1987). The later study shows that for any other contamination, the maximal
breakdown point is between
1
1
≤ ∗ ≤
(78)
d+1
d
Furthermore, Tyler’s M-estimator is an MLE estimator of angular Gaussian distribution. To show
this property we use the following Lemma
1

Lemma 3. If y has generalized elliptical distribution then y =d μ + RC 2 u for u being uniformly distributed
random variable on the unit d dimensional sphere and R being a scalar variable.
Recall that R is a component which is responsible for generating tails of y distribution.
Remark 6. If R is absolutely continuous and independent from u, the generator of probability density function
√
r −1
Γ( r )
of centred y, ỹ, is given by f (ỹ) := 2r ỹ− 2 f R ( ỹ) for r = rank(C) and f R being probability density
2π 2

function of R. Then y is symmetrically distributed.
Remark 7. If the variable R is allowed to be negative and has a dependence structure with uniformly distributed
u, the distribution of y is called generalized elliptical distribution. The generalised elliptical family allows to
model asymmetric and tail dependent distribution of y.
Theorem 5 (Distribution-free Tyler estimator). The estimator introduced by Deﬁnition 7 is distribution-free,
i.e., it does not depend on values of R.
Proof. Following Lemma 3 we can notice that
1

z :=

1

y−μ
RuC 2
uC 2
d
=
= sign( R)
.
1
1
||y − μ|| F
|| RuC 2 || F
||uC 2 || F

(79)

and is robust against extreme realisations of R as does not depend on the values of R. || · || F denotes
the Frobenius norm. Rewriting Equation (77) using N realisations of z, z1 , . . . z N , we obtain
C=

d
N

N

znT zn
d
=
−1 z T
N
z
C
n
n =1 n

∑

C− 2 unT un C− 2
unT un
n =1
N

∑

1

1

(80)

Tyler’s estimator is invariant under any change of distribution of R i.e., it is distribution - free.
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Theorem 6. The estimator introduced by Deﬁnition 7 is MLE estimator of Angular Gaussian Distribution.
1

Proof. Since the probability density function of v =

f v (v) =

Γ

uC 2
1

||uC 2 || F

 
d
2

2π

d
2

is given by
1

| C−1 | 2
||vC

− 12

||dF

.

(81)

Having N realisations of v, v1 , . . . , v N , the logliklihood function is given by


N
d N
+ log |C−1 | − ∑ log vn C−1 vnT
2
2
n =1
n =1


N
N
d
= const + + log |C−1 | − ∑ log zn C−1 znT
2
2 n =1
N

∑ log f v (vn ) = const +

log L(v1 , . . . , v N ; C) =

(82)

Since P d is an open set, the maximizer of log L with respect to C is the stationary point. By setting
∂ log L
=0⇔
∂C−1
N
d
(2C − diagC) −
2
2
NC − d

2snT sn − diag(ỹnT ỹn )
=0⇔
ỹn C−1 ỹnT
n =1
N

∑
T

(yn − μ ) (yn − μ )

N

∑

−1 (y − μ ) T
n
n =1 ( yn − μ ) C

(83)

=0

what is precisely equal to Equation (77).
The solution to the estimation problem of Tyler’s estimator is in a form x = f ( x ) what allows us
to use the ﬁx - point iteration scheme with i + 1 step
C( i +1) =

d
N

(yn − μ ) T (yn − μ )
.
(i )(−1) (y − μ ) T
n
n =1 (yn − μ ) C
N

∑

(84)

Lemma 4. The ﬁx-point algorithm Equation (84) converges to aC for a scalar a > 0.
Proof. Since f (C) =
for a scalar a > 0.

d
N

∑nN=1

(yn − μ ) T (yn − μ )
(yn − μ )C−1 (yn − μ ) T

being continuous on P d , the algorithm converges to C

Following (Tyler 1987), let us deﬁne the following function M : P d → P d such that
M(Γ) =

d
N

1

1

N

Γ 2 ( yn − μ ) T ( yn − μ ) Γ 2

n =1

(yn − μ ) Γ (yn − μ ) T

∑

(85)

The ﬁxed point iteration step Equation (84) can be rewritten as


1
1
C(i+1) = C(i) 2 M C(i)(−1) C(i) 2

(86)



Denoting Γ(i) = C(i)(−1) and M(k) = M Γ(i) we get
Γ(i+1) = Γ(i) 2 M(i)(−1) Γ(i) 2
1
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In order to deal with the lack of uniqueness of the solution to Equation (84), (Tyler 1987) restricts
the search space to the positive deﬁnite symmetric matrices with trace equal to 1 by
Γ(i) 2 M(i)(−1) Γ(i) 2
Γ(i) 2 M(i)(−1) Γ(i) 2
 =


 .
1
1
(
i
)
(
i
)
tr Γ(i) M(i)(−1)
tr Γ 2 M(i)(−1) Γ 2
1

Γ ( i +1) =

1

1

1

(88)

That way, it is ensured that tr (Γ(i+1) ) = 1. In his study, Tyler proves that the convergence of the
sequence Γ(i+1) to a non singular matrix Γ implies M (Γ) = Id
Theorem 7. (Tyler 1987) If the following conditions hold:
1. the sample y1 , . . . , y N does not contains values equal to μ
2. the empirical distribution measure FN of the sample satisﬁes FN (S) < 1d , for S being a any proper
subspace of Rd
3. for some the mth smallest eigenvalue of Γ(i) , it is holds that λm,d > rankd(S) FN (S) where S is any proper
subspace of Rd

then Γ(i) → Γ and M (Γ) = Id .
Remark 8. Generally, to deal with lack of uniqueness of Equation (84), a common practice is to impose additional
constraints such as |C| = 1 as in (Frahm and Jaekel 2010) or trC = 1 as in (Tyler 1987) or (Sun et al. 2016).
6.1.3. S-Estimators
As the robustness of the class of M-estimators is highly inﬂuenced by dimensionality of the data,
we introduce an extension to the problem Equation (71) and deﬁne class of S-estimator. The class
was ﬁrstly introduced by (Rousseeuw and Yohai 1984) and extended to multivariate setting by
(Davies 1987)
Deﬁnition 8 (S-estimator). S-estimator of a parameter Θ is deﬁned as a solution to
Θ N = min |C| subject to


Θ∈Ω

(89)

ρ (d(y, Θ)) dFN (y) ≥ b0

where the constant b0 is a mean of ρ(dy ), where dy is a Mahalanobias distance of the random vector y under
an assumption of the distribution of y, that is
  
b0 = E ρ dy = E [ρ (||y − μ|| F )] =

Γ

d

 ∞

d
2

0

π2
 

ρ (r ) f (r ) r d−1 dr.

(90)

Function ρ is deﬁned as in Deﬁnition 5.
Remark 9. If ρ is continuous then the problem Equation (89) is an equality.
In the study of (Davies 1987), the author investigates the properties of S-estimators under the
assumption of elliptically distributed y. (Davies 1987) gives the general assumptions on function
ρ : R+ → [0, 1], e.g., being continuous on its domain and zero c such that 0 < c < ∞. The author
proves that under these assumptions and if nb0 ≥ d + 1, Equation (89) has at least one solution for non
singular estimate Θ = (μ, C).
The work of (Davies 1987) proves consistency of the estimator Θ N and its uniqueness under these
assumptions. When additionally ρ has a continuous third derivative, the solution to Equation (89),
is asymptotically normal with − 12 convergence.
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Let us denote  = 1 − b0 . Following (Davies 1987), if N (1 − 2) ≥ N + 1, and the sample is in
general position, that is no more that d points of the sample lies on (d − 1)-dimensional hyperplane,
then the ﬁnite-sample breakdown point is equal to
∗N =

[ N] + 1
⇒ lim n∗ =  = ∗ .
n→∞
N

(91)

In the paper (Lopuhaa 1989), there is introduced an alternative deﬁnition of S-estimators,
considering function ρ : R+ → [0, ∞) and investigates the relation between S-estimators and
M-estimators. He imposes stronger assumptions on the function ρ than are required to make his
ρ
deﬁnition of S-estimators equivalent to Davis’s deﬁnition (Davies 1987) by transforming ρ → 1 − sup ρ .
Under the assumption of elliptical distribution of y, the author shows that any solution to the
problem Equation (89) satisﬁes Equation (71). He rewrites the problem Equation (89) as the similar to
Equation (74) using Lagrangian
log L N (Θ, λ) = log |C| − λ

1
N



N

∑

n =1

ρ (dn ) − b0

(92)

to obtain the equivalent set of equations
⎧
⎨ 1 ∑ N u ( d ) (y − μ ) = 0
n
n
(Θ N , λ) = argmin log L N (Θ, λ) ⇒ Nd nN=1 u(dn )
⎩ ∑ n =1
y
− μ) T (yn − μ) = C,
(
n
Θ∈Ω,λ∈R
N
v(d )

(93)

n

ψ(s)

for u(s) = s and v(s) = ψ(s)s − ρ(s) + b0 . The term −ρ(s) + b0 substitutes Lagrangian multiplier λ.
Hence, every solution to Equation (89) is a solution to Equation (93) what is M-estimator problem
deﬁned by Equation (75).
The author of (Lopuhaa 1989) argues that S-estimators achieve the same asymptotic variance as
corresponding M-estimators but as dimensionality of data increases, they have higher breakdown
point than M-estimators.
Remark 10. The example of functions which satisﬁes the conditions of uniqueness and existence of Equation (89)
are Tuckey’s biweight functions, that is
&
ρ B (s) =

s2
2
k2
6

−

s4
2k2

+

s6
6k4


 s 2 2
⇒ ψB ( s ) = s 1 −
1[−k,k] (s)
k
|s| ≥ k

|s| ≤ k

The breakdown point of the S-estimator for ρ = 1 −
∗ =

ρB
sup ρ B

[ N (1 − b0 )] + 1
=
N

(94)

is equal to

N
sup ρ B E { ρ B

(y − μ)} + 1

(95)

N

7. Data
The examined data consists of male and female mortality and demographic data obtained
from Human Mortality Database (http://www.mortality.org) for European countries. The Table 1
summarizes the availability of the data for all the countries included into the study.
We use four different sets of mortality data, raw data: Birth counts and Death counts, and life
tables: Life Expectancy at Birth and Death Rates. We conduct separate analysis for female and
male populations.
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The time series vary in terms of the number of available observations. The longest time series is
provided by Swedish and French mortality data, starting from 1751 and 1816, respectively. The shortest
time series are given for Greece and Slovenia, 1983–2014 and 1981–2013, respectively.
With regards to Birth counts and Life expectancy at Birth, the information per country in time
point is one dimensional, i.e., annual counts of live births by sex in year t (Birth counts) or the expected
life span of a person born in year t (Life Expectancy at Birth). Hence, a single observation in these
cases consists of the number of entries equal to the number of countries included into the study, that is
31 listed in Table 1, per gender.
Table 1. The availability of the demographic data per country (Human Mortality Database).
Country

Life Expectancy (E0)

No. Births Death Rate (m x )

No. Deaths

Austria
Belarus

1947–2014

1871–2014

1947–2014

1947–2014

1959–2014

1959–2014

1959–2014

Belgium

1959–2014

1841–2015

1840–2015

1841–2015

1841–2015

Czech Republic

1950–2010

1947–2014

1950–2014

1950–2014

Denmark

1835–2014

1835–2014

1835–2014

1835–2014

Estonia

1959–2013

1959–2013

1959–2013

1959–2013

Finland

1878–2012

1865–2012

1878–2012

1878–2012

France

1816–2014

1806–2014

1816–2014

1816–2014

East Germany

1956–2013

1946–2013

1956–2013

1956–2013

West Germany

1956–2013

1946–2013

1956–2013

1956–2013

Greece

1981–2013

1981–2013

1981–2013

1981–2013

Estonia

1959–2013

1959–2013

1959–2013

1959–2013

Hungary

1950–2014

1950–2014

1950–2014

1950–2014

Iceland

1838–2013

1838–2013

1838–2013

1838–2013

Ireland

1950–2014

1950–2014

1950–2014

1950–2014

Italy

1872–2012

1862–2012

1872–2012

1872–2012

Latvia

1959–2013

1959–2013

1959–2013

1959–2013

Lithuania

1959–2013

1959–2013

1959–2013

1959–2013

Luxembourg

1960–2014

1950–2014

1960–2014

1960–2014

Netherlands

1850–2012

1850–2012

1850–2012

1850–2012

Norway

1846–2014

1846–2014

1846–2014

1846–2014

Poland

1958–2014

1958–2014

1958–2014

1958–2014

Portugal

1940–2012

1886–2012

1940–2012

1940–2012

Russia

1959–2014

1959–2014

1959–2014

1959–2014

Slovakia

1950–2014

1950–2014

1950–2014

1950–2014

Slovenia

1983–2014

1983–2014

1983–2014

1983–2014

Spain

1908–2014

1908–2014

1908–2014

1908–2014

Sweden

1751–2014

1747–2014

1751–2014

1751–2014

Switzerland

1876–2014

1871–2014

1876–2014

1876–2014

United Kingdom

1922–2013

1922–2013

1922–2013

1922–2013

Ukraine

1959–2013

1946–2013

1959–2013

1959–2013

The age speciﬁc information is provided for Death counts and Death Rates. A single observation
per country in time t describes a number of deaths of people with ages from 0 to 110+ (Death counts)
or number of deaths for ages from 0 to 110+ scaled to the size of that population, per unit of time
(Death Rates). The availability of time series is different among age groups. Usually, the shortest time
series are collected for age groups above 100 years.
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Since the Lee-Carter model with the cohort effect has been already reported to be prone to
over-ﬁtting when ﬁtted to short time series (the currently available mortality data is classiﬁed as a short
time series), we decide to work with a data aggregated in the format “5 × 1”, i.e., by 5-year age group
per calendar year. The ages are grouped into following stratiﬁcations: 0, 1–4, 10–14, 15–19, 20–24,
25–29, 30–34, 35–39, 40–44, 45–49, 5–9, 50–54, 55–59, 60–64, 65–69, 70–74, 75–79, 80–84, 85–89,
90–94, 95–99, 100–104, 105–110, 110+ as additing additional latent processes increases the number of
parameters to estimate.
A single observation in Deaths or Death Rates consist of the number of entries equal to the number
of countries included into the study (i.e., 31) times the number of age groups, that is 24. It accounts for
the information in time t available for all 31 countries among all 24 age groups.
7.1. Preprocessing of Data
Human Mortality Database (HMD) team applies several preprocessing procedures that aim to
“clean” Death counts and population sizes before using them in order to calculate and distribute
death rates and life tables. The subsequent steps are discussed in the technical report (Wilmoth et al.
2007). The adjustments are applied in order to distribute people of unknown age across age groups
and splitting data into age categories, i.e., from age stratiﬁcation “5 × 1” to “1 × 1” and from “1 × 1”
to Lexis triangles. The common practice is to use a regression model for splitting deaths counts in
format “1 × 1" to Lexis triangles and apply cubic splines to split “5 × 1” to “1 × 1”. Additionally to
the adjustments applied to Deaths counts, the age speciﬁc population size is estimated using four
methods: linear interpolation, intercensal survival, extinct cohorts and survivor ratios.
The life tables are calculated using Lexis triangles and population sizes. Before death rates are
converted into the probabilities of death, the rates at older ages (80 and above) are smoothed using
logistic regression. The “abridged” life tables are calculated based on the Lexis triangles tables rather
than the raw data. It ensures the both sets of tables to contain identical values of life expectancy and
other quantities.
Recall that the smoothing applied to the mortality data can inﬂuence the feature extraction and
the diminish the effect of robust versus non-robust versions of feature extraction methodology which
we study in this paper. The topic is further discussed in Section 8.
Additionally to the brieﬂy discussed procedures which have been already applied to the data in
HMD, we needed to adjust the data to provide reliable information about missing values. We notice
the ambiguity in labelling unavailable data which is either denoted by “NA” value or “0”. Death Rates,
Birth counts and Life Expectancy at Birth are unlikely to produce values equal to “0”. Hence we
replace all “0” which appeared in these data sets by “NA”. The zeros which appear in Deaths counts
in older age groups are more difﬁcult to handle as there is no certainty whether there was no person in
particular age group who died or the record has missing values. Due to this fact we decided to limit
our analysis to age groups up to 90 and again replace any “0” by “NA”.
7.2. Missing Data
The following subsection is a summary of different types of missingness across countries,
age groups and sexes which occurs in the demographic data set analysed in our study. The ﬁndings
of the subsection are the following: among the Birth related data where a total observation is of
vector-type (one dimensional information per country), the incompleteness of data is due to a general
unavailability of the information per country. However, for Death related data where a total observation
is of matrix-type (a age speciﬁc vector of information per country), we notice a patter of single missing
values in time point which ﬁts deﬁnition of MAR. In the subsequent section with the empirical
analysis of the data set under the derived framework of Probabilistic Principal Component Analysis,
we assumed MAR type of missingness. Extending this assumption requires calculating the integral
from Equation (34) and incorporating it to PPCA framework.
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7.2.1. Observed Patterns of Missingness
Missing data appear when no value is available for a component of the observation vector.
The Probabilistic Principal Component Analysis with missing data discussed in Section 5.3 handles
missing data by ﬁlling them with projection using principal components that are calculated from
available information. Thus, the more missing data is present for a given variable, the less impact this
variable has on the speciﬁcation of the projection over the assumptions. The results for variables with
missing data are more inﬂuenced by our assumption of the distributions from Section 5, as will be
discussed in detail below.
In order to handle missing values we need to understand and study how their pattern. In the
following part we demonstrate the three patterns of missingness which are present in the analysed
data sets:
Type 1: no information about a variable in a few observations for a given country;
Type 2: no information about a variable in all observations for a given country;
Type 3: general unavailability of information about all variables for a country except for a limited set
of observations.
The analysis is conducted separately for four data sets and sexes. We show the results for four
cases where we segment the data among four proportions of missing entries per total observation
with maximal percentage of missing entries equal to: 0%, 25%, 50% and 75%. For instance, a single
observation of Birth counts is 31 dimensional. When we analyse the data set with respect to the case
50%, we exclude all observation, when the number of missing entries per observation is greater than
0.5 × 31 ≈ 15.
In the case of no missing data, that is 0% for Death counts and Death Rates in Females, the number
of rows without missing entries is too small for any signiﬁcant analysis. Due to this fact we drop the
minimal number of columns which have the highest number of missing entries in order to collect
signiﬁcant sample for our analysis.
The results of the analysis are similar among Birth counts and Life Expectancy at Birth and Death
counts and Death Rates. Hence we discuss the patterns of missingness in Number of Births and
Number of Deaths.
7.2.2. Births
The left plot of Figure 1 shows the percentage of missing entries per observation vector of total
births over all countries considered versus calendar years for Births counts disaggregated for Females
and Males. The sample starts in 1751 (Swedish data) and spans to 2014. Until 1946, the sample has
a percentage of missing entries above 50% (the middle vertical red line on the plot). The sample
of case 25% starts in 1950. We observe the same missing values pattern between female and male
population (the corresponding lines for populations overlap and only the black line, corresponding to
male population, is visible).
Figure 2 indicates the availability of data per country (y axis) versus the calendar year (x axis).
The black colour denotes points in time when the data is not available for a given country. The Swedish
data is not labelled by any black entry except in 2014 as it is the longest time series. Recall that the
missing data pattern which is characteristics for this data set is a limited availability of data for a
given country. From the empirical analysis of the data we learn that the missing entries do not appear
randomly. However, it does not violate the assumed behaviour of missingness and we can still proceed
with the methodology of feature extraction described in the previous parts of the paper.
The red vertical lines correspond to the starting points of the subsamples when the maximum
number of missing entries per row (an observation in time) is equal to (from the left side on
corresponding plots) 75%, 50% and 25%. The subsamples for the cases 25% and 0% provide with
principal components which are determined by almost equal sizes of information from every country
included into the analysis for the examined period of time. However, the calculation of the components
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for the subsample in the case 75% is dominated by the time series of countries which are not available
before 1950. Therefore, the calculated features are more prone to be impacted by the distribution
assumptions and convey less information about dynamics present in the examined period of time that
the components obtained from longer time series.

Figure 1. The percentage of missing entries (y axis) per observation vector over time (x axis) for the
Births counts (left plot) and Deaths counts (right plot) for female (blue line) and male (blacke line)
population. Red vertical lines correspond to the starting points in time of samples when maximum of
missing entries is equal to (from the left side on corresponding plots) 75%, 50% and 25%.

Figure 2. The indicator of a missing value (black colour) per country (y axis) over time (x axis) for the
Births counts for female population. Red vertical lines correspond to the starting points in time when
samples with maximum of missing entries is equal to (from the left side on corresponding plots) 75%,
50% and 25%.
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7.2.3. Deaths
The single observation of Death counts is a 504 dimensional vector which reﬂect the numbers of
death per country and age group in time. The proportion of non missing entries per calendar year,
again disaggregated by gender for Death counts is shown on the right plot in Figure 1. The percentage
of missing entries decreases slower than for Births counts (the slope of the curve is ﬂattener) which
indicates the longer distance between the cases 50% and 25%. We notice the discrepancies in the
patterns of missing values between female and male population. Interestingly, the female population
data has no observations without missing values.
It is also informative to demonstrate the pattern of missing values per age group, as displayed
in Figures 3 and 4 below. Red vertical lines correspond to the starting points in calendar time for
the total proportions of missing data corresponding to the cases 50% and 25%. We observe a new
pattern of missing values: particular variables have a few missing observations within the subsample.
The pattern occurs mainly after 1950 in age groups between 1 and 25 (darker shade of blue for single
observations) or in age group 95–100. The other interesting analysis can be done when we display the
patterns of missigness which are present by age and per country, which is shown in Figures 5 and 6,
again disaggregated by gender. The pattern is present only for the subset of countries. For instance,
data related to the Irish population has higher percentage of missing values among only four age
groups. Still, the dominant pattern of missingness is the availability of the information for a country
which is limited to some period of time.

Figure 3. Percentages of missing values (denoted by diffrent colours) per observation for Number of
Deaths for Females per age groups (y axis) over time (x axis). The titles of the subplots indicate the case
of missing values (50%, 75%). The percentage for a given country and given age group is computed
dividing number of missing values by number of countries. Red vertical lines correspond to the starting
points in time when the cases 50% and 25% start (from the left to right side on corresponding plots).
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Figure 4. Percentages of missing values (denoted by diffrent colours) per observation for Number of
Deaths for Males per age groups (y axis) over time (x axis). The titles of the subplots indicate the case
of missing values (50%, 75%). The percentage for a given country and given age group is computed
dividing number of missing values by number of countries. Red vertical lines correspond to the starting
points in time when the cases 50% and 25% starts (from the left to right side on corresponding plots).

Figure 5. Percentages of missing values (denoted by diffrent colours) for Number of Deaths for Females
per country (x axis) and age group (y axis). The titles of the subplots indicate the case of missing values
(25%, 50%, 75%). The percentage of missing values for a given country and an age group is calculated
dividing number of missing values by length of subsample which is different for different cases.
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Figure 6. Percentages of missing values (denoted by diffrent colours) for Number of Deaths for Males
per country (x axis) and age group (y axis). The titles of the subplots indicate the case of missing values
(25%, 50%, 75%). The percentage of missing values for a given country and an age group is calculated
dividing number of missing values by length of subsample which is different for different cases.

8. Feature Extraction from European Demographic Data via Probabilistic Principal
Component Analysis
The following section provides results for the feature extraction using the methodology introduced
in Section 5 and applied to different types of European demographic data sets. The attention is drawn
to the effect of simple and straightforward robustiﬁcation overviewed in the previous sections which
application we demonstrate on overviewed data sets. The main observation from this study is the
difference in the consistency of the features over time and proportion of missigness for two frameworks,
robust and non-robust. The features calculated using the means of robust estimators are more consistent
over time and over different proportions of missigness that their non robust alternatives. It is especially
visible for the features extracted from data that has not been previously preprocessed, e.g., Birth counts.
The effect of robustiﬁcation is smaller if a data set has been smoothed as Life Expectancy at Birth.
8.1. The Assessment of the Methodology
We conduct a comparison between robust and non-robust Probabilistic Principal Component
Analysis (PPCA) in a stochastic setting. We undertake this exercise in order to incorporate the most
meaningful eigenvectors as exogenous factors to the model in Equation (8). Each of the datasets
discussed in the section is treated separately, that is, we compute the eigenvectors for Births, Life
Expectancy at Birth, Deaths and Death Rates. Recall, an observation in time t, yt , conveys the
information about a given data set in calendar year t from the 31 countries listed in Table 1. Hence,
an observation of Births or Life Expectancy is 31 dimensional. Since Deaths and Death Rates carry the
information which is age group speciﬁc, a single observation in these data sets is equal to the number
of countries times the number of age groups.
The following section summarizes the results of PCA according to
• Population: Females and Males;
• Subsamples referring to maximum allowed proportion of missing values per an observation: 0%
(no missing), 25%, 50% and 75% as discussed in Section 7.2;
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• Type of the standardisation procedure: robust and non-robust, which are used for the estimators
of location and covariance in the PPCA framework.
We use M-estimators of the covariance and mean as a robust alternative to the sample estimators.
As discussed in Section 6.1.2, the class of M-estimator has a very good performance in small dimensions
as its robustness is a function of the dimensionality and not the sample size. Since the data we use
is not a long time series and we standardize every variable marginally (Algorithm 1), this simple
estimator should provide us with reliable outcomes. In particular, we consider the Huber type
M-estimators as discussed in Remark 5 which are characterized by normal asymptotic distribution
with convergence rate of 12 and several characteristics ensuring both uniqueness and optimality of the
estimation Additionally, it is the estimator of covariance which has the minimal asymptotic variance
among all estimators for Gaussian data. Thus, the choice is consistent with our assumption of normally
distributed data for the treatment of missingness in the PPCA framework which we outlined in
Section 5.
Among the objects which we analyse are eigenvectors, eigenvalues, scores and Mahalanobias
distances which use estimated covariance matrix Ĉ = WWT + σ2 Id calculated by iteratively evaluated
σ2 and the projection matrix W. The Mahalanobias distance is measured around vector 0 (the data has
been centred), and is therefore given by


d2n := d2 yn , Ĉ = yn Ĉ−1 ynT .

(96)

The results show how distant from the assumed long term mean is a single observation.
The EM algorithm described in Section 5 provides the eigenvectors corresponding to the k largest
eigenvalues. Due to the speciﬁcs of the data (small number of observations), it would be difﬁcult to
incorporate many factors into the model from Equation (8) and achieve reliable estimation results.
This is primarily a result of the curse of dimensionality in the parameter space that would lead in this
case to diffusivity in the resulting likelihood utilised in the estimation. The latent states and static
parameters will become difﬁcult to ﬁlter and estimate. Thus, we limit our analysis to k = 3 main
eigenvectors which explain most of the variability as shows the standard PCA with non missing data
conducted separately for each country showed.
8.2. Births
The results of PPCA for Births counts among Females and Males are similar. It is the outcome
which follows general intuition as there is no external factor which inﬂuences differently the births of
woman and man in European countries. Also, recall that the Birth counts are the least pre-processed
data set in out analysis.
Figure 7 shows the Mahalanobias distances (x axis) of Number of Births over the time (y axis) for
female (a) and male (b) population. Each sub-panel consists of two plots, which present results for data
being standardized by robust (lower plots) and non-robust (upper plots) estimators of the mean and
covariance matrix. Different colours of lines depict distances for subsamples where maximum allowed
proportion of missigness per an observation is 0%, 25%, 50% and 75%. Recall, that the subsamples
starts in different times and therefore the corresponding results are the outcome of the estimation on
different data with different impacts of distribution assumptions.
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(a)

(b)

Figure 7. The Mahalanobias distances obtained using Probabilistic Principal Component Analysis
(PPCA) for Females (a) and Males (b) Births over time (x axis). Different colours of lines correspond to
the cases of different percentages of maximal missing values in a signle observation (light blue (75%),
dark brown (50%), dark blue (25%), light brown (0%)). Every subﬁgure is divided into two subplots
corresponding to robust estimation of standard divinations (upper plot) and sample one (bottom plot).

As expected, the effect of robust standardisation is substantial since the framework
produces features by down-weights outliers in data. The distances which correspond to the robust
standardisation, are more aligned historically, that is, are more ’robust’ when the missingness increases.
It indicates that robust standardisation of data captures more efﬁciently the characteristics of the
population distribution. Recall the earliest non-robust Mahalanobias distance of 50% case which is
very distant from the statistic in the same calendar year but for the 75% missingness case. For the
robust case, the corresponding distances are more aligned what demonstrates the effect of robustness.
Since the subsample of the 75% missingness case is substantially longer, we expect the PPCA
results to be different as the sample captures more regimes present in demographic data. Also,
the sample has higher number of missing values which are estimated using the projection based on
assumption of normal distribution. It also impacts the outcomes of PPCA.
The eigenvalues of estimated covariance matrices are shown in Figure 8. Different colours of
lines highlight eigenvalues which correspond to different cases of missingness. Upper panels show
the results for non-robust framework whereas bottom plots for the robust one. The magnitude of
eigenvalues as well as the spreads between them over different levels of accepted missigness are higher
for robust case.
The 75% case of missigness results in smaller discrepancies between eigenvalues for robust and
non-robust frameworks. The corresponding eigenvectors exhibit similar behaviour what is shown in
Figure 9. The discrepancies between the robust and non-robust eigenvectors are more signiﬁcant for
the cases with smaller proportions of missing values per observation. This outcome can be justiﬁed by
the fact that the case of 75% is more affected by the priori assumptions of the normal distributions.
The discrepancies between two methods of standardisation got smaller as the projection of missing
values starts to dominate the estimation of the principal components. The robust and non-robust
estimators similarly capture the information about the normal distribution.
The blue dotted vertical lines on the plots of eigenvectors disaggregate the outcomes into
developed and developing countries listed in Table 1. Regardless of the case of missingness
(except 75% case) and type of the standardisation, we notice resembling features for countries from
each of the groups.
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We would expect the alignment of the robust scores as it has been observed for the corresponding
Mahalanobias distances. However, the described PPCA methodology does not re-estimate the mean.
The data is centred one during the initialisation. In the presence of missing values, their projection
changes the mean and the data is centred only at the start of the procedure. This, the mean is only
static when there is no missing data. This simpliﬁcation of the framework results in different levels of
the scores in Figure 10.

(a)

(b)

Figure 8. The eigenvalues obtained using PPCA for Females (a) and Males (b) population of Number
of Birthsfor different percentages of maximal missing entries in rows (x axis). Colours of lines
corresponds to different eigenvalues, ﬁrst (light brown), second (dark blue) and third (dark brown)
highest. Every subﬁgure is divided into two subplots corresponding to robust estimation of standard
divinations (upper plot) and sample one (bottom plot).

Figure 9. The eigenvectors (y axis) over the joint distribution of countries (x axis) obtained using PPCA
for Females in Births. Every row of subﬁgure corresponds to a different eigenvector. Every column
corresponds to different case of missing values (0%, 25%, 50% and 75%). The blue line corresponds to
robust standardisation whereas red line to non-robust standardisation of data.
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Figure 10. The scores (y axis) over time (x axis) obtained using PPCA for Females in Births. Colours of
lines correspond to the scores calculated on subsample different cases of missing values (0%, 25%, 50%
and 75%, refer to legend). The plots placed in the ﬁrst row correspond to the results using non- robust
standardization of entry data, where the second row correspond to robust standardisation. The plots
scores, ﬁrst, second and thirds are ordered by columns.

8.3. Life Expectancy at Birth
As mentioned in Section 7.1, Birth counts are the only data set in our analysis, which has been not
modiﬁed or preprocessed before being available in HMD. The stages of several adjustments which
are applied to the Death counts and population sizes result in a smaller number of outliers in Life
Expectancy at Birth. The outcomes of PPCA for the data which is standardized using robust and
non-robust estimators of mean and covariance matrix do not vary so signiﬁcantly as in Birth counts
over different proportions of missigness.
The robust Mahalanobias distances in Figure 11 are slightly more distant than their non-robust
equivalents. However, the distances for different cases of missing values are similarly aligned in both
cases in contrast to Birth counts. We may observe the same pattern among the scores of three principal
components in Figures 15 and 16.
Figures 12, 13 and 14 show eigenvalues and eigenvectors for Females and Males respectively.
Only the results for the 75% case of missingness exhibit more variation among the standardisation
procedures. Since the subsample corresponding to 75% case is signiﬁcantly longer, the discrepancies
can be again rationalized by the two reasons: effect of the priori assumption on distributions in
Section 5 and higher number of captured regimes in the data. Moreover, anakysing the outcomes from
the aggregation among the European countries, we notice that the second eigenvector has opposite
signs for the countries of the two countries groups. Recall that its values are more volatile for the male
population of developing countries (except for the case of 75% of missing values).
The obtained scores for Life Expectancy at Birth are shown in Figures 15 and 16. The levels of
scores are very close to zero. It is an expected outcome as we differenced the data since it exhibits
polynomial trend. The distribution of differences is expected to have zero mean. Hence, the scores are
aligned for all the cases of missingness and distributed around zero what is negligibly affected by the
simpliﬁcation of the discussed framework. However, the two methodologies of the standardisation
result in different magnitudes of scores. Since the corresponding eigenvectors are very similar for two
standardisations, the magnitude is a reliable indicator whether an observation is outlying.
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(a)

(b)

Figure 11. The Mahalanobias distances obtained using PPCA for Females (a) and Males (b) of Life
Expectancy at Birth over time (x axis). Different colours of lines correspond to the cases of different
percentages of maximal missing entries in rows (light blue (75%), dark brown (50%), dark blue (25%),
light brown (0%)). Every subﬁgure is divided into two subplots corresponding to the robust estimation
of standard divinations (upper plot) and sample one (bottom plot).

(a)

(b)

Figure 12. The eigenvalues obtained using PPCA for Females (a) and Males (b) of Life Expectancy
at Birth data for different percentages of maximal missing entries in rows (x axis). Colours of lines
corresponds to different eigenvalues, ﬁrst (light brown), second (dark blue) and third (dark brown)
highest. Every subﬁgure is divided into two subplots corresponding to robust estimation of standard
divinations (upper plot) and sample one (bottom plot).
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Figure 13. The eigenvectors (y axis) over the joint distribution of countries (x axis) obtained using PPCA
for female population of Life Expectancy at Birth. Every row of subﬁgure corresponds to different
eigenvector. Every column corresponds to different level of maximum missing values per observation
(0%, 25%, 50% and 75%). The blue line corresponds to robust standardisation whereas red line to
non-robust standardisation of data.

Figure 14. The eigenvectors (y axis) over the joint distribution of countries (x axis) obtained using
PPCA for male population of Life Expectancy at Birth. Every row of subﬁgure corresponds to different
eigenvector. Every column corresponds to different level of maximum missing values per observation
(0%, 25%, 50% and 75%). The blue line corresponds to robust standardisation whereas red line to
non-robust standardisation of data.
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Figure 15. The scores (y axis) over time (x axis) obtained using PPCA for female population of Life
Expectancy at Birth. Colours of lines correspond to the scores calculated on subsample where are
different levels of maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend).
The plots placed in the ﬁrst row correspond to the results using non- robust standardization of entry
data, where the second row correspond to robust standardisation. The plots of scores are ordered
by columns.

Figure 16. The scores (y axis) over the time (x axis) obtained using PPCA for Males of Life Expectancy
at Birth. Colours of lines correspond to the scores calculated on subsample where are different levels of
maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend). The plots placed
in the ﬁrst row correspond to the results using non- robust standardization of entry data, where the
second row correspond to robust standardisation. The plots of scores are ordered by columns.
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8.4. Deaths
The Mahalanobias distances for the Deaths counts exhibit resembling behaviour for Females
regardless of the standardisation procedure. The discrepancies between the statistics are more
substantial for the male population what is highlighted in Figure 17.
The eigenvalues of the non-robust estimator of the covariance matrix does not vary between the
cases of missigness up to 50%. The plots are shown in Figure 18. For the case 75% the ﬁrst eigenvalue
starts to dominate more signiﬁcantly than for other missigness cases, especially for Females. On the
other hand, the robust eigenvalues are more volatile. Especially the results for Females provide
unexpected outcomes for the case 50% in comparison to the case 25% even though the subsamples for
these cases differ only by a few calendar years in mid 1940. With regards to the Males, we observe that
the dominance of ﬁrst eigenvalue increases with the number of missing values.
The corresponding eigenvectors are shown in Figures 19 and 20 for Females and Males respectively.
The colours of the heatmaps correspond to the magnitude of components of eigenvector which are
country (x axis) and age group (y axis) speciﬁc. The non-robust estimation results in the eigenvectors
with smaller magnitude and smoother within the age groups and countries. Recall, that the distribution
of colours for the robust case has bigger spreads between values (so called “bumps”) what is
highlighted by more intense colours of blue and red. The exception is made for the case of 75%.
The vertical black dotted lines on the heatmaps divides the countries listed on x axis as developed
(left side) and developing (right side). Again, this order of results stresses the differences between the
eigenvectors within these two groups of countries. The ﬁrst eigenvector for developing countries has
the break point around age group of 40 for all cases of missingness for the male population and all
cases except 50% for the female population. The eigenvector for developed countries has a break point
for age group in 80 for female population and 75 for male population with additional break in 35 for
0% and 25% cases.
The case of 75 is analysed separately. The ﬁrst eigenvectors do not differ within two types of
standardisation but exhibit the structure which is country group speciﬁc. The developed countries
are characterized by the uniformed values around zero for all age groups. The vectors of developing
countries are more volatile with breaks around 20–30 for Males and even more volatile for Females.
The second eigenvector differs within both types of standardisation and among two groups of countries.
It is almost constant around zero for Males in developing countries and more volatile for Males in
developed countries with breaks in age groups between 50 and 60. Second eigenvector for Females
resembles third eigenvector of Males .
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(a)

(b)

Figure 17. The Mahalanobias distances obtained using PPCA for Females (a) and Males (b) of Number
of Death over time (x axis). Different colours of lines correspond to the cases of different percentages of
maximal missing entries in rows (light blue (75%), dark brown (50%), dark blue (25%), light brown
(0%)). Every subﬁgure is divided into two subplots corresponding to robust estimation of standard
divinations (upper plot) and sample one (bottom plot).

(a)

(b)

Figure 18. The eigenvalues of Deaths counts obtained using PPCA for Females (a) and Males (b)
over diferent cases of missing entries (x axis). Colours of lines corresponds to different eigenvalues,
ﬁrst (light brown), second (dark blue) and third (dark brown) highest. Every subﬁgure is divided into
two subplots corresponding to robust estimation of standard deviations (upper plot) and sample one
(bottom plot).

The scores are presented in Figures 21 and 22. The second and third scores of Males are smoother
in contrary to results for Females. The exception is made for the case 75% which results vary both
among sexes and standardization procedures.
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Figure 19. The eigenvectors of Death counts (y axis) over age groups (y axis) and countries (x axis)
obtained using PPCA for Females. Every row of subﬁgure corresponds to different eigenvector.
Every column corresponds to different level of maximum missing values per observation (0%, 25%,
50% and 75%). The blue line corresponds to robust standardisation whereas red line to non-robust
standardisation of data.
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Figure 20. The eigenvectors of Death counts (y axis) over age groups (y axis) and countries (x axis)
obtained using PPCA for Males . Every row of subﬁgure corresponds to different eigenvector. Every
column corresponds to different level of maximum missing values per observation (0%, 25%, 50%
and 75%). The blue line corresponds to robust standardisation whereas red line to non-robust
standardisation of data.
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Figure 21. The scores (y axis) over time (x axis) obtained using PPCA for female population of Number
of Deaths. Colours of lines correspond to the scores calculated on subsample where are different levels
of maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend). The plots placed
in the ﬁrst row correspond to the results using non- robust standardization of entry data, where the
second row correspond to robust standardisation. The plots of scores are ordered by columns.

Figure 22. The scores (y axis) over time (x axis) obtained using PPCA for male population of Number
of Deaths. Colours of lines correspond to the scores calculated on subsample where are different levels
of maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend). The plots placed
in the ﬁrst row correspond to the results using non- robust standardization of entry data, where the
second row correspond to robust standardisation. The plots of scores are ordered by columns.

8.5. Death Rates
The analysis for Death Rates provides with similar conclusions as for Death counts.
The corresponding Figures are 23, 24, 25 and 26 respectively. The only discrepancies are exhibited by
the eigenvalues for Males for the 75% case as they are more aligned and higher in terms of magnitude
from other cases than the corresponding eigenvalues in the Deaths counts analysis.
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As shown in Figures 27 and 28 the robustiﬁcation does not inﬂuenced greatly the estimation of
eigenvectors. As the Deaths Rates are preprocessed and smoothed before being distributed by HMD,
we again conclude that the preprocessing decreased number of outlying data points. In this particular
case, the robust standardisation is similarly informative about the the true distribution as the non
robust one.
Also, recall the similarity of results among different cases of missingness, especially for ﬁrst
eigenvector. The second and third ones are smoother for high levels of missigness. The colour map is
affected by the scaling parameter (1, −1) which may cause red to become blue, but except this fact,
we see resembling outcomes.
The three most meaningful eigenvectors differ among two groups of analysed countries:
developed and developing. The corresponding results are divided by the vertical black dotted lines.
The ﬁrst eigenvectors of developed countries is very smooth among age groups. For developing
countries we observe U shape structure with peak in 45–60 age groups for Males and similarly for
Females in the cases with small proportion of missigness. When we allow more missing values,
the eigenvectors for Females in developed countries are closer to zero and ﬂat among age groups
whereas for developing countries are more distant and volatile.

(a)

(b)

Figure 23. The Mahalanobias distances obtained using PPCA for female (a) and male (b) population of
Death Rates over time (x axis). Different colours of lines correspond to the cases of different percentages
of maximal missing entries in rows (light blue (75%), dark brown (50%), dark blue (25%), light brown
(0%)). Every subﬁgure is divided into two subplots corresponding to robust estimation of standard
divinations (upper plot) and sample one (bottom plot).
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(a)

(b)

Figure 24. The eigenvalues obtained using PPCA for female (a) and male (b) population of Death Rates
for different percentages of maximal missing entries in rows (x axis). Colours of lines corresponds
to different eigenvalues, ﬁrst (light brown), second (dark blue) and third (dark brown) highest.
Every subﬁgure is divided into two subplots corresponding to robust estimation of standard divinations
(upper plot) and sample one (bottom plot).

Figure 25. The scores (y axis) over time (x axis) obtained using PPCA for female population of Death
Rates. Colours of lines correspond to the scores calculated on subsample where are different levels of
maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend). The plots placed
in the ﬁrst row correspond to the results using non- robust standardization of entry data, where the
second row correspond to robust standardisation. The plots of scores are ordered by columns.
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Figure 26. The scores (y axis) over time (x axis) obtained using PPCA for male population of Death
Rates. Colours of lines correspond to the scores calculated on subsample where are different levels of
maximum missing values per observation (0%, 25%, 50% and 75%, refer to legend). The plots placed
in the ﬁrst row correspond to the results using non- robust standardization of entry data, where the
second row correspond to robust standardisation. The plots of scores are ordered by columns.

153

Risks 2017, 5, 42

Figure 27. The eigenvectors (y axis) over the joint distribution of countries (x axis) obtained using PPCA
for female population of Death Rates. Every row of subﬁgure corresponds to different eigenvector.
Every column corresponds to different level of maximum missing values per observation (0%, 25%,
50% and 75%). The blue line corresponds to robust standardisation whereas red line to non-robust
standardisation of data.
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Figure 28. The eigenvectors (y axis) over the joint distribution of countries (x axis) obtained using
PPCA for male population of Death Rates. Every row of subﬁgure corresponds to different eigenvector.
Every column corresponds to different level of maximum missing values per observation (0%, 25%,
50% and 75%). The blue line corresponds to robust standardisation whereas red line to non-robust
standardisation of data.
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9. Stochastic Mortality Models for UK utilizing Factor Extraction from European
Demographic Data
In this section we demonstrate the results of incorporating features extracted from European
demographic data in the stochastic mortality model for British female mortality data over a study
period of 1922 to 2014 with 10 years ahead forecasting validation.
The key ﬁndings are that the utilisation of demographic features improves the in-sample and
out-of-sample predictive posterior mean Bayesian point estimation and forecasts for the log death
rates. Additionally, the employed robustiﬁcation methodology reduces the variances of the error terms
in both observation and state equations and produces a better out-of-sample ﬁt than its non-robust
alternative. It indicates that the features extracted in the robust manner are more consistent over time
and capture better the information about the true distribution of the demographic data.
The model which has the smallest mean square error of estimation and prediction adds the
age-speciﬁc components to the latent process. It is later referred as DFM-PC-B. However, the other
examined models, which also improve the predictability of the log death rates, are useful in terms
of the interpretation as they reveal the individual country speciﬁc impacts of each of the European
countries data on British female log death rates.
9.1. Description of the Models
Before presenting the real data example we note that all the Bayesian models developed and
Markov chain samplers constructed were ﬁrst tested on synthetic case studies in which the true
parameters and state variables are known. The performance was found to be very good and this
provides conﬁdence in the accuracy and performance behaviour of the methods and models developed.
The synthetic study results are provided in technical appendix and are not discussed in this paper.
The use of synthetic data enables us to validate the estimation by Forward-Backward Kalman Filter
with Gibbs Sampler. The models that we considered in our simulations and empirical studies are
labelled by
LCC: Lee-Carter model with the stochastic cohort effect given by Equations (2) and (3);
DFM-PC: Demographic factor model which incorporates t into LCC given by Equation (8).
Please refer to Appendix B for illustration how the models from this class are created;
DFM-PC-B: The mean of ﬁrst principal component of Birth counts as a static parameter,
age speciﬁc element of t ;
DFM-PC-D-r: The ﬁrst principal component of Death counts ( which is age and country speciﬁc)
as an exogenous factor, one element of t corresponds to a country speciﬁc subvector of the
component, robust standardisation;
DFM-PC-D-s: The ﬁrst principal component of Death counts ( which is age and country speciﬁc)
as an exogenous factor, one element of t corresponds to a country speciﬁc subvector of the
component, non-robust standardisation;
DFM-PC-Mx-r: The ﬁrst principal component of Death Rates ( which is age and country speciﬁc)
as an exogenous factor, one element of t corresponds to a country speciﬁc subvector of the
component, robust standardisation;
DFM-PC-Mx-s: The ﬁrst principal component of Death Rates ( which is age and country speciﬁc)
as an exogenous factor, one element of t corresponds to a country speciﬁc subvector of the
component, non-robust standardisation;
The models of the class DFM-PC address Case 1 from Section 3, where factors are incorporated
into the observation Equation (2). The factors are obtained by performing PPCA jointly on the set of
data for all countries listed in Table 1 excluding the following speciﬁc countries: United Kingdom (as it
is our response variable), Greece and Slovakia (due to short time series).
DFM-PC-B incorporates the mean of the ﬁrst principal component of the Birth counts which is
a country speciﬁc vector. The matrix F̃ is a 21 × 21 diagonal matrix with the mean on the diagonal.
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Hence, t which correspond to the model DFM-PC-B, is a 21 dimensional, age speciﬁc state process
and attempts to capture an age-speciﬁc dynamic in addition to the cohort-period effects.
The models DFM-PC-D-r, DFM-PC-D-s and DFM-PC-Mx-r and DFM-PC-Mx-s incorporate the
ﬁrst component of Death counts and Death Rates, respectively. Recall that the components for these
data sets can be presented as age speciﬁc and country speciﬁc matrices as shown in Section 8. Due to
the high dimensionality of the problem, we want the one element of t to correspond to the subvector
of the ﬁrst component which is speciﬁc only for one country. Such a subvector has 21 dimensions
which correspond to the age groups. Hence, t is a 28 dimensional country speciﬁc state process.
The country speciﬁc subvectors of the ﬁrst components are placed in the columns of the 21 × 28 matrix
F̃. The last letter of the name of the models DFM-PC-D and DFM-PC-Mx denotes the type of the
standardisation which is applied to the data before performing PPCA: robust (by M-estimator) or
non-robust (sample estimator).
In the following part we analyse the population mortality from United Kingdom based on the
models listed above and Bayesian methodology studied in this paper. We then examine the models in
terms of the forecasting properties of death rates.
9.2. Setup
For the Bayesian estimation of models, we assume the priors given in the Appendix A.3 and A.4
to be
κ0 ∼ N (0, 102 ),
σε2

, γ0 ∼ N (0, 102 ),

∼ IG(2.01, 0.01),

σκ2 ∼ IG(2.01, 0.01),

[Ω]i,j ∼ N (0, 10 ),
2

α x ∼ N (0, 102 ),

θ ∼ N (0, 10 ), η ∼ N (0, 10 ),
2

2

σγ2 ∼ IG(2.01, 0.01),
Ψ j ∼ N (0, 10 ),
2

σ2

β x ∼ N (0, 102 ),
λ ∼ N[−1,1] (0, 102 ),

0i ∼ N (0, 102 , )

∼ IG(2.01, 0.01).

The number of iterations of the Markov chain is 50,000 for LCC model and 200,000 for other
1
, σ2 = 0.0005, θ = −0.005,
models with 90% burn-in. The chain is initialised at α = ȳ1:T , β x = 21
1
2
2
2
η = −0.02, σκ = 0.01, σγ = 0.0005, σ = 1.0, [Ω]i,i = m for m being either number of countries or
number of age groups (depending on the model). The convergence of the sampler has been tested on
synthetic data studies. The synthetic data study revealed that the estimation of the drift parameters
corresponding to the factor state process model t converges very slowly for shorter time series such
as those found in mortality data. Thus, we decided to set these parameters to zero and do not sample
them in this study.
9.3. Estimation of Static Parameters
Estimated values of the static parameters (except α, β and Ω) for the British female mortality data
(1922–2003) are shown in Table 2. The rest of the estimated static parameters is displayed in Figures
29, 30 and 31. The results are shown under different models listed in the ﬁrst columns of the table or
indicated by the colour of lines on the plots.
The static parameters of the factor process under DFM-PC-B model are age speciﬁc. In addition to
the cohort and period effect, they provide supplementary information related to the corresponding age
groups. Figure 29 shows the estimated diagonal elements of the transition matrix Ω under the model.
The parameters with values close to unity indicate that the factor state process corresponding to these
parameters have a slowly decreasing dynamic. The elements of the state processes which correspond to
the values of parameters closer to zero, are characterized by higher decrease. The parameters which are
negative and close to zero indicate that the corresponding latent state processes ﬂuctuate around zero.
With regards to DFM-PC-B model which incorporates age speciﬁc latent processes (supplementary
to cohort effect), the elements of Ω which are positive and close to zero, describe the decreasing
dynamic of the corresponding age speciﬁc processes. These latent processes are shown to have more
signiﬁcant impact on death rate modelling when the sample starts, however, this impact decreases over
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time and the cohort effect becomes sufﬁcient to model log death rates in these age groups. For instance,
recall the age groups between 70–80 in Figure 29. Such process can be interpreted as a period effects
which are speciﬁc for particular age groups. The elements of Ω which are close to unity describe
the latent process which have consistent impact or its lack over the time. If they have an effect on
log death rates (i.e., their domain is not close to zero), they covey age-speciﬁc information which is
supplementary to cohort and period effect and consistently demanded by the model over the time.
With regards to Ω estimated under models DFM-PC-D-r, DFM-PC-D-s and DFM-PC-Mx-r and
DFM-PC-Mx-s, it refers to the country speciﬁc features. Here the parameters are related to the
inﬂuences of the speciﬁc countries on British female log death rates. The plots with the estimates and
their conﬁdence intervals are displayed in Figure 31. For instance, estimates of Ω under all models
agrees on lack of effects of Austrian or Bulgarian demographic data on the log death rates over whole
sample span. On the other hand, the estimate of the parameter corresponding to Belarusian eigenvector
is close to unity under all models and therefore highlights the informative effect of the feature on
British log mortality rates which is consistent over the times.
It is worth to point out that the values of estimated variances of the observation and state equations
error terms are higher for DFM-PC-D-s and DFM-PC-Mx-s where the data has been non-robustly
standardized. These models are examined to have a greater mean square error of in-sample and
out-of-sample ﬁt than their robust alternatives as shown in Table 4. Hence, the robustiﬁcation procedure
employed in this study improved the overall goodness of ﬁt of the considered models. The features
which have been extracted from European demographic data by means of robust estimators of mean
and covariance are shown to provide the information which is consistent over the times and conveys
the better knowledge about the true distribution of the demographic data sets.
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λ

0.998 (0.994; 1)

0.991 (0.968; 1)

0.949 (0.913; 0.992)

0.998 (0.993; 1)

0.985 (0.959; 0.999)

0.999 (0.995; 1)

Model

LCC

DFM-PC-B

DFM-PC-D-r

DFM-PC-D-s

DFM-PC-Mx-r

DFM-PC-Mx-s

η

−0.024 (−0.034; −0.014)
−0.005 (−0.01; 0.002)
0.011 (−0.002; 0.021)

−0.019 (−0.025; −0.013)
−0.013 (−0.02; −0.007)
−0.02 (−0.03; −0.01)

θ

−0.154 (−0.331; 0.026)

−0.332 (−0.53; −0.137)

−0.246 (−0.415; −0.101)

−0.093 (−0.221; 0.029)

−0.042 (−0.115; 0)

−0.024 (−0.111; 0.044)

σγ2
2×10−3
(1.4×10−3 ; 2.8×10−3 )
5×10−4
(4×10−4 ; 7×10−4 )
5×10−4
(4×10−4 ; 8×10−4 )
8×10−4
(5×10−4 ; 1.1×10−3 )
6×10−4
(4×10−4 ; 8×10−4 )
1.7×10−3
(1.2×10−3 ; 2.3×10−3 )

σ2
6.4×10−3
(6×10−3 ; 6.9×10−3 )
8×10−4
(6×10−4 ; 9×10−4 )
1×10−3
(9×10−4 ; 1.1×10−3 )
1.3×10−4
(1.1×10−4 ; 1.4×10−4 )
8×10−4
(7×10−4 ; 1×10−3 )
1.2×10−4
(8×10−4 ; 2.1×10−4 )
0.036 (0.001; 0.137)

0.044 (0.002; 0.116)

0.324 (0.152; 0.616)

0.39 (0.227; 0.739)

0.753 (0.537; 1.055)

0.663 (0.449; 0.96)

σκ2

0.834 (0.594; 0.994)

0.08 (0.066; 0.094)

0.144 (0.114; 0.178)

0.092 (0.074; 0.113)

0.049 (0.042; 0.057)

σ2



Table 2. Bayesian posterior mean estimators with 95% posterior credible intervals for the estimation of the static parameters λ, θ, η, σ2 , σγ2 , σκ2 , σ2 of log m x,t .
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We did not choose to calculate the MLE estimates of the parameter’s in our models as it has been
documented that even for the standard period-cohort type Lee-Carter stochastic mortality models,
the classical MLE estimation frameworks can produce convergence and estimation challenges due to
gradient based and method of scoring recursive optimization methods getting stuck in local optima of
the marginal likelihood surface. We refer the interested reader to the paper Fung et al. (2017) where we
discuss such issues in more depth. Therefore, instead of resolving the known problems that may arise
with classical MLE estimations of such models, which may be further compounded in the extended
models we developed in the frequentist setting, we have chosen to stick with the Bayesian modelling
paradigm and to report an analogue result to the MLE that may be obtained from Bayesian inference,
in the case of uninformative priors. That is we have relative uninformative priors and so we can report
the Maximum a-postiori (MAP) posterior mode estimator for the parameters as the Bayesian analogue
of the MLE, deﬁned as
(97)
ψ MAP = argmax π (0:T , ψ|y1:T )
ψ

for π (0:T , ψ|y1:T ) being a joint posterior density of the states 0:T and the vector of static parameters
ψ given the observation y1:T as introduced in Appendix A.
The MAP estimates and MLE should be similar in the case of uninformative priors, with the
advantage that the MAP estimation is obtained via an MCMC sampler output, which is less prone to
the types of estimation challenges experienced in gradient descent methods working directly with the
Instead, as we used fairly uninformative priors, note that the MAP estimate of the posterior is a case of
uninformative priors will correspond to MLE estimates. Please refer to Table 3 for the analogous of
point estimates to the outcomes of Table 2.


Table 3. The MAP estimates of the static parameters λ, θ, η, σ2 , σγ2 , σκ2 , σ2 of log m x,t .
Model

λ

θ

η

σ2

σγ2

σκ2

σ2

LCC
DFM-PC-B
DFM-PC-D-r
DFM-PC-D-s
DFM-PC-Mx-r
DFM-PC-Mx-s

0.999
0.998
0.948
0.999
0.995
1

−0.155
−0.331
−0.253
−0.095
−0.023
−0.023

−0.024
−0.005
0.012
−0.02
−0.012
−0.021

0.0064
8.00×10−4
0.001
0.0013
7.00×10−4
9.00×10−4

0.0019
5.00×10−4
5.00×10−4
7.00×10−4
6.00×10−4
0.0016

0.6172
0.7279
0.3234
0.3005
0.029
0.0088

–
0.0487
0.0895
0.1416
0.0818
0.8583

9.4. Filtering of Latent Variables
The Bayesian posterior mean estimates of the latent stochastic mortality factors in the models
for κt in the top panel and for γt0 in the bottom panel of Figure 32. The colours of lines denote the
ﬁltered processes under different models. As expected, adding new state variables related to the
factors signiﬁcantly changes the dynamics of the period and cohort effect state processes. The blue line
correspond to the cohort=period only LCC model. The increase of κt and decrease of γt0 at the end of
the sample is greater for this model in contrast to the the other examined models.
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Figure 29. Bayesian posterior mean estimators with 95% posterior credible intervals for the estimation
of the age-speciﬁc diagonal elements of the transition matrix Ω (x axis ) under DFM-PC-B.

Figure 30. Bayesian posterior estimators with 95% posterior credible intervals for the estimation of α
and β under different models (colours of lines) for British female mortality data (1922–2002).
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Figure 31. Bayesian posterior mean estimators with 95% posterior credible intervals for the estimation
of the diagonal elements of the transition matrix Ω (x axis ) under DFM-PC-D-r, DFM-PC-D-s,
DFM-PC-Mx-r and DFM-PC-Mx-s models (colours of lines). The dashed blue line divides the set
of countries into developed (on the left side) and developing (on the right hand side) European
countries, respectively.

The dynamic of the cohort effect latent process vector γt over time, which is age group speciﬁc,
is shown in Figure 34. The panels correspond to the Bayesian posterior mean estimates of the process
under different models. The age group speciﬁc features, which has been utilised in DFM-PC-B model,
clearly provide LCC model with supplementary information to the cohort effect state processes.
The corresponding t reduces the variability of the cohort effect process with comparison to the
cohort effect estimated under LCC model (the colours of the surface on DFM-PC-B panel are plain
and variance of the error term is smaller). The state processes corresponding to the factors under
DFM-PC-B model are shown in Figure 33. Recall that in the contrast to the cohort and period effects
processes, the latent process vector t under the model DFM-PC-B has age group speciﬁc stochastic
components (κt is calendar year speciﬁc and γt is ’0’ age group and calendar year speciﬁc). As κt latent
process estimated under DFM-PC-B is not distant from the corresponding estimated under LCC model
for majority of the sample, we can conclude that the additional state processes given by this model
provide supplementary, age-speciﬁc information to the cohort effect process γt0 .

Figure 32. The Bayesian posterior mean estimates with 95% posterior credible intervals for κt
(upper panel) and cohort effect state process γt0 (lower panel) under different models (colours of lines)
for British female log death rates during 1922–2002.

162

Risks 2017, 5, 42

Figure 33. The Bayesian posterior mean estimates for t across age groups (y axis) over time (x axis)
under DFM-PC-B model for British female log death rates during 1922–2002.

Figure 34. The Bayesian posterior mean estimates for the cohort effect latent processes vector γt across
age groups (y axis) over time (x axis) under different models for British female log death rates during
1922–2002.

The models DFM-PC-D-r, DFM-PC-D-s, DFM-PC-Mx-r and DFM-PC-Mx-s are characterized by
the processes which correspond to the country speciﬁc vectors with elements related to age groups.
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The models attempt to address the question whether the structure of demographic data from European
countries can be an efﬁcient explanatory variable for British mortality. Figures 32 and 34 show that
dynamics of period and cohort effect state processes are sensitive to different sets of features extracted
from demographic data as well as a standardisation methodology. Figures 33 and 35 provide insight
into how these variables change the information extracted from the models. The information highlight
the impact of the ﬁrst components of the considered countries on British mortality rates. As the
country
components are orthonormal, t
indicates the magnitude of this effect. To be consistent with the
country set speciﬁc notation from Section 8, the blue vertical line divides the results into two categories:
results for the developed countries (below the blue line) and developing countries (above the blue line).
The processes which moves closely to zero give information that the data of country they correspond
to has small inﬂuence on the mortality rates from United Kingdom. The developed models when
incorporating the demographic features from the European countries, indicate the signiﬁcance of the
factor loading from a given country on the mortality of UK. Hence, we can specify the countries which
has a positive effect on the mortality of United Kingdom (factor state processes are negative), neutral
(factor state processes are ﬂuctuate around zero) or negative (factor state processes are positive and
enlarge log death rates).
For a given model it is not true that all factors which correspond to the age speciﬁc vectors of
features from European countries, have an inﬂuence in the causal fashion on the UK morality data in
the same way. As such, what we are showing in the plots Figure 31 (or Figure 29 for DFM-PC-B models)
that some countries have very wide posterior credible intervals (the ﬂat posterior) for Ω which is in an
alignment with the ﬁndings in Figure 36 (Figure 33 for DFM-PC-B model) where we see that indeed
for those countries the t upon a model indicate insigniﬁcant effect on UK log mortality rate. Let us
consider the example of DFM-PC-Mx-s (the red colours of lines on both of the plots) for Belgium (BEL)
and Austria (AUT). We see in Figure 36, that the effect of Austrian factor to the British mortality data,
expressed by the dynamic of  AUT , is non-zero over the time. On the other has, the element of t
corresponding to Belgium, labelled by  BEL does not load signiﬁcantly in any way on the UK mortality
experience. As a consequence we see that the posterior for this country on Ω is also very ﬂat when
the credit intervals of Ω AUT on Austria are signiﬁcantly narrower. This simply means that the factor
loading of Belgium does not inﬂuence the UK mortality experience.
Hence, to conclude this discussion, we note that when we look at the results in Figure 36,
they show the effect of each individual countries inﬂuence on the UK mortality experience. In fact,
what we learn is that some countries have a mean of 0 with large uncertainty, these countries maybe
interpreted as not having an inﬂuence on the mortality experience of the UK.
The four models are more consistent about the set of countries which does not have any effect
on the log death rates of United Kingdom Females. The models corresponding to the non-robust
standardisation indicate bigger impact of western Europe countries whereas their robust alternatives
indicate the signiﬁcance of the patterns from Easter and Central Europe countries as Lithua, Poland
or Russia.
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Figure 35. The Bayesian posterior mean estimates for t across countries (y axis) over time (x axis)
under the models from the classes DFM-PC-D and DFM-PC-Mx for British female log death rates
during 1922–2002. The vertical blue line divides sets into developed (on the left side) and developing
(on the right sie) European countries.
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Figure 36. The Bayesian posterior mean estimates with 95% posterior credible intervals for t across
countries (different panels) overtime (x axis) under the models from the classes DFM-PC-D and
DFM-PC-Mx (colours of lines) for British female log death rates during 1922–2002.

9.5. In-Sample and Out-of-Sample Performance
In this section, we investigate the in-sample and out-of-sample performance of the mortality
models summarized in the introduction to this section. The model selection is based on two
in-sample performance measures, MSE (Mean Square Error) and DIC (Deviance Information Criterion),
whereas the forecasting performance examined based on MSEP (Mean Square Error of Prediction)
using two forecasting distributions of log death rates, the one obtained by Gibbs sampler and the one
provided by Kalman Filter.
9.5.1. Model Selection
The device information criterion is a popular measure in Bayesian setting which trades off model
ﬁt against its complexity (the effective of parameters) as introduced in (Spiegelhalter et al. 2002).
Among the various versions of DIC we decided to use so-called conditional DIC which treats the
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latent states as parameters when calculating the conditional loglikelihood, for details please refer to
(Celeux et al. 2006). The conditional loglikelihood if given by
1
log Lyt |ϕt ,ψ (ψ, ϕ1:N ; y1:N ) = −
2

xp

N

∑ ∑

x = x1 t =1




log 2πσ2 +

y x,t − α x − [ B̃] x,·ϕt

2



σ2

(98)

By denoting ψ = (ϕt , ψ) we deﬁne the deviance of the model as follows
D (ψ) := −2 log Lyt |ψ (ψ; y1:N ) .

(99)

The function h as it is independent of the model speciﬁcations, is usually considered to be equal
to 1. Hence, the effective number of parameters is deﬁned as
p D := D̄ (ψ) − D (ψ̄)

(100)

where D̄ (ψ) is a mean of deviance over different samples of the vector ψ and D (ψ̄) is a deviance of
the posteriori mean of the vector of parameters
bmψ. The DIC then is deﬁned as
DIC := D̄ (ψ) + p D = 2 D̄ (ψ) − D (ψ̄)

(101)

which can be calculated using the MCMC samples.
In addition to DIC, we calculate the mean square errors (MSE) for considered models, deﬁned as
the mean of the difference between the observed data, yt , and the mean of the in-sample one-step
ahead model forecast given by Kalman Filter, ft = E[yt |ψ, y1:(t−1) ] given in Equation (A3b). Therefore,
we deﬁne et := yt − ft and
MSE(ψ̄) := E et etT

(102)

where for the point estimator of the vector of static parameters ψ we use the vector of posterior means.
9.5.2. Forcasting Distribution
The Bayesian state-space framework allows us to obtain the forecasting distributions using MCMC
samples given by
π (yT +m |y1:T ) =



π (yT +m |ϕ T +m , ψ) π (ϕ T +m |ϕ T +m−1 , ψ) ...π (ϕ T , ψ|y1:T ) dψdϕ T:T +m

(103)

where ψ is the static parameter vector and ϕt is a state process vector. Following [104 lcstatespace],
by sampling recursively, we obtain the following forecasting distributions, when (i ) denotes a sample


(i )
(i )
ϕ T +k ∼ N Λ̃(i)ϕ T +k−1 + Θ̃(i) , Ψ̃(i)


(i )
(i ) (i )
2( i )
yT +k ∼ N α(i) + B̃t ϕ T +k−1 + Θ̃(i) , σ Id .

(104)

Alternatively, we can use the forecasting distribution given by the Kalman Filter, that is


ϕ T +k ∼ N Λ̃ϕ T +k−1 + Θ̃, Ψ̃


yT +k ∼ N α + B̃tϕ T +k−1 + Θ̃, σ2 Id .
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for the static parameters which has been estimated by averages within sampled realisation provided
by the Gibbs sampler. Let us deﬁne mean square error of prediction function as follow
MSEP(ψ) := E



yT +k − E [yT +k |y1:T , ψ]



yT +k − E [yT +k |y1:T , ψ]

T

.

(106)

Therefore the mean square error of prediction using MCMC distribution is calculated as a mean
of MSEP(ψ) over different samples of the vector ψ and denoted by MSEP MCMC . The mean square
error of prediction using the distribution provided by Kalman Filter is calculated the posterior mean
of the vector of parameters ψ.
9.5.3. Comparison of the Models
We choose for out-of-sample study last 10 years of the available sample for British Female death
rates. The calibration period is 1922–2002. The Table 4 summarizes the calculated mean squared errors
of the estimated observations using Kalman Filter (MSE), deviance information criterion (DIC) and
mean square errors of predictions using the MCMC distribution (MSEP MCMC ) and the Kalman Filter
distribution (MSEPKalman ). The results conﬁrm that adding the features, which has been extracted from
demographic data, as an additional explanatory variable to the LCC model improves both in-sample ﬁt
out-of-sample ﬁt and therefore the predictability of log death rates. The plots with age group speciﬁc
prediction results can be found in Figure 37.
Table 4. Mean square error of the ﬁt of the models to the data (MSE), deviance information criterion
(DIC) and mean square errors of predictions using forecasting distributions given by MCMC samples
(MSEP MCMC ) and Kalman Filter (MSEPKalman ).
Model

MSE

DIC

MSEP MCMC

MSEPKalman

LCC
DFM-PC-B
DFM-PC-D-r
DFM-PC-D-s
DFM-PC-Mx-r
DFM-PC-Mx-s

0.0097
0.0072
0.0182
0.0065
0.0081
0.0174

−3627
−6500
−6380
−5996
−8225
−3951

0.1778
0.0057
0.0177
0.0185
0.0111
0.0692

0.1774
0.0062
0.0251
0.0156
0.0129
0.0285

For the in-sample performance, the MSE and DIC agree to the group of two best performing
models, DFM-PC-B and DFM-PC-Mx-r, however are conﬂicted with regards to the group of two worse
performing models. Due to assessing the performance of the model considering its complexity,
DIC more successfully captures the models which result in poorest out-of-sample performance,
LCC and DFM-PC-Ms respectively. Especially it is worth to notice signiﬁcant over-ﬁtting of the
LCC model which is further investigated in Section 10. Recall, that using MSE as model selection
criterion would not be sufﬁcient to choose the model with good performance. In terms of MSE,
the in-sample performance of LCC model is comparable to DFM-PC-B model, while DIC labels the
model as one with the worse explanatory power.
10. Additional Remarks on Modelling and Forecasting Results
While conducting the study we encountered two issues which are worth separate discussion,
the inﬂuence of the stratiﬁcation on the class of Lee-Carter models and the intuition behind the vector
α in the model Equation (8) when we incorporate the demographic features.
10.1. The Affect of the Stratiﬁcation and Identiﬁcation Constraints on Estimation of Stochastic Lee-Carter
Type Models
We draw the readers attention at this point to the substantially lower predictive accuracy of the
Lee-Carter cohort (LCC) model in comparison to the models which employ demographic factors,
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as shown in Table 4. This is especially important since such LCC models, without factors have
been previously documented to have better out-of-sample performance for UK data when no age
stratiﬁcation is applied.
We explain the steps we have taken to explore this feature that the reviewer has pointed out.
Firstly, we clarify this is not a problem with the sampler or the prior speciﬁcation, rather it is related
to the particular suitability of different model structures under particular assumptions in the model.
We explore this, speciﬁcally with respect to age group stratiﬁcation and its inﬂuence on the model ﬁt
and performance.
Please note that the stratiﬁcation was adopted, where we looked at 20 sets of age groups in 5 year
buckets to reduce the dimensionality of the model, of course this can inﬂuence the model ﬁt and the
assumptions made regarding model simpliﬁcation and cohort interpretation. Therefore, we decided to
include additional studies to investigate these effects more carefully and in the process we believe we
may also address the question raised by the reviewer on this point. Our attention has been drawn to
two points: rapid increase of κt in 2000 and the substantially lower predictive accuracy of Lee-Carter
cohort (LCC) model in comparison to the models which employ demographic factors as shown in
Table 3. Since the LCC model has been documented to has better out-of-sample explanatory power for
the UK data when there is no stratiﬁcation, we decided to undertake an additional investigation. In
particular, in this new class of studies, we explore in more detail the effect of age stratiﬁcation and the
appropriate choice of adjustment of model assumptions and identiﬁcation constraints to be performed
in order to compare models in a meaningful manner. The details are described below and in the
manuscript in Section 10. The notation of the models which we decided to analyse are the following
LC: Lee-Carter model
log m x,t = α x + β x κt ,
with the constraints

∑ β x = 1, ∑ κt = 0,
x

t

LCC: Simpliﬁed Lee-Carter cohort model
log m x,t = α x + β x κt + γt− x ,
with the constraints

t N − x1

∑ β x = 1 , ∑ κt = 0, ∑
x

c = t1 − x p

t

γc = 0.

LCCF: Lee-Carter full cohort model
γ

log m x,t = α x + β x κt + β x γt− x ,
with the constraints
t N − x1

γ

∑ β x = 1, ∑ β x = 1, ∑ κt = 0, ∑
x

x

t

c = t1 − x p

γc = 0.

In this study we consider two age group stratiﬁcations, the 1 × 1 study which has 100 age groups
per year and the more parsimonious class of models given by the 5 × 1 age group stratiﬁcation with
21 age groups. Since the number of ages groups differs among stratiﬁed and non-stratiﬁed mortality
data, that is, we have 21 age groups for the data in “5 × 1” format, we expect that the parameters and
latent variables, which are estimated using above constraints, may differ in magnitude. Therefore,
in order to ensure comparability of the results when we examine the stratiﬁcation effect on the family
of Lee-Carter models, one must therefore to standardize the magnitude of parameters and variables
of models in order to compare between the stratiﬁed and non-stratiﬁed case. We demonstrate in the
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new studies that such a problem may be resolved via a simple scaling adjustment to the identiﬁcation
constraints in order to resolve this issue. Hence, we introduce the scaling parameter a > 0. The models
with imposed adjustment are denoted by lower index adj as follows
LCadj : Lee-Carter model

log m x,t = α x + β x κt ,

with the constraints

∑ βx =
x

1
,
a

∑ κt = 0,
t

LCCadj : Simpliﬁed Lee-Carter cohort model
log m x,t = α x + β x κt + γt− x ,
with the constraints

∑ βx =
x

1
,
a

t N − x1

∑ κt = 0, ∑

c = t1 − x p

t

γc = 0.

LCCFadj : Lee-Carter full cohort model
γ

log m x,t = α x + β x κt + β x γt− x ,
with the constraints

∑ βx =
x

1
,
a

γ

∑ βx =
x

1
,
a

t N − x1

∑ κt = 0, ∑
t

c = t1 − x p

γc = 0.

Lastly, in order to distinguish between the results of the models for stratiﬁed and non-stratiﬁed
data, we denote the models for stratiﬁed data with the lower index “5 × 1” and for non-stratiﬁed data
with “1 × 1”, for instance, the results for the Lee-Carter model LC for stratiﬁed data are denoted by
LC5×1 and the results for the same model for a data without any stratiﬁcation are denoted by LC1×1 .
10.1.1. The Estimates of the Static Parameters and Filtered Latent Variables
The list of models, which have been examined and are discussed in this subsection, is given in the
ﬁrst column of Table 5. In addition to LC, LCC and LCCF models, we include into the comparison
also the models with adjusted constraints for the mortality data in format “5 × 1” with the adjustment
# age groups 1x1
parameter a = # age groups 5x1 = 100
21 ≈ 4.762 being a proportion between the number of age groups in
in the 1 × 1 stratiﬁcation and the 5 × 5 stratiﬁcation of the age groups in the mortality data.
The Bayesian posterior estimators of the static parameters α x and β across age groups are shown
in Figure 38 when the Bayesian posterior mean estimates of period effect κt and cohort effect state
process γt0 are shown in Figure 39.
The ﬁrst straightforward remark on the investigation is to note that there is an inconsequential
inﬂuence of both the stratiﬁcation and the adjustment to the identiﬁcation constraint for stratiﬁcation,
when investigating the estimation of the level vector of the model, as denoted by parameter vector α.
Also, the basic Lee-Carter models is not affected by the stratiﬁcation as both its in-sample and
out-of-sample quality of ﬁt is comparable among data with format “5 × 1” and “1 × 1”. However,
the estimates of β for LC5×1 are greater in the magnitude in comparison to LC1×1 model which appears
to be an offset by a smaller slope of the ﬁltered κt . Importantly, we note that when the adjustment
to the number of age groups is imposed, the β and κt for LC5×1,adj are in line to those of LC1×1 and
the model still keeps comparable explanatory power. This observation gives us the intuition that the
stratiﬁcation inﬂuences mainly the cohort effect. This is something that we intuitively can understand
due to the interplay between age stratiﬁcation and cohort effect.
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Table 5. Mean square error of the ﬁt of the models to the data (MSE) and mean square errors of
predictions using forecasting distributions given by MCMC samples (MSEP MCMC ) and Kalman Filter
(MSEPKalman ). The models highlated by bold font exhibit signiﬁcant levels of over-ﬁtting.
Model

MSE

MSEP MCMC

MSEPKalman

LC1×1
LC5×1
LC5×1,adj
LCC1×1
LCC5×1
LCC5×1,adj
LCCF1×1
LCCF5×1
LCCF5×1,adj

0.0128
0.0113
0.0116
0.0079
0.0097
0.0099
0.2588
0.0107
0.0131

0.0577
0.0457
0.0512
0.0249
0.1778
0.1664
0.4735
0.0458
0.0481

0.0568
0.0457
0.0516
0.0243
0.1774
0.1625
0.6150
0.0464
0.0508

The results in Table 5 shows that the out-of-sample quality of the ﬁt for the LCC5×1 model is
signiﬁcantly lower than the corresponding result for LCC1×1 . As the adjustment, that is LCC5×1,adj
model, produces similar outcomes, the discrepancy in the out-of-sample quality of ﬁt between LCC
model applied to “5 × 1” and “1 × 1” data is not caused by the smaller number of age groups and
therefore different magnitude of estimates of β and κt (recall Figures 38 and 39). Since the discrepancy
of the in-sample explanatory power is smaller between the models, we observe that the LCC model
tends to over-ﬁt when applied to stratiﬁed data.
We begin discussion of these results by noting the following ﬁnding. There appears to be
an interplay present between the model parsimony and the bias and variance in the results for both
in-sample ﬁts and out-of-sample forecasts, as reﬂected by the Mean Squared Error (MSE) results,
which is more largely affected by the model structure rather than stratiﬁcation effects.
For instance, we see that the more parsimonious model choices, corresponding to say the three
LC sub-family of models always had a larger MSE than the less parsimonious class of simpliﬁed LCC
model. That is the in-sample MSE improved by around an order of magnitude when we incorporated
extra structure corresponding to the cohort feature. This was not inﬂuenced by the age stratiﬁcation
reformed. We conjecture that although the LC models will have potentially lower variance, due to less
model parameters to be estimated, the in-sample MSE is still worse generally due to increased bias
that may arise from not capturing sufﬁciently the stochastic structure of the data.
Furthermore, we also see a pronounced effect of stratiﬁcation on the out-of-sample forecast
performance of the simpliﬁed class of LCC models in which no adjustment was made for the
stratiﬁcation effect. This indicates that the adjustment we propose to use when undertaking age-group
stratiﬁcation can substantially reduce the bias in the resulting model estimates when we compare
between the simpliﬁed LCC5×1 model and the adjusted form.
Thirdly, we observe that the most ﬂexible class of LCC model, the non-simpliﬁed LCCF class of
models was signiﬁcantly affected by removing the age stratiﬁcation of 5 × 1 compared to the 1 × 1
case. To understand this, we have signiﬁcantly increased the dimension of the model parameters to be
estimated in the LCCF1×1 compared to the LCCF5×1 . This we believe produces a poor in sample and
out-of-sample MSE and MSEP due to the resulting over-ﬁtting and increased variance in the model
estimates, compared to the simpliﬁed LCC model equivalents. However, importantly the stratiﬁcation
effect is signiﬁcant here, the dimension reduction in model parameters in the LCCF5×1 compared to
the LCCF1×1 reduces the variance in the estimates of the mortality in sample and out-of-sample as
well as providing additional degrees of freedom to also reduce the bias that arises from the constrained
version of the LCC5×1 model, resulting in the optimal MSE and MSEP performance.
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Figure 37. 10-year out-of-sample forecasted log death (y axis) rates of different age groups
(different subplots) under different models (colours of lines) with corresponding prediction intervals.
Calibration period: 1922–2002

172

Risks 2017, 5, 42

Figure 38. Bayesian posterior estimators with 95% posterior credible intervals for the estimation of α
and β under different models (colours of lines) for British female mortality data (1922–2002).

10.2. The Estimates of the Intercept for the Factor Model DFM-PC-D-r
The following study addresses the interpretation of the estimates of α under the the new class
of stochastic mortality factor model in comparison to the standard Lee-Carter models without the
matrix with demographic factors. Please refer to Section 10.2. The argument we proposed to interpret
α is adjusted to the fact that we have the exogenous factors incorporated into our model compared
to standard Lee-Carter model. As such, we argue that the the interpretation of the intercept should
now incorporate both α, the classical intercept, and the term F̃t t corresponding to the intercept which
arises from the exogenous factors. In the time series context this is considered as a stochastic intercept.
Hence the interpretation of α typically adopted in the classical stochastic Lee-Carter type period-cohort
models, does not hold under the new model, since we have now incorporated the additional structure
corresponding to the regression term from the demographic factors. The expression F̃t t which is
added to the observation equation provides with time-varying supplementary information to the
static level given by α. To validate this claim we have undertaken the additional studies which
demonstrate when we combine the α with this component of the model, the posterior mean of this
quantity behaves in analogues fashion to what you would expect on the posterior mean of α in the
standard, non-factor class of Lee-Carter models. This is interesting as it shows the factor inﬂuence and
additional interpretation to the level contributed by the long-term demographic exogenous factors.
The plot in Figure 40 shows the Bayesian posterior mean estimates with 95% creditable intervals of
α + F̃t tT averaged over time, whereas Figure 41 illustrates the posteriori mean over time. The level of
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the expression on either of plots is below zero and behaves in a fashion we would have expected from
α in standard Lee-Carter models. It conﬁrms our interpretation as well as answers the question asked
by the reviewer.

Figure 39. The Bayesian posterior mean estimates with 95% posterior credible intervals for κt
(upper panel) and cohort effect state process γt0 (lower panel) under different models (colours of
lines) for British female log death rates during 1922–2002.
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Figure 40. The Bayesian posterior mean estimates with 95% posterior credible intervals average over
time for α + F̃t t for DFM-PC-D-r.

Figure 41. The Bayesian posterior mean estimates of α + F̃t tT over time for DFM-PC-D-r. Colours of
lines are related to the age groups (the elements of the vector α).

11. Conclusions
We developed and presented a comprehensive study which focuses on the analysis and the
incorporation of demographic data into state-space framework for stochastic mortality modelling.
We have extended the well-known Lee-Carter model with stochastic cohort effect by introducing new
state processes which correspond to the age-speciﬁc dynamic of European female log death rates.
We showed by means of Probabilistic Principal Component Analysis the ideas of extracting the
meaningful features from demographic data of European countries and applying them as explanatory
variables to the mortality estimation and forecasting. In the presence of short time series and
different types of missingness, the suggested methodology aims to be as parsimonious as possible.
By analysing of the extracted features, we found more evidences about region speciﬁc mortality
structures. Also, the features exhibit signiﬁcant sensitivity to the methodology of estimation of
moments. As overviewed in Section 8, the robust alternatives to the sample estimators provide with
more consistent results regardless to the number of missing entries, especially if the data has been not
preprocessed or smoothed.
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The results of applying studied models to the British female log mortality data showed that
incorporating the features extracted from European demographic data provide valuable information
about the mortality forces which affect British population. Also, the models with dynamic factors
exhibit better in-sample and out-of-sample ﬁt than the Lee-Carter model with the cohort effect.
As an additional outcome of the study, we analyse the effect of the stratiﬁcation of the data on the
family of Lee-Carter Model. In Section 10 we argue that the stratiﬁcation inﬂuences mainly the cohort
effect process and requires more ﬂexibility of modelling than provided by simpliﬁed Lee-Carter cohort
model. The investigation showed that the standard Lee-Carter model has similar performance for
stratiﬁed and none-stratiﬁed data, whereas simpliﬁed Lee-Carter cohort model is prone to signiﬁcant
overﬁtting when ﬁtted to stratiﬁed data. Also, the investigation shows that stratiﬁcation helps to
resolve the issues of overﬁtting related to Lee-Carter full cohort due to smaller dimensionality of the
observation vector.
There are a few ways in which the paper can be further extended. First of all, with appropriate
data it would be straightforward to conduct similar analysis for extended data set, as for gender
and region speciﬁc disaggregation of mortality and demographic data with the inclusion of various
population related factors such as cause-of-death Murray and Lopez (1997); (Girosi and King 2008)
or more recently (Gaille and Sherris 2015), midlife conditions as in Gavrilov and Gavrilova (2015)
or migration. Secondly, considering different distribution priori assumptions and introducing the
methodology to handle more advanced patterns of missigness would beneﬁt in better explanatory
power and even more consistent interpretability. We can also improve the framework of feature
extraction to account for fat tail distributions by means of different robustiﬁcation methodologies
or extensions to Principal Component analysis such as Independent Component Analysis and their
functional alternatives as in Shang and Hyndman (2016).
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Appendix A. Bayesian Modelling and Sampling of Demographic Factor Model Extension to the
Period-Cohort Stochastic Mortality State-Space Models
In this appendix section we explain the Bayesian models developed for the estimation of the
demographic factor model extension to the period-cohort stochastic mortality state-space models
that are applied in this paper. These are based on the frameworks detailed and developed in
Fung et al. (2016) and Fung et al. (2017).
Appendix A.1. Bayesian Model Development and Inference for Stochastic Mortality Models
The observation and state equations Equations (5a) and (5b) imply that the cohort model that we
have formulated here belongs to the linear-Gaussian class of state-space models. As a result one can
perform efﬁcient maximum-likelihood or Bayesian estimation on ﬁtting the model to data as discussed
in detail in Fung et al. (2016). In this paper we focus on Bayesian inference so that the forecasting
distribution can take into account parameter uncertainty.
To achieve these inference goals we must ﬁrst develop the Bayesian models. In this section
we detail the Bayesian estimation of the cohort model Equations (5a) and (5b) and its extensions
incorporating population information to state-space formulation Equations (8a) and (8b). We ﬁrstly
note that the models belong to the linear and Gaussian class of state-space models. As a result one
can apply an efﬁcient MCMC estimation algorithm based on Gibbs sampling with conjugate priors
combined with forward-backward ﬁltering as described in Fung et al. (2016). We describe procedures
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using the notation of general cohort model Equations (5a) and (5b) and indicate the differences to
considered extensions.
We borrow the notation from the LC cohort model Equations (5a) and (5b) and indicate similarities
and differences between Equations (5a) and (5b) and Equations (8a) and (8b) while developing the
estimation algorithm. In the general setting, our target density is
π (ϕ0:T , ψ|y1:T )

(A1)

where ϕ0:T is a vector of latent variables and ψ is a vector of static parameters. In the case of
xp
x1
, . . . , γ0:T ) is the p + 1 dimensional (for each t) latent state
the cohort LC model ϕ0:T := (κ0:T , γ0:T
2
2
2
vector and ψ := (α x3 :x p , β x2 :x p , θ, η, λ, σε , σκ , σγ ) is the 2p − 1 dimensional static parameter vector.
For extended models, we add vectors of global factors latent variable t and its static model parameters.
Recall that our proposed identiﬁcation constraint is given by Equation (6); therefore only α x3 :x p and
β x2 :x p are required to be estimated. We perform block sampling for the latent state via the so-called
forward-ﬁltering-backward-sampling (FFBS) algorithm (Carter and Kohn 1994) and the posterior
samples of the static parameters are obtained via conjugate priors. The sampling procedure is described
in Algorithm 2, where N is the number of MCMC iterations performed.
Algorithm 2 MCMC sampling for π (ϕ0:T , ψ|y1:T )
1:

Initialise: ψ = ψ(0) .

2:

for i = 1, . . . , N do
(i )

3:

Sample ϕ0:T from π (ϕ0:T |ψ(i−1) , y1:T ) via FFBS (Appendix A.2).

4:

for h = 1, . . . , 2p − 1 do
(i )

(i )

(i )

(i )

( i −1)

5:

Sample ψh from π (ψh |ϕ0:T , ψ−h , y1:T ), (Appendix A.3)

6:

where ψ−h = (ψ1 , . . . , ψh−1 , ψh+1 , . . . , ψ2p−2 ).

(i )

( i −1)

end for

7:
8:

(i )

end for

Appendix A.2. Forward-Backward Filtering for Latent State Dynamics
The FFBS procedure requires to carry out multivariate Kalman ﬁltering forward in time and then
sample backwardly using the obtained ﬁltering distributions. For the cohort model Equations (2)
and (3) (or Equations (5a) and (5b)), the conditional distributions involved in the multivariate Kalman
ﬁltering recursions are given by
ϕt−1 |y1:t−1 ∼ N (mt−1 , Ct−1 ),

(A2a)

ϕt |y1:t−1 ∼ N ( at , Rt ),

(A2b)

yt |y1:t−1 ∼ N ( f t , Qt ),

(A2c)

ϕt |y1:t ∼ N (mt , Ct )

(A2d)

where
at = Λmt−1 + Θ,
f t = α + Bat ,

Rt = ΛCt−1 Λ + Υ,

Qt = BRt B + σε2 I p ,

1
m t = a t + R t B Q −
t ( yt − f t ),
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1
Ct = Rt − Rt B Q−
t BRt .

(A3a)
(A3b)
(A3c)
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for t = 1, . . . , T. Since
π (ϕ0:T |ψ, y1:T ) =

T

T

t =0

t =0

∏ π (ϕt |ϕt+1:T , ψ, y1:T ) = ∏ π (ϕt |ϕt+1 , ψ, y1:t ),

(A4)

We see that for a block sampling of the latent state, one can ﬁrst draw ϕ T from N (m T , CT ) and then,
for t = T − 1, . . . , 1, 0 (that is backward in time), draws a sample of ϕt |ϕt+1 ,ψ,y1:T recursively given a
sample of ϕt+1 . It turns out that ϕt |ϕt+1 ,ψ,y1:T ∼ N (ht , Ht ) where
1
ht = mt + Ct Λ R−
t+1 (ϕt+1 − at+1 ),

(A5a)

1
Ht = Ct − Ct Λ R−
t+1 ΛCt ,

(A5b)

based on Kalman smoothing (Carter and Kohn 1994). For the extended models, we simply need
to replace the vectors and matrices of the LC cohort model with objects stressed by tildes from
Section 3.
Appendix A.3. Posteriors for Static Parameters in the Cohort Model
To sample the posterior distribution of the static parameters, we assume the following
independent conjugate priors:
α x ∼ N (μ̃α , σ̃α2 ),
λ∼

β x ∼ N (μ̃ β , σ̃β2 ),

N[−1,1] (μ̃λ , σ̃λ2 ),

σε2

θ ∼ N (μ̃θ , σ̃θ2 ),

∼ IG( ãε , b̃ε ),

σκ2

η ∼ N (μ̃η , σ̃η2 )

∼ IG( ãκ , b̃κ ),

σγ2

(A6a)

∼ IG( ãγ , b̃γ )

(A6b)

where N[−1,1] denotes a truncated Gaussian with support [−1, 1] and IG( ã, b̃) denotes
an inverse-gamma distribution with mean b̃/( ã − 1) and variance b̃2 /(( ã − 1)2 ( ã − 2)) for ã > 2.
The posteriors of the static parameters are then obtained as follows:1

α x |y, ϕ, ψ−αx ∼ N

β x |y, ϕ, ψ− β x ∼ N

θ |y, ϕ, ψ−θ ∼ N

η |y, ϕ, ψ−θ ∼ N

σ̃α2 ∑tT=1 (y x,t − β x κt − γtx ) + μ̃α σε2
σ̃2 σ2
, 2 α ε 2
σ̃α2 T + σε2
σ̃α T + σε
σ̃β2 ∑tT=1 (y x,t − (α x + γtx ))κt + μ̃ β σε2
σ̃β2 ∑tT=1 κt2 + σε2


λ|y, ϕ, ψ−λ ∼ N[−1,1]

σε2 |y, ϕ, ψ−σε2 ∼ IG

ãε +


1

x

x

x

pT
1
, b̃ε +
2
2

xp

T

,

,

(A10)


σ̃λ2 σγ2
x

σ̃λ2 ∑tT=1 (γt−1 1 )2 + σγ2

,

,

(A11)
(A12)



ãκ +

For simplicity, we denote y = y1:T , ϕ = ϕ0:T and ψ−h = (ψ1 , . . . , ψh−1 , ψh+1 , . . . , ψ2p−2 ).
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(A8)
(A9)

∑ ∑ (yx,t − (αx + β x κt + γtx ))2

x = x1 t =1

,



σ̃η2 T + σγ2

σ̃λ2 ∑tT=1 (γt−1 1 )2 + σγ2



,

σ̃η2 σγ2

σ̃λ2 ∑tT=1 ((γt 1 − η )γt−1 1 ) + μ̃λ σγ2

(A7)

σ̃β2 ∑tT=1 κt2 + σε2


T
1 T
, b̃κ + ∑ (κt − (κt−1 + θ ))2 ,
2
2 t =1


T
1 T  x1
x1  2
∼ IG ãγ + , b̃γ + ∑ γt − λγt−1
.
2
2 t =1

σκ2 |y, ϕ, ψ−σκ2 ∼ IG
σγ2 |y, ϕ, ψ−σγ2

σ̃η2 T + σγ2

,

,

σ̃β2 σε2

,

σ̃2 σ2
σ̃θ2 ∑tT=1 (κt − κt−1 ) + μ̃θ σκ2
, 2 θ κ 2
2
2
σ̃θ T + σκ
σ̃θ T + σκ
σ̃η2 ∑tT=1 (γt − λγt−1 ) + μ̃η σγ2



(A13)
(A14)
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Appendix A.4. Posteriors for Static Parameters in the Extended Models
In order to develope sampling algorithm for models incorporating European countries population
information, we add the conjugate priori assumptions to Equation (A6) related to static parameters
of Equation (7)
2
[Ω]i,j ∼ N (μ̃Ω , σ̃Ω
), Ψ j ∼ N (μ̃Ψ , σ̃Ψ2 ), σ2 ∼ IG( ã , b̃ )
(A15)
The posteriors of static parameters from Equation (7) are essential for Gibbs backward sampling
regardless of the considered case for the extended model. We refer by small letters i, j to ages xi ,
x j ∈ { x1 , . . . , x p }, for i, j ∈ {1, . . . , p}, and letters m, l ∈ {1, . . . , k } to the components of the matrix Ft .
An element labelled as im corresponds to [Ft ]i,m or a latent variable im
t . Then

Ψim |y, ϕ̃, ψ−Ψim ∼ N

2
T
2
σ̃Ψ
∑tT=1 (im
t − t−1 [ Ω ]im,· ) + μ̃ψ σ
2 T + σ2
σ̃Ψ


,

2 σ2
σ̃Ψ

2 T + σ2
σ̃Ψ



,

[Ω]im,jl |y, ϕ̃, ψ−[Ω]im,jl ∼


⎛
⎞
jl
2
xh
2
2 σ2
σ̃Ω
∑tT=1 im
σ̃Ω
t − Ψim − ∑ xh= jm t−1 [ Ω ]im,xh t−1 + μ̃Ω σ

⎠,
N⎝
,
jl
jl
2
2
σ̃Ω
σ̃Ω
∑tT=1 (t−1 )2 + σ2
∑tT=1 (t−1 )2 + σ2

σ2 |y, ϕ̃, ψ−σ2 ∼ IG

ã +

2
k 
pkT
1 T
− Ψim − tT−1 [Ω]im,·
, b̃ + ∑ ∑ ∑ im
2
2 t =1 i =1 m =1 t
p

(A16)


,

where ϕ̃ is a vector of latent variables from Equation (8b) and ψ is a vector of static parameters updated
to Equation (7). Depends on the cases f extended model, we have the following replacement of the
posterioris from Appendix A.3
Case 1 Global factors Ft in the observation equation


α x |y, ϕ̃, ψ−αx
β x |y, ϕ̃, ψ− β x
σε2 |y, ϕ̃, ψ−σε2




σ̃α2 ∑tT=1 y x,t − [B̃t ] Tx,·ϕ̃t + μ̃α σε2
σ̃α2 σε2
∼N
,
(A17)
, 2
σ̃α2 T + σε2
σ̃α T + σε2



 2 T

σ̃β2 σε2
σ̃β ∑t=1 y x,t − α x + γtx + [F̃t ] Tx,· t κt + μ̃ β σε2
∼N
,
(A18)
σ̃β2 ∑tT=1 κt2 + σε2
σ̃β2 ∑tT=1 κt2 + σε2


x

2
pT
1 p T 
, b̃ε + ∑ ∑ y x,t − α x + [B̃t ] x,· Tϕ̃t
∼ IG ãε +
(A19)
2
2 x = x1 t =1

Case 2 Global factors Ft in the state equation of κt



σ̃θ2 σκ2
σ̃θ2 ∑tT=1 (κt − κt−1 − f̃tT t ) + μ̃θ σκ2
θ |y, ϕ̃, ψ−θ ∼ N
, 2
,
σ̃θ2 T + σκ2
σ̃θ T + σκ2



 2
T
1 T
2
T
σκ |y, ϕ, ψ−σκ2 ∼ IG ãκ + , b̃κ + ∑ κt − κt−1 + θ + f̃t t
2
2 t =1
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Case 3 Global factors Ft in the state equation of γt

η |y, ϕ̃, ψ−θ ∼ N


 x
x
σ̃η2 ∑tT=1 γt 1 − λγt−1 1 − tT [F̃t ] x1 ,· + μ̃η σγ2
σ̃η2 T + σγ2



x

σ̃η2 σγ2
σ̃η2 T + σγ2

x

σ̃λ2 ∑tT=1 ((γt 1 − η − tT [F̃t ] x1 ,· )γt−1 1 ) + μ̃λ σγ2

λ|y, ϕ, ψ−λ ∼ N[−1,1]

x

σ̃λ2 ∑tT=1 (γt−1 1 )2 + σγ2


σγ2 |y, ϕ, ψ−σγ2 ∼ IG

,

ãγ +

T
1 T  x
x 2
, b̃γ + ∑ γt 1 − λγt−1 1
2
2 t =1



,


,

(A22)


σ̃λ2 σγ2

,
x
σ̃λ2 ∑tT=1 (γt−1 1 )2 + σγ2
(A23)

.

(A24)

Appendix A.5. Application of the Constraints
The constraints are applied for every iteration of the sampler. Let the current iteration be denoted
by i, then the following procedures are performed:
1. The constraints of the vector β(i) are applied after sampling the arbitrary vector of static
parameters β(i) , the vector is mapped into a vector of transformed parameters, β̃(i) by the
following rescaling β̃(i) =

β (i )

(i ) .

∑x β x

Then we replace β(i) with β̃(i) and proceed to the next steps of

the sampler.
(i )
2. The constraints for the latent processes κt and γt− x are applied after the ﬁnalisation of Forward
(i )

(i )

Backward. The arbitrary ﬁltered estimates of the processes are transformed to κ̃t = κt − κ̄ (i)
and
(i )
κt

(i )
γ̃t− x

with

(i )
(i )
(i )
= γt− x − γ̄(i) for κ̄ (i) = N1 ∑kN=1 κtk and γ̄(i) = N + p1−1) ∑tcN=−t1x−1 x p γc . Then
(i )
(i )
(i )
κ̃t and γt with γ̃t and and proceed to the next steps of the sampler.

we replace

If one models the full cohort model the constraints of the vector βγ are applied applied in the
same fashion as for the vector β. For a simpliﬁed cohort model, the vector of parameters is set to the
vector of ones and is not sampled.
Appendix B. Description of Stochastic Mortality Models Utilizing Factor Extraction from
European Demographic Data
Recalling the notation from the Equation (8), all models which utilize features extracted from
Demographic data have the following the state-space representation
iid

yt = α + B̃tϕ̃t + εt ,

εt ∼ N (0, σε2 I21 ),

ϕ̃t = Λ̃ϕ̃t−1 + Θ̃ + ω̃t ,

iid

κ̃t ∼ N (0, Υ̃).

(A25a)
(A25b)

As we examine only Case 1 deﬁned in Section 3, the corresponding transition matrices of the
observation and state equations are equal to
B̃t 21×(22+m) =




B21×22


Λ̃(22+m)×(22+m) =

Λ22×22
0m×22

F̃t

022×m
Ωm×m



(A26)

where m is the dimensionality of the latent process vector t which corresponds to the factor matrix F̃t .
The structure of the matrix depends on the models what is further discussed in the next two subsections.
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Appendix B.1. DFM-PC-B Model
The model is constructed as follow
Step 1: Take the ﬁrst eigenvector of robustly standardized Birth counts which is of vector-type,
country speciﬁc
⎡
⎤
f AUT
⎢ 1,1. ⎥
⎥
[F]·,1 = ⎢
⎣ .. ⎦ ;
UKR
f 21,1
Step 2: Take the mean across the countries (components of the ﬁrst eigenvector vector) which is a scalar
fˆ and use a one per age group latent process to model additional supplementary information per
age group;
Step 3: Incorporate fˆ as elements of the diagonal matrix F̃
⎡

fˆ
⎢0
⎢
⎢
⎢
F̃ = ⎢ 0
⎢
⎢
⎣0
0

0
fˆ
0

0
0
..
.

0
0

0
0

···
···
0
..
.
0

⎤
0
0⎥
⎥
⎥
⎥
0⎥
.. ⎥
⎥
.⎦
fˆ

21×21

The corresponding t is age group speciﬁc vector, that is


t = 0t , . . . , 95
t

1×21

Appendix B.2. The Models of the Class DFM-PC-D and DFM-PC-Mx
The models are constructed as follow
Step 1: Take the ﬁrst eigenvector of robustly standardized corresponding data set which is of
matrix-type, age and country speciﬁc
⎡

f AUT
⎢ 1,1.
F=⎢
⎣ ..
AUT
f 21,1

···
..
.
···

⎤
UKR
f 1,28
.. ⎥
⎥
. ⎦
UKR
f 21,28

21×28

Step 2: Notice that the matrix F̃ is equal to F
Step 3: Use a one per country latent process to model the impact of country speciﬁc vector;
The corresponding t is country speciﬁc vector, that is


t = tAUT , . . . , UKR
t

1×28
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Abstract: We consider the ﬁnancial planning problem of a retiree wishing to enter a retirement
village at a future uncertain date. The date of entry is determined by the retiree’s utility and bequest
maximisation problem within the context of uncertain future health states. In addition, the retiree
must choose optimal consumption, investment, bequest and purchase of insurance products prior
to their full annuitisation on entry to the retirement village. A hyperbolic absolute risk-aversion
(HARA) utility function is used to allow necessary consumption for basic living and medical costs.
The retirement village will typically require an initial deposit upon entry. This threshold wealth
requirement leads to exercising the replication of an American put option at the uncertain stopping
time. From our numerical results, active insurance and annuity markets are shown to be a critical
aspect in retirement planning.
Keywords: retirement village; optimal control; optimal stopping, HARA, American put option;
long-term care needs, costs and products for the elderly; disability/health state transitions; life-cycle
modelling related to the retirement phase

1. Introduction
With the reduced mortality rate, life expectancy is continuing to increase globally [1]. In the
next 40–50 years, the percentage of people aged over 60 years will nearly double all over the world.
People are predicted to have longer lives and extended retirement living.
Australia has one of the longest life expectancies in the world, that is, 79.7 years for males and
84.2 years for females [2]. With the growing ageing population, Australia is now facing a profound
ageing problem. The potential impact includes economy stagnation, high demand for pensions and
increased aged care spending, which has caught Australian Government’s attention [3].
As reported by the Australia Institute of Health and Welfare [4], 28.31% of the population aged
65 or over receive aged care services. This requires recurrent annual expenditure of more than A$13
billion for the Australian federal, state and territory governments. Almost 70% of the total spending
on aged care is allocated to residential aged care services, that is, aged care homes [5]. The increasing
demand for aged care has become a burden for the Australian government. Hence, improving wellness
during retirement living has become a more profound topic.
For the growing senior population, retirement villages which are linked with “active ageing” and
“community support” present an alternative high-quality retirement living option. From Glass and
Skinner [6], a retirement village or retirement community can be deﬁned as an organised residential
place with a certain level of service for a voluntary age-speciﬁed retired or partially retired person.
Risks 2017, 5, 20
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The retirement village should provide its residents with shared activities and facilities in a community
that offers secured living [7].
In the United States, a retirement village is usually called a retirement community. According to
the size, scale, location, and facilities and activities provided, the retirement community can be
classiﬁed into different categories, such as senior apartments, continuing-care retirement communities,
leisure-oriented retirement communities, congregate housing, etc. [6]. In the United Kingdom (UK),
the retirement village is now growing as a new growing long-term residential option for retirees [7].
It is well documented in the literature that residing in a retirement village can improve well-being.
Factors that contribute to well-being include community facilities, accessibility features and 24-h
emergency assistance [8], social contact [9,10], living independence [11] and organised group activity
and exercise [12].
The Property Council of Australia [13] states that currently over 177,000 seniors aged 65 and over
(i.e., only 5% of the total number) reside in an Australian retirement village. However, as stated by
the Australian Bureau of Statistics [14], males have recently been stated to close the life expectancy
gap. This prevailing tendency implies that retirees are expected to live a longer time as a part of a
couple. As an alternative retirement living option for a spouse, retirement villages would attract more
demand [6].
Optimal strategies have been widely studied for a variety of ﬁnancial problems appearing in
the literature. Merton [15,16] developed a well-known optimal asset allocation and consumption
model for an investor with a ﬁxed lifetime. In the model, utility is measured by a constant relative
risk-aversion (CRRA) function and is maximised by the investor to determine her optimal strategy.
Ding et al. [17] used put option replication to create a wealth threshold in Merton’s model to allow
for a luxury bequest. Noting the conclusion from Yaari [18] that investors beneﬁt from a life annuity,
Merton’s model was extended in [19] by Richard in which investors were assumed to have a stochastic
lifetime and access to the purchase of insurance products, that is, life insurance and life annuities.
Within the framework of Merton’s model, Milevsky and Young [20] studied an optimal stopping
problem for investors seeking a once-and-for-all annuitisation. Kingston and Thorp [21] extended the
work of [20] to the more general case of hyperbolic absolute risk-aversion (HARA) utility. Dybvig and
Liu [22], and Barucci and Marazzina [23] investigate the lifetime asset allocation problem for an
investor who have stochastic labor income and can choose her retirement date.
Health status is another aspect which impacts on ﬁnancial decision. Rosen and Wu [24] showed
that self-rated health status is a profound indicator for portfolio choice. Bernheim et al. [25] studied the
circumstances under which health status can initiate bequest motives. Edwards [26] explored the link
between health status and portfolio selection. Speciﬁcally, in [26], the decline of ﬁnancial risk observed
after investors’ retirement is partially explained by investors’ health risk which usually increases along
with age. Furthermore, the existence of medical costs associated with their health risk can vary retirees’
ﬁnancial strategy. Retirees who pay out-of-pocket medical costs consequently have less wealth [27]
and tend to save more [28].
This arising ageing problem provided us with the motivation to develop a life-cycle model
involving retirement living choices while considering asset allocation, consumption, bequests and
insurance purchase, thus contributing to our understanding of the optimal ﬁnancial behaviour of
the ageing. In our model, retirees are found to have an increasing proportion of wealth invested in
risky assets in line with their increasing age, when there is a wealth requirement threshold to enter a
retirement village. This increasing proportion trend during retirement is also stated in Kingston and
Fisher [29], Ding et al. [17] and Pfau and Kitces [30]. By allowing for dynamic health states, our model
can be more suitable for the ageing problem.
In this paper, we study the retirees’ optimal strategy models for different cases in Section 2.
Numerical demonstrations (and parameters) are presented and discussed in Sections 3 and 4 and are
followed by the conclusion in Section 5.
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2. Model and Method
We assume that risky assets available in the market follow the geometric Brownian motion:
dXt = αXt dt + σXt dBt ,

(1)

where α and σ are the expected return rate and volatility of the risky assets Xt and Bt is the standard
Brownian motion.
In this paper, we use a HARA utility function for consumption, that is,
U1 (C ) =

(C − h)γ
,
γ

where C is consumption, h is consumption of necessities for basic living (not including medical costs)
and γ is a constant that reﬂects the individual’s level of risk aversion.
Drawing on Haberman and Pitacco [31] and the theory of continuous-time Markov chains1 ,
we assume the retiree’s health status is stochastic and is modelled by a continuous Markov chain
process with the transition matrix shown as follows

Q=

q11
q21

q12
q22


,

(2)

where q11 is the intensity of staying in a healthy state, q12 is the intensity of becoming sick from a
healthy state, q21 is the intensity of recovery from a sick state to a healthy state and q22 is the intensity
of staying in a sick state. Here state 1 represents a healthy condition and state 2 represents a sick
condition. For the homogeneity case, we have the transition probability of staying healthy, being sick
from a healthy state, recovery from being sick to a healthy state and staying in a sick state, that is, P̃11 ,
P̃12 , P̃21 and P̃22
P̃11 (t, T ) =

1
[q + q12 e−(q12 +q21 )(T −t) ]
q12 + q21 21

(3)

P̃12 (t, T ) = 1 − P̃11 (t, T )

(4)

P̃21 (t, T ) = 1 − P̃22 (t, T )

(5)

1
[q + q21 e−(q12 +q21 )(T −t) ],
P̃22 (t, T ) =
q12 + q21 12

(6)

where P̃ij (t, T ) is the transition probability from state i to state j with time interval (t, T ).
In our model, a known distribution is assumed to describe the lifetime of retirees. The density
function of mortality f x (t) is deﬁned as follows,
f x ( t ) = μ ( t ) · S ( t ),
where μ(t) is the force of mortality and S(t) is the survival probability.
Further, retirees are assumed to have short-sighted or myopic vision about their future health
state. That is, although their health state can continually change, reﬂected in the modelling above,
our myopic agents make their plans assuming their current health state will continue indeﬁnitely
into the future. We make this assumption to reduce the complexity of our already complex model.
Allowing agents to plan their future aware of future health changes is recognised as a mathematically
difﬁcult problem [33], and we leave this task for future research. Unlike Milevsky and Young [20],

1

See, for example, Ross [32].
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we do not explore asymmetric information between insured/annuitant and insurer, and so we assume
insurers share the retirees’ myopia.
With an assumed two-state health stochastic process { H (s), t ≤ s ≤ τ }, the presence of myopic
retirees making ﬁnancial plans at some time t implies
&
μ(s) =

μ1 ( s ),

H (t) = ht = 1, t ≤ s ≤ τ

μ2 ( s ),

H (t) = ht = 2, t ≤ s ≤ τ

(7)

with its corresponding S(s), and so myopia implies H (s) = ht , t ≤ s ≤ τ, for some deterministic
maximum age τ, and where ht is the realisation of the individual’s current health state at time t,
μi (s) and its corresponding Si (s) are the future force of mortality and survival probability at time s for
health state i. In this paper, state 1 represents the healthy state and state 2 represents the sick state.
Hence, μ1 (s) ≤ μ2 (s) and S1 (s) ≥ S2 (2).
2.1. Case 1: No Bequest and Incomplete Insurance Market
In Australia, several types of housing are offered by retirement villages. One common type is the
serviced apartment offered by a lease contract. These apartment-type residential options for seniors
can also be found in other countries, such as in the UK and the United States. For this case, the retirees
rent the apartment on a pay-as-you-go basis to move into a retirement village. According to [34],
an owner-occupied house can be treated as a bequest. So, in the case of leased serviced apartments,
as retirees do not own the residential property in the retirement village, some of these retirees will have
no bequest motive. Focusing on such retirees, we further assume they have no access to insurance
markets prior to their full annuitisation on their entry to the retirement village—with no bequest
motive they have no interest in life insurance and to thwart their interest in annuitisation prior to
entering a retirement village is an important consideration given the widespread incompleteness of
annuity markets worldwide [35].
Meanwhile, retirees are assumed to maximise their utilities by consumption and investment
before the optimal time τ̃, that is, the chosen optimal time to enter retirement villages. At time τ̃,
retirees without a bequest motive would use all their remaining wealth to purchase a life annuity at
the time they enter retirement villages.
Therefore, following [19,20], the value function of this optimal problem is as follows:
V = max E
π,C,τ̃

= max E
π,C,τ̃

4
4

τ̃
t
τ̃
t

S (s ) −ρ(s−t)
e
U1 (C (s))ds +
S(t)

5

 
 τ
W (τ̃ )
S (s) −ρ(s−t)

e
U1
dsH (s) = ht , t ≤ s ≤ τ
τ̃

S(t)

S (s ) −ρ(s−t)
S(τ̃ )
e
U1 (C (s))ds + e−ρ(τ̃ −t)
āτ̃ U1
S(t)
S(t)



āτ̃

5

W (τ̃ ) 
H (s) = ht , t ≤ s ≤ τ ,
āτ̃

(8)
(9)

with the wealth dynamics as
dW (t) = (rW (t) − D (t)W (t) − C (t) + (α − r )π (t)W (t))dt + σπ (t)W (t)dBt ,
where t is the starting age, π (t) is the proportion of total wealth invested in risky assets,
τ S(s)
āt = t S(t) e−ρ(s−t) ds is the annuity function and D (t) is the medical cost represented by a percentage
of wealth. As with the force of mortality and survival rate,
D (s) = Dht (s), t ≤ s ≤ τ.

(10)

For simplicity, we set the time preference rate equal to the risk free rate, ρ = r.
As retirees in our model are assumed to be myopic with respect to their future health
states, they develop their ﬁnancial strategies ignoring future health dynamics. In another words,
although retirees’ health states can switch between different regimes, the view of a myopic retiree still
will be limited to his or her current health condition and this is the reason for not including transition
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probabilities in our HJB equations. While our approach handles the regime switching environment
within which it is set, we point to [36] as a reference for the generalised setting for regime switching
environments.
From Milevsky and Young [20], and Kingston and Thorp [21], the optimal stopping time τ̃ has
been proven to be deterministic for CRRA utility and HARA utility. Based on Milevsky and Young [20],
and Øksendal [37], the variational inequality is shown as follows,

(ρ + μ(t))V ≥ Vt + (r − D (t))W (t)VW + max[U1 (C (t)) − C (t)VW ]
c

1
+ max[(α − r )πW (t)VW + σ2 π 2 W (t)2 VWW ], t ∈ [0, τ̃ ]
π
2

(11)

and
V ≥ āt U1 (

W (t)
), t ∈ (τ̃, τ ).
āt

(12)

The form of solution for V is assumed to be
V=

1
(W (t) − Ŵ (t))γ a(t)1−γ ,
γ

(13)

where
Ŵ (t) =

h
(1 − e−(r− D(t))(τ −t) )
r − D (t)

is the ’ﬂoor’ or ’protected’ wealth, and r − D (t) reﬂects the continuous compounding rate of interest
to give the retirees an income stream covering health costs up to the maximum possible age τ.
Such protection is needed as they are assumed to have no access to insurance markets prior to entry to
the retirement village. Further note that a(t) is health state dependent.
We also write W̃ (t) = W (t) − Ŵ (t) as the difference between wealth and protected wealth which
is known as ‘surplus’ wealth.
The derivatives of the value function are then
Vt =

1−γ
W̃ (t)γ a(t)−γ a (t) + W̃ (t)γ−1 a(t)1−γ h,
γ

VW = W̃ (t)γ−1 a(t)1−γ ,
and

VWW = (γ − 1)W̃ (t)γ−2 a(t)1−γ .

(14)

Following Milevsky and Young [20], and Kingston and Thorp [21], we can use the ﬁrst order
derivative condition of Equation (11) to show that the optimal consumption C ∗ (t) and optimal
proportion invested in risky assets are
C ∗ (t) = W̃ (t) a(t)−1 + h,
π ∗ (t) =

α − r W̃ (t)
σ 2 (1 − γ ) W ( t )

(15)

and C ∗ (t) depends on the current health state.
We substitute Equations (13)–(15) into (11) and (12): for t ≤ τ̃, we have

−1 ≥ a ( t ) +

1
1 ( α − r )2 γ
γr − γD (t) − ρ − μ(t) +
a(t), t ∈ [0, τ̃ ],
1−γ
2 σ 2 (1 − γ )

while for t > τ̃, we have
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a(t) ≥ āt , t ∈ (τ̃, τ ).

(17)

We adopt the hypothesis from Milevsky and Young [20] which assumes the time before full
annuitisation is of the form (0, τ̃ ). With this hypothesis, τ̃ is set to be deterministic and we write φ(t) as
the solution of Equations (16) and (17) and let η1 (t) =

γr − γD (t) − ρ − μ(t) +

1
1− γ

for t ≤ τ̃, we have

2
1 ( α −r ) γ
2 σ 2 (1− γ )

. Hence,

− 1 = φ ( t ) + η1 ( t ) φ ( t ) .
Multiplying equation (18) by e

−e

t
0 η1 ( u ) du

t
0 η1 ( u ) du

(18)

, the equation can be shown as

= φ (t)e

t
0 η1 ( u ) du

+ η1 ( t ) φ ( t ) e

t
0 η1 ( u ) du

.

(19)

Integrating (19) from t to τ̃, we can have
 τ̃
t

−e

s
0 η1 ( u ) du

ds = φ(s)e

s
0 η1 ( u ) du

τ̃
t

and
φ(t) = āτ̃ e

τ̃
t

η1 (u)du

+

 τ̃
t

e

s
t η1 ( u ) du

(20)

ds.

For t > τ̃, the solution φ is
φ(t) = āτ̃ .
We re-write φ(t) as φ(t, τ̃ ), as it contains both t and τ̃.
To ﬁnd the optimal stopping time, we can differentiate the value function (13) with respect to τ̃,
1−γ γ
∂φ(t, τ̃ )
∂V
=
W (t)φ−γ (t, τ̃ )
,
∂τ̃
γ
∂τ̃
and noting ∂ āτ̃ /∂τ̃ = (μ(τ̃ ) + ρ) āτ̃ − 1 and ∂φ(t, τ̃ )/∂τ̃ = [(μ(τ̃ ) + ρ) āτ̃ ]e
with W (t), φ(t) and āτ̃ always positive, then

τ̃
t

η1 (u)du

+ āτ̃ e

τ̃
t

η1 (u)du

η1 (τ̃ ),

∂V
∝ μ(τ̃ ) + ρ + η1 (τ̃ )
∂τ̃
and the optimal stopping time is given when this expression is zero.
2.2. Case 2: With Bequest and Complete Insurance Market
The most common housing type offered by retirement villages in Australia is the resident-funded
unit. Retirees need to purchase a licence to reside in the retirement village and can sell the licence
when they exit. This type of agreement is similar to a purchase in the real-estate market. Retirees who
have a licence to live in a resident-funded unit can be regarded as house owners. Similarly, in the UK,
retirees can purchase retirement housing on a leasehold basis2 or as a property owner. In the United
States, it is also common for retirees to purchase properties in leisure-oriented retirement communities
for retirement living. Following the assumption by [34]—that the owner-occupied house can be treated

2

Retirees need to pay a large amount in upfront fees to live in such a community and have the right to re-sell the occupation
rights of the property.
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as a bequest—we can assume that those retirees have bequest motives and access to the insurance
market prior to full annuitisation.
In this case, retirees are assumed to have bequest motives from time t to τ̃. We use a power utility
function for the bequest motive U2 , that is
U2 ( L(t)) = m(t)1−γ

L(t)γ
,
γ
τ

where L(t) is the legacy amount and, following the argument in [38], with m(t) = 23 t e−r(u−t) du.
In our calculation, we use τ to represent the deterministic maximum age.
We also assume that insurance products, that is, life insurance and annuities, are available in the
market. Before the optimal time to enter a retirement village τ̃, retirees use consumption, bequests and
the purchase of insurance products to maximise their utility. From Richard [19], the insurance premium
is related to L(t) and wealth Wt and given by3
P(t) = μ(t)[ L(t) − W (t)]
and where both P(t) and L(t) depend on the current health state.
At time τ̃, retirees split their wealth into two parts: υWτ̃ and (1 − υ)Wτ̃ . The ﬁrst part, υWτ̃ ,
is used to purchase lifetime annuity products, with this being similar to the behaviour of retirees
without a bequest motive. The second part, (1 − υ)Wτ̃ , reﬂects their altruism, with this sum to be
delivered to their heirs at time τ̃ as an inter vivos transfer. Hence, the value function is
4  τ̃
S ( s ) −ρ(s−t)
e
V = max E
[U1 (C (s)) + μ(s)U2 ( L(s))] ds
π,C,L,τ̃
t S(t)
5
 τ

S ( s ) −ρ(s−t)
υW (τ̃ )
S(τ̃ ) −ρ(τ̃ −t)

+
e
U1 (
)ds +
e
U2 ((1 − υ)W (τ̃ ))H (s) = ht , t ≤ s ≤ τ
āτ̃
S(t)
τ̃ S ( t )
4  τ̃
S ( s ) −ρ(s−t)
S(τ̃ )
υW (τ̃ )
= max E
āτ̃ U1 (
e
)
[U1 (C (s)) + μ(s)U2 ( L(s))] ds + e−ρ(τ̃ −t)
āτ̃
S(t)
π,C,L,τ̃
t S(t)
5

S(τ̃ ) −ρ(τ̃ −t)

+
e
U2 ((1 − υ)W (τ̃ ))H (s) = ht , t ≤ s ≤ τ
S(t)
with the wealth dynamics
dW (t) = (rW (t) − D (t)W (t) − C (t) + (α − r )π (t)W (t) − P(t))dt + σπ (t)W (t)dBt .
The variational inequality is then shown as

(ρ + μ(t))V ≥ Vt + rWVW − P(t)VW + max[U1 (C (t)) + μ(t)U2 ( L(t)) − C (t)VW ]
C,L

1
+ max[(α − r )πW (t)VW + σ2 π 2 W (t)2 VWW ], t ∈ [0, τ̃ ]
π
2

(21)

and
V≥

(υ Wā(τ̃t) )γ
γ

āτ̃ +

((1 − υ)W (t))γ m(t)
, t ∈ (τ̃, τ ).
γ

(22)

Similar to the case in Section 2.1, we have

3

Note that P(t) > 0 reﬂects the retiree (continuously) purchasing life insurance, while P(t) < 0 indicates the retiree has
entered into something akin to a (instantaneous) variable annuity contract with an insurer [38].
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V=

1
(W (t) − Ŵ (t))γ a(t)1−γ ,
γ

where
Ŵ (t) = h

 τ
S(s) −(r− D(t))(s−t)
e
ds.
t

S(t)

For the time t ≤ τ̃, the value function reduces to Richard’s model [19] in which the optimal
consumption C ∗ (t), optimal legacy amount L∗ (t), optimal proportion invested in risky assets π ∗ (t)
and optimal insurance premium P∗ (t) are shown as follows
C ∗ (t) = W̃ (t) a(t)−1 + h,
L∗ (t) = m(t)W̃ (t) a(t)−1 ,
π ∗ (t) =

α − r W̃ (t)
,
σ 2 (1 − γ ) W ( t )

P∗ (t) = ( L∗ (t) − W (t))μ(t)

= μ(t)m(t)W̃ (t) a(t)−1 − μ(t)W (t)

(23)

and where all controls, apart from π ∗ (t) depend on the health state at time t. The utility function with
optimal consumption and optimal legacy is then shown as
W̃ (t)γ a(t)−γ
,
γ
m(t)W̃ (t)γ a(t)−γ
U2 ( L∗ ) =
.
γ

U1 (C ∗ ) =

(24)

By substituting Equations (13), (14), (23) and (24) into Equations (21) and (22), for t ≤ τ̃, we have

−(1 + μ(t)m(t)) ≥ a (t) +

1
1 ( α − r )2 γ
γ
a(t)
(r − D (t)) −
ρ − μ(t) +
1−γ
1−γ
2 (1 − γ )2 σ 2

(25)

and for t > τ̃, we have

 1
1− γ
a(t) ≥ υγ āt + (1 − υ)γ m(t) 1−γ .
We write φ as the solution of this problem and η2 =
Hence, for t ≤ τ̃,

γ
1− γ ( r

(26)

− D (t)) −

1
1− γ ρ

− μ(t) +

−(1 + μ(t)m(t)) = φ (t) + η2 (t)φ(t).
Multiplying Equation (27) by e

−(1 + μ(t)m(t))e

t
0 η2 ( u ) du
t
0 η2 ( u ) du

2
1 ( α −r ) γ
2 (1− γ )2 σ 2 .

(27)

, it can be shown as

= φ (t)e

t
0 η2 ( u ) du

+ η2 ( t ) φ ( t ) e

t
0 η2 ( u ) du

.

(28)

Integrating Equation (28) from time t to τ̃, the equation can be shown as

−

 τ̃
t

(1 + μ(s)m(s))e

s
0 η2 ( u ) du

ds = φ(s)e

s
0 η2 ( u ) du

τ̃
t

.

and

 1
1− γ
φ(t) = υγ āτ̃ + (1 − υ)γ m(τ̃ ) 1−γ e

τ̃
t

η2 (u)du
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+

 τ̃
t

[1 + μ(s)m(s)]e

s
t η2 ( u ) du

ds.

(29)
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For t > τ̃, the solution φ is

 1
1− γ
φ(t) = υγ āt + (1 − υ)γ m(t) 1−γ .

(30)

We re-write φ(t) as φ(t, τ̃ ), as it contains both t and τ̃.
To ﬁnd the optimal stopping time, we can differentiate the value function with respect to τ̃,
1−γ γ
∂φ(t, τ̃ )
∂V
=
W̃ (t)φ−γ (t, τ̃ )
,
∂τ̃
γ
∂τ̃
where
ll

1
τ̃
τ̃
∂φ(t, τ̃ )
= η2 (τ̃ )[υγ ā1τ̃−γ + (1 − υ)γ m(τ̃ )] 1−γ e t η2 (u)du + [1 + μ(τ̃ )m(τ̃ )]e t η2 (u)du
∂τ̃
γ $
1
γ
+
[υγ ā1τ̃−γ + (1 − υ)γ m(τ̃ )] 1−γ υγ (1 − γ) ā−
τ̃ [( μ ( τ̃ ) + ρ ) āτ̃ − 1]
1−γ
2 % τ̃
+ (1 − υ)γ [rm(τ̃ ) − ] e t η2 (u)du .
3

It then follows, noting our approach for case 1 above, that
∂φ(t, τ̃ )
∂V
∝
∂τ̃
∂τ̃

(31)

and so we can determine our optimal stopping time.
2.3. Case 3: With Bequest, Complete Insurance Market and Wealth Floor
In addition to resident-funded unit and serviced apartment, some non-proﬁt Australian retirement
villages offer a type of unit housing type with an entry contribution. To reside in such place, retirees are
required to make a contribution deposit. This deposit might contribute to the maintenance or
improvement of a retirement village. In the United States, an entry contribution with monthly fees
is a payment option for continuing-care retirement community living. We can treat this contribution
requirement as a threshold for the wealth level for retirees to enter a retirement village, that is,
W (τ̃ ) ≥ R,
where R is the certain level of wealth required for retirees to enter a retirement village. This R can be
explained as a combination of the management fee, upfront loading fee of the retirement village or the
transaction cost of asset relocation.
We assume that retirees would still follow the optimal strategy of consumption, bequest and
entering retirement village but change the proportion of wealth invested in the risky asset.
In letting W (t) can fulﬁl such requirement, we are inspired by Ding et al. [17] and assume that
retirees would separate their wealth into two parts: surplus wealth W̃ (t) and protected wealth Ŵ (t):
W (t) = Ŵ (t) + W̃ (t),
where Ŵ (t) = h āt . The protected wealth is used for necessity consumption h, which can be basic living
costs and medical costs.
In terms of their surplus wealth, retirees can use it for consumption and bequest purposes.
To ensure that W̃ (t) is greater than the certain required level R, retirees can replicate a put option by
separating their surplus wealth into two parts:
W̃ (t) = W̃κ (t) + P (W̃κ (t), R, t).
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The ﬁrst part W̃κ (t) is the remaining wealth used for consumption, investment and insurance and
the second part is used to replicate an American put option: P (Wκ (t), R, t)), with the underlying asset
Wκ (t) and strike price R.
At the optimal time of entering a retirement village, retirees will then exercise the option to let
wealth W (t) have the minimum value R:
W̃ (t) = W̃κ (t) + max(0, R − W̃κ (t)) = max(W̃κ (t), R).
We now deﬁne the value function as
4  τ̃

S ( s ) −ρ(s−t) 
V = max
e
U1 (C̃κ (s)) + μ(s)U2 ( L̃κ (s)) ds
t S(t)
π,C̃κ , L̃κ ,τ̃

+

5
 ∞

S ( s ) −ρ(s−t)
υW̃κ (τ̃ )
S(τ̃ ) −ρ(τ̃ −t)

e
U1 (
)ds +
e
U2 ((1 − υ)W̃κ (τ̃ ))H (s) = ht , t ≤ s ≤ τ

āτ̃
S(t)

S ( s ) −ρ(s−t) 
S(τ̃ )
υW̃κ (τ̃ )
āτ̃ U1 (
= max
e
)
U1 (C̃κ (s)) + μ(s)U2 (W̃κ (s)) ds + e−ρ(τ̃ −t)
āτ̃
S(t)
t S(t)
π,C̃κ , L̃κ ,τ̃
5

S(τ̃ ) −ρ(τ̃ −t)

e
U2 ((1 − υ)W̃κ (τ̃ ))H (s) = ht , t ≤ s ≤ τ
+
S(t)
τ̃

S(t)
4

τ̃

with the wealth dynamics
dW̃κ (t) = (rW̃κ (t) − D (t)W̃κ (t) − C̃κ (t) + (α − r )π (t)W̃κ (t) − P̃κ (t))dt + σπ (t)W̃κ (t)dBt ,
where C̃κ (t) and P̃κ (t) are the consumption and insurance premium at time t by using the surplus
wealth W̃κ (t). The form of the value function is assumed be
V=

1
W̃κ (t)γ a(t)1−γ ,
γ

in which the solution of a is in Equations (29) and (30). Then for W̃κ (t) the optimal consumption Cκ∗ (t),
optimal legacy amount Lκ∗ (t), optimal proportion invested in risky assets πκ∗ (t) and optimal insurance
premium Pκ∗ (t) are shown as follows
Cκ∗ (t) = W̃κ (t) a(t)−1 + h,

Lκ∗ (t) = m(t)W̃κ (t) a(t)−1 ,

πκ∗ (t) =

α−r
W̃ (t)
,
σ2 (1 − γ) Ŵ (t) + W̃κ (t)

Pκ∗ (t) = ( Lκ∗ (t) − Ŵ (t) − W̃κ (t))μ(t)
and where all controls, apart from πκ∗ (t), depend on the health state at time t.
To replicate an American put option, we use the delta hedging deﬁned in Huang et al. [39],
Delta =

where d˜1 = ln

∂P
= − N (−d1 ( X, K, T − t)) −
∂X

 T
t

d˜1
r
√
e− 2 du,
σ 2πu

(33)

 √
2
+ (r + σ2 )u /σ u and B(t) is deﬁned as the optimal exercise price for underlying
asset X. Please see the appendix for details on how to obtain values of B(t) by using the front-ﬁxing
ﬁnite difference method. Finally, the value of τ̃ can be found by following the procedures outlined at
the end of our discussion of case 2 above.
X
B
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3. Parameter Values
In this paper we calibrate our parameters to Australian data to obtain numerical results for a
starting age of t = 65 to a maximum age of τ = 109. These and other parameters are presented
in Table 1 below, and we now turn to a discussion of each. Survival probabilities and the force of
mortality are from the [40]. In particular, we use the tabulated values from [40] for S1 (s) and μ1 (s).
To determine survival rates and force of mortality for the sick state, we adopt the frailty model from
Su and Sherris [41]. For S2 (s) and μ2 (s), we simply set S2 (s) = S1u (s) and μ2 (s) = u × μ1 (s), where u
is deﬁned as a frailty factor and is assumed to be a constant here.
The risky return rate, α = 8.112%, and volatility of risky assets, σ = 0.15685, are based on the
5-year average rate (from 2009 to 2014) of the ASX 200 (http://www.asx.com.au/). We use the 5-year
cash rate (from 2009 to 2014) from the Reserve Bank of Australia (http://www.rba.gov.au/statistics/
cash-rate/) as our risk free rate, that is, r = 3.4%. As was done by [20,21], we set the rate of time
preference to be equal to the risk-free rate, ρ = r. The average annual income, Y = AUD$47, 736,
is from [42], and retirees in our model are assumed to have total initial wealth of 10Y from previous
savings and have no future income. Following [38], the risk-aversion parameter γ is set to be −0.5.
In this paper, retirees with bequest motives are assumed to use 80% of their wealth, υ = 0.8, to annuitise
and use the rest as an inter vivos transfor at the time of entering the retirement village. The frailty
factor u to be 1.2. Medical costs are assumed to be 1% of total wealth for agents in the healthy state
and be 2% of total wealth for agents in the sick state, that is, D1 = 0.01 and D2 = 0.02, respectively.
With expenditure as estimated by [43], the necessary consumption amount h is set to be AUD$12, 000
per annum. As mentioned above, we set the maximum survival age to 109.
Table 1. Parameters used in the numerical simulation.
t = 65
τ = 109
q12 = 0.04
q21 = 0.4
α = 0.08112
r = 0.034
ρ = 0.034
σ = 0.15685
Y = AUD$47,736
γ = −0.5
υ = 0.8
u = 1.2
D1 = 0.01
D2 = 0.02
h = AUD$12,000 p.a.

4. Numerical Results and Discussion
In our numerical demonstration, three cases are studied. For the serviced apartment case (case 1),
there is no bequest motive and agents have no access to the insurance market prior to entering the
retirement village; retirees can purchase neither life insurance nor a variable annuity. Retirees are
assumed to be fully annuitisated (purchase of a ﬁxed annuity) at the time of entering the retirement
village. For the resident-funded unit case (case 2) and the early contribution unit case (case 3),
retirees have bequest motives and can purchase life insurance or a variable annuity in the insurance
market prior to entering the retirement village. In addition, retirees are assumed to leave part of their
wealth as a pre-inheritance disbursement and use the rest for full annuitisation when entering the
retirement village. Furthermore, in the entry contribution case (case 3), a minimum wealth requirement
is a prerequisite for retirement village entry. These retirees are then assumed to replicate an American
put option to clear this ﬁnancial hurdle.
We present the expected consumption path for case 1 in Figure 1. From the plot, we see
the expected consumption path is hump-shaped—similar to consumption observed in empirical
studies [44,45]. This phenomenon can be attributed to both market incompleteness (lack of access to
insurance markets) and low wealth levels in the later life stages.
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Figure 1. Expected consumption path for case 1 retirees, starting in the healthy state at age 65 with
total wealth of 10Y, and truncated at the optimal case 1 stopping times. This captures the expected
consumption outcomes of agents with no bequest motive. Note that these agents have no access
to insurance markets, and are assumed to purchase a term certain annuity to protect their basic
consumption needs—which is much more expensive than a life annuity, particularly at older ages.

In Figure 2, the expected consumption for cases 2 and 3 rises in line with increasing age. Due to
uncertainty arising from the unknown future health state, the market is not entirely complete and
thus expected consumption is slightly convex. Compared to Figure 1, Figure 2 reﬂects the ability of
retirees in cases 2 and 3 who have bequest motives to spend more on consumption as they have access
to an active insurance market to carry out annuitisation or to purchase insurance. Figure 2 also shows
that retirees in case 3 have less consumption than those in case 2, due to the cost of replication of the
American put option to ensure they can clear the wealth hurdle required for entry.

Figure 2. Expected consumption, truncated at optimal stopping times, for case 2 and case 3 agents
commencing at age 65 in the healthy state with total wealth of 10Y. The ﬁgure captures the expected
consumption paths for agents with bequest motives. These agents, in contrast to case 1, have access to
perfect insurance markets.

Our calculations indicate health changes impact optimal consumption decisions. As one would
expect, agents in the poorer health state consume more than those in the healthy state.
We display the expected wealth path for cases 1, 2 and 3 in Figure 3. For most of time, retirees in
case 1 are in possession of more expected wealth than those in case 2 and case 3. As there is no active
insurance market in case 1, self-insurance due to precautionary motives is found to be another driver
for holding wealth [46]. Hence, Figure 3, suggests retirees tend to draw on their wealth more cautiously
when there is no active insurance market. Moreover, the wealth ﬂoor requirement in case 3 demands
more outgoes and results in less wealth.

Figure 3. Expected wealth, truncated at optimal stopping times, for case 1, 2 and 3 agents commencing
at age 65 in the healthy state with total wealth of 10Y. Recall case 1 agents have no access to insurance
markets, while case 3 agents replicate an American put option to ensure their savings target is met.

The expected insurance premiums for life insurance or receipt of variable annuity income for
cases 2 and 3 are displayed in Figure 4. A positive or negative premium value is linked to the demand
for life insurance or a variable annuity, respectively. In Figure 4, retirees in cases 2 and 3 are shown to
purchase a variable annuity in order to maximise utility. Compared to those in case 2, retirees in case 3
have a lower annuitisation amount, reﬂecting the resources they have to put toward replicating the
American put option to secure their retirement village entry.
We calculate the proportions of total wealth in risky assets for cases 2 and 3, and display the
expected paths of the proportion of surplus wealth, W̃, invested in the risky assets in Figure 5.
Retirees in case 2 appear to invest a constant proportion of surplus wealth in risky assets, very much
in line with the Merton ratio [15,16]. Indeed, the high values seen are characteristic of the Merton
ratio for the parameters chosen and also reﬂect the lack of short-selling/borrowing restrictions in
the modelling. The situation is very different for retirees in case 3 who are target savers and who
are assumed to replicate an American put option to meet their target. These retirees, who want to
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hedge risk, are encouraged to have an increasing risk exposure while they are ageing4 . In Figure 5,
the proportion of surplus wealth for case 3 rises along with age, producing a convex shape. This trend
is similar to that reported in the study by Ding et al. [17], in which retirees are assumed to replicate a
European put option for their wealth requirement.
Health changes are seen not to impact investment decisions for our health myopic agents as we
chose a level of risk aversion, γ, that was constant between health states. It should be clear from
our myopic health modelling above that if this value differed between states then this would lead to
investment behaviour that differed between states. That is, if investors were more risk averse in the
sick state, then they would also invest less in the risky assets (compare Merton ratios).
Figure 4. Expected insurance premiums paid by case 2 and case 3 agents, truncated at optimal stopping
times, for those commencing at age 65 in the healthy state with a total wealth of 10Y. Negative insurance
premiums mean the agents are receiving funds from the insurers, that is, they are in receipt of an annuity.
Figure 5. Expected proportion of surplus wealth, W̃, invested in the risky assets, or π ∗ W/W̃, by agents
starting at age 65 in the healthy state with a total wealth of 10Y. The expected paths are truncated at
the optimal stopping times for case 2 and case 3, respectively. The differing behaviour of the case 3
target savers is clear.

We also test the impacts of some variables on optimal stopping times. As shown in Table 2, we try
different risk-aversion parameter values for case 1, that is, no bequest motive and an incomplete
insurance market, and case 2, that is, with bequest motives and a complete insurance market,
respectively. With an increasing risk-aversion level for both cases, retirees are shown to be more
afraid of potential risks in the markets and prefer an earlier stopping time. The stopping times for
case 2 are more sensitive to change in the risk-aversion parameter value. This phenomenon can be
explained by the extra risk aversion generated by the bequest motive utility function.
Table 2. Expected stopping times by level of risk aversion for case 1 and case 2 agents aged 65, in the
healthy state, and with total wealth of 10Y—and other parameters as given in Table 1. Increasing levels
of risk aversion lead to falling stopping times. Also, the bequest motives of case 2 agents produce
results much more sensitive to the level of risk aversion. Indeed, at γ = −0.5 case 2 agents abandon
their conservative behaviour and embrace the risky investment environment.
Expected Stopping Time (Years)
Gamma

Case 1

Case 2

−0.5
−0.6
−0.7
−0.8
−0.9
−1

11.65
11.04
10.56
10.04
9.54
9.13

13.22
10.53
8.28
6.23
4.50
2.99

Table 3 shows the results of our tests on the impact of excess returns, α − r, on the stopping
time for case 1, that is, no bequest motive and an incomplete insurance market, and case 2, that is,
with bequest motives and a complete insurance market, respectively. As we expected, higher excess
returns are more attractive to retirees and defer the stopping time for both cases. This trend can be also
found in [21].

4

Retirees are also found to use increasing risk exposure to hedge against risk in other studies, such as Hulley et al. [47] and
Thorp et al. [48].
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Table 3. Expected stopping times by level of equity premium for case 1 and case 2 agents aged 65, in the
healthy state, and with total wealth of 10Y—and other parameters as given in Table 1. Increasing the
equity premium results in longer stopping times, as agents exploit the more proﬁtable investment
environment. The situation illustrated is for agents with risk aversion of γ = −0.5, where case 2 agents
are less conservative than case 1 agents. With more risk averse agents, this boldness of agents with
bequest motives over those without is reversed.
Expected Stopping Time (Years)
α−r

Case 1

Case 2

0.02
0.03
0.04
0.05
0.06

5.49
7.76
10.07
12.27
14.31

6.38
9.02
11.60
13.87
16.06

The impact of volatility, σ, on the stopping time for case 1 and case 2 is demonstrated in
Table 4. For both two cases, retirees are seen to enter the retirement village earlier when the market is
more volatile.
As shown in Table 5, we also study the impact of the frailty factor on the stopping time. In both
case 1 and case 2, when retirees are more frail in the sick state, and consequently have more mortality
risk, they intend to stop earlier. These ﬁndings are in line with [49], who uses a very different (actuarial)
approach, to discover that retirees entering retirement villages when they are younger and healthier
are ﬁnancially better off.
Table 4. Expected stopping times by level of market volatility for case 1 and case 2 agents aged
65, in the healthy state, and with total wealth of 10Y—and other parameters as given in Table 1.
Increasing market volatility results in shorter stopping times, as agents shy away from the riskier
environment. The situation illustrated is for agents with risk aversion of γ = −0.5, where case 2 agents
are less conservative than case 1 agents. With more risk averse agents, this boldness of agents with
bequest motives over those without is reversed.
Expected Stopping Time (Years)
σ

Case 1

Case 2

0.12
0.13
0.14
0.15
0.16

14.62
13.67
13.44
12.10
11.42

16.45
15.46
14.51
13.70
12.99

Table 5. Expected stopping times by frailty factor u for case 1 and case 2 agents aged 65, in the healthy
state, and with total wealth of 10Y—and other parameters as given in Table 1. Increasing frailty results
in shorter stopping times, as less healthy agents choose the safer retirement village world sooner.
The situation illustrated is for agents with risk aversion of γ = −0.5, where case 2 agents are less
conservative than case 1 agents. With more risk averse agents, this boldness of agents with bequest
motives over those without is reversed.
Expected Stopping Time (Years)
u

Case 1

Case 2

1.1
1.2
1.3
1.4

13.40
11.65
10.15
8.85

14.15
13.22
12.38
11.58
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5. Conclusions
This paper provides an innovative contribution in its investigation of several cases of retirees
entering retirement villages by using Richard’s model with a HARA utility function and dynamic
health states. In our research, in which the time of entering the retirement village is the stopping time,
we study the optimal strategy with the optimal stopping time for retirees.
We make several different assumptions for bequest motives and the insurance market to mimic
the options faced by retirees when entering retirement villages in the real world. In studying these
problems we obtain numerical results of consumption, wealth, insurance premiums and stopping
times. In our generalised model retirees are assumed to have require a minimum level of consumption
as well as facing a future of dynamic health changes and medical costs.
Retirees are found to have divergent consumption and stopping time trends, when the
assumptions of bequest motives and the insurance market change. If retirees are assumed to have
a bequest motive and access to insurance and annuity products, they are found to annuitise their
excess wealth and to have a higher level of consumption. Otherwise, retirees are shown to have less
consumption and to hold more wealth for precautionary purposes. Our numerical results indicate
the importance of complete insurance markets for self-reliance in retirement—for increasing the
consumption level prior to full annuatisation. This ﬁnding implies that the existence of a life insurance
market for retirees is essential and critical for retirees’ ﬁnancial strategy. Our ﬁnding supports the
argument of Blake [35] and others for deepening insurance and annuity markets. A new research
direction is then suggested in the insurance market in relation to the ageing problem. Stopping times
are also impacted by the risk-aversion parameter, excess returns and the frailty factor.
In this paper, we also study the investment proportion in risky assets. In the case where there is a
wealth requirement (wealth ﬂoor), retirees are assumed to replicate an American put option. In our
numerical results, retirees are shown to be more conservative and have an increasing proportion of
wealth invested in risky assets in line with their increasing age. This result once again veriﬁes the
ﬁndings in the existing literature.
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Appendix A. Optimal Exercise Price
Based on the deﬁnition of B(t), that is, the optimal exercise price, the dynamics of the American
put option price are the same as those for the price of the European put option, when the S(t) is greater
than B(t). Hence, from Black and Scholes [50], we have
1
∂2 P
∂P
+ σ2 Xt2 2 + rSτ̃ − r P = 0, X ∈ (B(t), ∞).
∂t
2
∂Xt

(A1)

The American put options should be exercised at the strike price K when the S(t) is less than B(t)

P ( X (t), K, t) = K − X (t), X ∈ (0, B(t)).

(A2)

The boundary condition of the American put option is
lim P ( X (t), K, t) = 0.

X (t)→∞
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The American put option price P ( Xt , K, t) also have the following conditions at the ﬁxed exercise
boundary B(t),

P (B(t), K, t) = K − B(t),

∂P (B(t), K, t)
= −1.
∂X

(A4)

At the time of expiration, all unexercised American put options will be exercised or expired.
As B(τ̃ ) is the optimal exercise price, the terminal condition is provided by

P (B(τ̃ ), τ̃, K ) = 0, X ∈ (B(τ̃ ), ∞) with τ̃ = 0 and B(0) = K.

(A5)

To obtain the optimal exercise price B(t), we use the front ﬁxing ﬁnite difference method from
Wu and Kwok [51]. We transform the option price P (St , K, t), asset price St and the ﬁxed boundary
B(t) respectively, as follows

P̃ =

P
B(t)
X (t)
K
= 1,
, B̃(τ̃ ) =
, X̃ (t) =
, K̃ =
K
K
K
K

where P represents the American put option price P ( X (t), t, K ) and P̃ represents the transformed
American put option price at time τ̃ about the underlying asset X̃ (t) and the strike price K̃.
Here the dynamics of P̃ are described by Equations (A1) and (A2) with K = 1. Equations (A3)–(A5)
still hold for P̃ , X̃ and B̃ with K = 1.
In Wu and Kwok [51], a new variable ỹ at time τ̃ which was introduced to transform the the
unknown boundary to a known ﬁxed one is deﬁned as

ỹ(t) = ln

X̃ (t)
.
B̃(t)

(A6)

The process of ỹ is shown as follows:
ỹ(t) = lnX̃ (t) − lnB̃(t),
dỹ(t) = dlnX̃ (t) − dlnB̃(t)


σ2
B̃ (t)
dt + σdBt .
= r−
+
2
B̃(t)
Following Wu and Kwok [51], the partial differential equation (PDE) of the new variable ỹ is
obtained by forming a direct substitution to Equation (A1):
∂P̃
σ2 ∂2 P̃
σ2 ∂P̃
B̃ (t) ∂P̃
− r P̃ +
= 0.
+
+ (r − )
∂t
2 ∂y2 (t)
2 ∂y(t)
B̃(t) ∂y(t)

(A7)

Equation (A7) is the PDE of a transformed American put option price P̃ with ﬁxed boundary B̃(t).
Using the ﬁnite difference scheme deﬁned in Wu and Kwok [51], we can explicitly solve Equation (A7)
and obtain the numerical result for B(t).
Substituting the B(t) value into equation (33), we can obtain the delta value of an American put
option. With this delta value, an American put option can be replicated by risky assets in the market.
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Abstract: Means-tested pension policies are typical for many countries, and the assessment of policy
changes is critical for policy makers. In this paper, we consider the Australian means-tested Age
Pension. In 2015, two important changes were made to the popular Allocated Pension accounts:
the income means-test is now based on deemed income rather than account withdrawals, and the
income-test deduction no longer applies. We examine the implications of the new changes in regard
to optimal decisions for consumption, investment and housing. We account for regulatory minimum
withdrawal rules that are imposed by regulations on Allocated Pension accounts, as well as the 2017
asset-test rebalancing. The policy changes are considered under a utility-maximising life cycle model
solved as an optimal stochastic control problem. We ﬁnd that the new rules decrease the advantages
of planning the consumption in relation to the means-test, while risky asset allocation becomes
more sensitive to the asset-test. The difference in optimal drawdown between the old and new
policy is only noticeable early in retirement until regulatory minimum withdrawal rates are enforced.
However, the amount of extra Age Pension received by many households is now signiﬁcantly higher
due to the new deeming income rules, which beneﬁt wealthier households who previously would
not have received Age Pension due to the income-test and minimum withdrawals.
Keywords: dynamic programming; stochastic control; optimal policy; retirement; means-tested age
pension; deﬁned contribution pension
JEL Classiﬁcation: D14 (Household Saving; Personal Finance); D91 (Intertemporal Household Choice;
Life Cycle Models and Saving); G11 (Portfolio Choice; Investment Decisions); C61 (Optimization
Techniques; Programming Models; Dynamic Analysis)

1. Introduction
Means-tested pension policies become more important globally, as the general population ages
and the life expectancy improves. The policies are country-speciﬁc to meet government budgets
and are updated regularly. Since the Australian retirement system is relatively young, the long-term
effects of this new pension system are not yet known. Changes to policy, means-tests and tax rules are
expected to occur frequently due to ﬁscal reasons and once the effects of policy changes to a retiree’s
personal wealth (and the economy in general) become evident. Variables directly related to the
means-test such as entitlement age, means-test thresholds, taper rates and pension payments can all
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be adjusted to meet budget needs by the government. On a larger scale, regulatory changes may
include whether the family home is included in the means-tested assets, the elimination of minimum
withdrawal1 rules, changes in mandatory savings rates or additional taxes on superannuation savings.
From a mathematical modelling perspective, this poses difﬁculties in terms of future model validity,
as regulatory risk and policy changes can quickly make a model obsolete if it is not modiﬁed to account
for the new rules.
The Australian pension system is based on the compulsory superannuation2 guarantee
(paid by employers), private savings, and a government-provided means-tested Age Pension.
The superannuation guarantee, supporting both deﬁned-beneﬁt and deﬁned-contribution pension
plans, mandates that employers contribute a ﬁxed percentage of the employee’s gross earnings to
a superannuation fund, which accumulates and is invested until retirement. The current contribution
rate is set to 9.5%, and additional contributions attract certain tax beneﬁts. Private savings are
comprised of these additional contributions, but also include savings outside the superannuation
fund such as investment accounts, dwelling and other assets. Finally, the Age Pension is a
government-managed safety net, which provides the retiree with a means-tested Age Pension. This
means-test determines whether the retiree qualiﬁes for full, partial or no Age Pension once the
entitlement age is reached. In this means-test, income and assets are evaluated individually, and a
certain taper rate reduces the maximum payments once income or assets surpass certain thresholds
(which are subject to family status and home-ownership). Income from different sources is also treated
differently; ﬁnancial assets are expected to generate income at the so-called deeming rate, while income
streams such as labour and annuity payments that are not from a pension account are assessed based
on their nominal value.
The motivation for this paper was the recent changes for Allocated Pension accounts, where assets
are now assumed to generate a deemed income and no longer have an income-test deduction.
Account-based pensions (such as Allocated Pension accounts) are accounts that have been purchased
with superannuation and generate an income stream throughout retirement. Such an account does
not have tax on investment earnings and is subject to regulatory minimum withdrawal rates each
year, which increase with age. Prior to 2015, these types of accounts allowed for an income-test
deduction that was determined upon account opening, and withdrawals were considered to be income
in the means-test. The income-test deduction allowed the retiree to withdraw slightly more every
year without missing out on Age Pension. However, in 2015, the rules changed. Existing accounts
were ‘grandfathered’ and will continue to be assessed under the old rules, while the new rules will
be applied to any new accounts. The arguments for the changes were simplicity (people with the
same level of assets should be treated the same, regardless of how the assets are invested), to increase
incentive to maximise total disposable income rather than maximising Age Pension payments and to
simplify how capital growth and interest-paying investments are assessed (Department of Social
Services 2017). From a ﬁscal point of view, the recommendation to introduce the new rules was
based on estimated unchanged costs3 (Henry 2009); however, the 2015–2016 budget stated expected
savings of $57 million for 2015–2016 and $129 million and $136 million for subsequent years (The
Commonwealth of Australia 2015). The allocation to Age Pension in the 2015–2016 budget includes
all changes to the Age Pension in a combined viewpoint, so the speciﬁc impact of the deeming rule
changes on the government is not known.

1
2
3

Certain account types for retirement savings have a minimum withdrawal rate once the owner is retired.
The pension system in Australia is called ‘superannuation’.
The recommendations to introduce deeming was made in Henry (2009), where the ﬁscal sustainability is evaluated with
the general equilibrium model ‘KPMG Econtech MM900’ (KPMG 2010). The model shows the estimation over a 10-year
window; hence, we do not know the short-term or year-to-year estimates. In addition to this, the model includes additional
suggested tax- and budget-related changes; hence, the effect of introducing deeming rates cannot be isolated.
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Problems with decisions that span over multiple time periods are typically modelled with life
cycle models and solved with backwards recursion (Cocco et al. 2005; Cocco and Gomes 2012; Blake
et al. 2014, to name a few). Life cycle modelling based on utility theory originates from Fisher (1930)
and was later updated by Modigliani and Brumberg (1954), who observed that individuals make
consumption decisions based on resources available at the current time, as well as over the course
of their lifetimes. The key work for early models was laid out by Yaari (1964, 1965), who extended
the model with uncertain lifetime and studied the optimal choice of life insurance and annuities,
while Samuelson (1969) and Merton (1969, 1971) studied the problem in relation to optimal portfolio
allocation. Nowadays, there are extended theories available such as prospect theory (Kahneman and
Tversky 1979) or stochastic dominance theory (Kopa et al. 2016; Levy 2006). While prospect theory
is based on the ﬁndings that individuals often violate expected utility maximization, the stochastic
dominance is developed on the foundation of the expected utility paradigm. There is a plethora of
research on retirement modelling internationally (Boender et al. 1997; Dupačová and Polívka 2009;
Hilli et al. 2007; Vitali et al. 2017, to name a few), but there is still rather limited research modelling the
Australian Age Pension, and even less that enforces the minimum withdrawal rules. The model in
Ding (2014) does not constrain drawdown with minimum withdrawal, which would limit the author
from ﬁnding a semi-closed form solution. Similarly, other authors that focus on means-tested pension
also do not enforce minimum withdrawal rates, such as Hulley et al. (2013), who use Constant Relative
Risk Aversion (CRRA) utility to understand consumption and investment behaviour, or Iskhakov et al.
(2015), who investigate how annuity purchases change in relation to Age Pension. It should be noted
that their assumptions do not include Allocated Pension accounts; thus, minimum withdrawal rates
may not apply. However, as the majority of Australian retirees own an Allocated Pension account
(or similar phased withdrawal products), there is surprisingly limited research conducted on the
implications of the regulatory minimum withdrawal rates (Andreasson et al. 2017). The exception is
Bateman et al. (2007), who compare the welfare of retirees when the current minimum withdrawal
rates were introduced in 2007 against the previous rules and alternative drawdown strategies. The
authors use a rather simple CRRA model to examine the effect of different risk aversion and investment
strategies, but ﬁnd that the minimum withdrawal rules increase the welfare for retirees, though slightly
less than optimal drawdown does. In Andreasson et al. (2017), the minimum withdrawal rules are
included in part of the model outcome, but are by no means exhaustive and only provide a brief
introduction to the effects. These rules are designed to exhaust the retiree’s account around Year 100;
however, it is empirically observed that after Year 85 (subject to investment returns), the withdrawn
dollar amount starts decreasing quickly. In a recent report from Plan For Life (2016), it is identiﬁed that
only 5% of retirees exhaust their accounts completely, though this number is expected to increase as
life expectancy increases and the population ages. They ﬁnd that retirees tend to follow the minimum
withdrawal rules as guidelines for their own withdrawal, as few withdraw more than the minimum
amount. This is further conﬁrmed in Shevchenko (2016). However, Rice Warner (2015) argues that
the minimum withdrawal rates should be cut by 25–50% to prevent retirees from exhausting their
superannuation prematurely due to increased longevity. They suggest that the current rates are
simply too high for many retirees, thus not sustainable for people living longer than the average life
expectancy, and are signiﬁcantly higher than what is optimal in Andreasson et al. (2017). In addition,
it has been discussed in the media whether deeming rates are set too high, and as retirees tend to
have a low proportion of risky assets while in retirement (Spicer et al. 2016), this often results in lower
returns on assets than what is assumed in the income-test. The Australian term rates4 are below the
upper deeming rate; hence, the effective return on the portfolio is generally lower than the deeming
rate. This, in turn, will affect the Age Pension payments for the retiree.

4

As of 4 May 2017, the current three-month rate offered by Commonwealth Bank is 2.05% (https://www.commbank.com.
au/personal/accounts/term-deposits/rates-fees.html, accessed on June 8, 2017).
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In this paper, we demonstrate how the assessment of policy changes can be done via an
expected utility model in the Australian pension system. We adapt the model previously developed
in Andreasson et al. (2017) to examine the impact of this policy change on an individual retiree.
This model captures retirement behaviour in the decumulation phase of Australian retirees subject
to consumption, housing, investment, bequest and government-provided means-tested Age Pension
and is an extension with stochastic factors (mortality, risky investments and sequential family status)
to what was originally presented in Ding (2014); Ding et al. (2014). The contribution of this paper is to
improve the understanding of the effect deeming rate-based policies have on a typical retiree’s optimal
decisions, both in terms of how the optimal behaviour changes and whether the retiree is better or
worse off. We also examine the impact high and low risky returns have on the retiree in relation to
deeming rates. We then examine the differences in optimal decisions between an Allocated Pension
account opened prior to 2015 with the one opened after 2015, as well as compare the results with the
recent 2017 asset-test adjustments. The paper is structured as follows: In Section 2, we summarise
the model and present the Age Pension function, as well as explain the parameterization and policies.
Section 3 contains a discussion of the results. Finally, in Section 4, we present our concluding remarks.
2. Model
We begin with the setup of the utility model framework for the retirement phase. We adopt the
model from Andreasson et al. (2017), where the Age Pension function has been adjusted to account for
the policy changes in 2015. For a complete description of the model, its calibration to the data and
numerical solution and a discussion of the construction and assumptions, please see that reference.
The objective of the retiree is to maximise expected utility generated from consumption, housing
and bequest. The retiree starts off with a total wealth W and, at the year of retirement t = t0 , is given
the option to allocate wealth into housing H (if he/she is already a homeowner, he/she has the option
to adjust current allocation by up- or down-sizing). The remaining (liquid) wealth Wt0 = W − H is
placed in an Allocated Pension account, which is a special type of account that does not have a tax
on investment earnings and is subject to the regulatory minimum withdrawal rates. A retiree can
either start as a couple or single household, where this information is contained in a family status
random variable:
(1)
Gt ∈ G = {Δ, 0, 1, 2},
where Δ corresponds to the agent already deceased at time t, 0 corresponds to the agent who died
during (t − 1, t] and 1 and 2 correspond to the agent being alive at time t in a single or couple household,
respectively. Evolution in time of the family state variable Gt is subject to survival probabilities. In the
case of a couple household, there is a risk each time period that one of the spouses passes away,
in which case, it is treated as a single household model for the remaining years.
At the start of each year t = t0 , t0 + 1, ..., T − 1, the retiree will receive a means-tested Age Pension
Pt and will decide what amount of saved liquid wealth Wt will be used for consumption (deﬁned as
proportion drawdown αt of liquid wealth). Consumption each period equals received Age Pension
and drawdowns:
Ct = Pt + αt Wt .
(2)
Any remaining liquid wealth after drawdown can be invested in a risky or a risk-free asset,
where δt determines the proportion invested in the risky asset. Then, the change in wealth after the
decision to the next period is given by:
Wt+1 = [Wt − αt Wt ] δt e Zt+1 + (1 − δt )ert ,
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where Zt+1 is the stochastic return on risky assets modelled as independent and identically distributed
random variables from a normal distribution N (μ, σ) with mean μ deﬁned in real5 terms and variance
σ2 . Any wealth not allocated to risky assets is assumed to generate a deterministic real risk-free return
rt (risk-free interest rate adjusted for inﬂation). Each period the agent receives utility based on the
current state of family status Gt :
⎧
⎪
⎨ UC (Ct , Gt , t) + UH ( H, Gt ), if Gt = 1, 2,
Rt (Wt , Gt , αt , H ) =
if Gt = 0,
UB (Wt , H ),
⎪
⎩ 0,
if Gt = Δ.

(4)

That is, if the agent is alive, he/she receives reward (utility) based on consumption UC and
housing UH , if he/she died during the year, the reward comes from the bequest UB , and if he/she is
dead, there is no reward. Note that the reward received when the agent is alive depends on whether
the family state is a couple or single household due to different utility parameters and Age Pension
thresholds.
Finally, t = T is the maximum age of the agent beyond which survival is deemed impossible,
and the terminal reward function is given as:
&
UB (WT , H ), if GT ≥ 0,
6
(5)
R(WT , GT , H ) =
0,
if GT = Δ.
The retiree has to ﬁnd the decisions that maximise expected utility with respect to the decisions for
consumption, investment and housing. This is deﬁned as a stochastic control problem, where decisions
(controls) at time t depend on the realisation of stochastic state variables Wt and Gt at time t with
unknown future realisations. Then, the overall problem of maximization of expected utility is
deﬁned as:


T −1
6 (WT , GT , H ) + ∑ β t ,t Rt (Wt , Gt , αt , H )  Wt , Gt
,
(6)
max sup Eα,δ β t ,T R
H

α,δ

t0

0

t = t0

0

0

0

where Eα,δ
t0 [·] is the expectation with respect to the state variables Wt and Gt for t = t0 + 1, ..., T,
conditional on the state variables at time t = t0 if we use controls α = (αt0 , αt0 +1 , ..., α T −1 ) and
δ = (δt0 , δt0 +1 , ..., δT −1 ) for t = t0 , t0 + 1, ..., T − 1. The subjective discount rate β t,t is a proxy for
personal impatience between time t and t . Note that the death probabilities are not explicit in the
objective function, but affect the evolution of the family status and, thus, are involved in the calculation
of the conditional expectation. This problem can be solved numerically with dynamic programming
by using backwards induction of the Bellman equation. The state variables W and H are discretized
on a grid, and the Gaussian quadrature method is used for integration between periods; for details,
see Andreasson et al. (2017).
2.1. Utility Functions
Utility in the model is measured with time-separable additive functions based on the
commonly-used Hyperbolic Absolute Risk Aversion (HARA) utility function, subject to different
utility parameters for singles and couples, as follows.

5

By deﬁning the model in real terms (adjusted for inﬂation), time-dependent variables do not have to include inﬂation, which
otherwise would be an additional stochastic variable.
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•

Consumption preferences: It is assumed that utility comes from consumption exceeding the
consumption ﬂoor, weighted with a time-dependent “health” status proxy6 . The utility function
for consumption is deﬁned as:

UC (Ct , Gt , t) =

•



1
ψ t − t 0 γd

&

 γd

Ct − cd
ζd

,

d=

C, if Gt = 2
S, if Gt = 1

(couple),
(single),

(7)

where γd ∈ (−∞, 0) is the risk aversion and cd is the consumption ﬂoor parameters. The scaling
factor ζ d normalises the utility a couple receives in relation to a single household. The utility
parameters γd , cd and ζ d are subject to family state Gt ; hence, they will have different values for
couple and single households. Furthermore, ψ ∈ [1, ∞) is the utility parameter for the “health”
status proxy, which controls the declining consumption between current time t and time of
retirement t0 .
Bequest preferences: Utility is also received from luxury bequest, where the utility function for
bequest is then deﬁned as:

UB (Wt , H ) =

θ
1−θ

1−γS



θ
1−θ a + Wt

γS

+H

γS
.

(8)

Here, Wt is the liquid assets available for bequest; H is the value of the home and γS the risk
aversion parameters for single households7 . The parameter θ ∈ [0, 1) is the degree of altruism,
which controls the preference of bequest over consumption, and a ∈ R+ is the threshold for
luxury bequest up to where the retiree leaves no bequest8 .

•

Note that the inclusion of housing in the bequest function simply adjusts the threshold for luxury
bequest, as the allocation to housing is a one-off decision and remains constant after retirement.
Because of this, if the retiree is a homeowner, then the marginal utility of bequest will be lower
for a given liquid wealth; hence, additional consumption is preferred. The optimal consumption
with respect to liquid wealth will have the same shape, although be slightly higher with higher
house values. This justiﬁes the simpliﬁcation in Andreasson et al. (2017), where housing has
been dropped from the bequest, as it is conceptually the same and avoids an extra state variables,
while the impact on optimal control is marginal.
Housing preferences: The utility from owning a home comes in the form of preferences over
renting, but is approximated by the home value. The housing utility is deﬁned as:
UH ( H, Gt ) =

1
γH



λd H
ζd

γH
,

(9)

where γH is the risk aversion parameter for housing (allowed to be different from risk aversion
for consumption and bequest), ζ d is the same scaling factor as in Equation (7), H > 0 is the market
value of the family home at time of purchase t0 and λd ∈ (0, 1] is the preference of housing deﬁned
as a proportion of the market value.

6
7
8

Note that the purpose is not to model health among the retirees, but rather to explain decreasing consumption with age.
The risk aversion is considered to be the same as consumption risk aversion for singles since a couple is expected to become
a single household before bequeathing assets.
Because the marginal utility is constant for the bequest utility with zero wealth, in a model with perfect certainty and CRRA
utility, the optimal solution will suggest consumption up to level a before it is optimal to save wealth for bequest (Lockwood
2014).
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2.2. Policies and Scenarios
We apply the model under three different policies that represent recent changes in the Australian
Age Pension system, as well as high and low expected risky asset return scenarios. The expected return
is chosen in such a way that a typical retirement portfolio will either generate larger or smaller asset
growth than assumed by the deeming rates. A summary of the policies with the Age Pension rates
and means-test assumption is shown in Table 1.
Policy 1, Pre-January 2015 (PRE2015): The ﬁrst policy reﬂects the means-test and policy rules
prior to 1 January 2015, which is what the majority of Australian retirees are being tested under.
Any drawdown from the Allocated Pension account is counted towards the income-test, where
minimum withdrawal rates impose a lower bound on optimal consumption (withdrawals from
liquid wealth must be larger or equal to these rates).
Policy 2, Post-January 2015 (POST2015): This policy focuses on the changes for the income-test of
Allocated Pension accounts. The income-test now uses deemed income rather than drawdown;
thus, the liquid wealth is used in both the asset and income-test. The retiree can therefore withdraw
more liquid wealth without missing out on Age Pension payments.
Policy 3, asset-test changes January 2017 (POST2017): On 1 January 2017, the thresholds of
the asset-test were ‘rebalanced’, hence changed signiﬁcantly. The thresholds for the asset-test
increased, and the taper rate doubled. This effectively means that retirees will now receive full
Age Pension for a higher level of wealth, but once the asset-test binds, the partial Age Pension
will decrease twice as fast, causing them to receive no Age Pension at a lower level of wealth than
before. No adjustments were made to the full Age Pension or income-test threshold.
Table 1. Age Pension rates, thresholds and taper rates used in the means-test for each policy variation.

S )
Full Age Pension singles (Pmax
C )
Full Age Pension couples (Pmax

Income-Test
Threshold singles (LIS )
Threshold couples (LIC )
Rate of reduction (Id )
Deeming threshold singles (κ S )
Deeming threshold couples (κ C )
Deeming rate below κ d (ς − )
Deeming rate above κ d (ς + )

PRE2015

POST2015

POST2017

$22,721
$34,252

$22,721
$34,252

$22,721
$34,252

Drawdown

Deemed

Deemed

$4264
$7592
$0.5
-

$4264
$7592
$0.5
$49,200
$81,600
1.75%
3.25%

$4264
$7592
$0.5
$49,200
$81,600
1.75%
3.25%

$209,000
$296,500
$360,500
$448,000
$0.039

$209,000
$296,500
$360,500
$448,000
$0.039

$250,000
$375,000
$450,000
$575,000
$0.078

Asset-Test
S,h=1
Threshold homeowners singles (LA
)
C,h=1
)
Threshold homeowners couples (LA
S,h=0
Threshold non-homeowners singles (LA
)
C,h=0
)
Threshold non-homeowners couples (LA
d)
Rate of reduction (A

2.3. Age Pension
The Age Pension rules state that the entitlement age is 65 for both males and females9 , with the
current means-test thresholds and taper rates for January 2017 presented in Table 1 (column ‘POST2017’)

9

As of 1 July 2017, this increased to 65.5 years for people born after 1 July 1952, but for our dataset, the entitlement age was
65. Already retired Australians might have had earlier entitlement ages.
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and discussed in detail later in this section. All retirees entitled to Age Pension can receive at most
the full Age Pension, which decreases as assets or income increases and is determined by the incomeand asset-test. All income streams of Allocated Pension accounts opened after 1 January 2015 are now
based on deemed income, while accounts opened prior to this are ‘grandfathered’; hence, they will
continue to be assessed under the old rules (Department of Social Services 2017). The newer rules have
also introduced a ‘work bonus’ deduction for the income-test, but as the model assumes the retiree is
no longer in the workforce, this has been left out.
2.3.1. Deemed Income
Deemed income refers to the assumed returns from ﬁnancial assets, without reference to the actual
returns on the assets held. The deemed income only applies to ﬁnancial assets and account-based
income streams and is calculated as a progressive rate of assets. Therefore, the income-test can depend
on both labour income (if any), deemed income from ﬁnancial investments not held in the Allocated
Pension account, drawdown from Allocated Pension accounts if opened prior to 2015 or deemed
income on such accounts if opened after 1 January 2015.
The deeming rates are subject to change in relation to interest rates and stock market
performance10 . Two different deeming rates may apply based on the value of the account: a lower rate
ς − for assets under the deeming threshold κd and a higher rate ς + for assets exceeding the threshold,
as shown in Table 1.
2.3.2. Age Pension Function
The Age Pension received is modelled with respect to the current liquid assets, where the account
value is used for the asset-test. Since the model assumption states that no labour income is possible,
all income for the income-test comes from either deemed income (POST2015, POST2017) or generated
from withdrawals of liquid assets (PRE2015). The Age Pension function can thus be deﬁned as:
d
, min [ PA , PI ]
Pt := f (Wt ) = max 0, min Pmax

,

(10)

d
where Pmax
is the full Age Pension, PA is the asset-test and PI is the income-test functions. The PA
function is the same for rules prior and post 2015 and is deﬁned as:
d,h
d
d
PA := Pmax
− (Wt − LA
) A
,
d,h
LA

(11)

d
A

where
is the threshold for the asset-test and
the taper rate for assets exceeding the thresholds.
Superscript d is a categorical index indicating couple or single household status as deﬁned in
Equation (7). The variables are subject to whether it is a single or couple household, and the threshold
for the asset-test is also subject to whether the household is a homeowner or not (h = {0, 1}). Although
the PA function is the same for both the old and new policies, the PI function is different. For the
deeming rate-based policies, it can be written as:

10

d
− ( PD (Wt ) − LId )Id ,
PI := Pmax

(12)

PD (Wt ) = ς − min Wt , κ d + ς + max 0, Wt − κ d ,

(13)

The current rates are at a historical low. In 2008, the deeming rates ς − /ς + were as high as 4%/6%, but in March 2013,
they were set to 2.5%/4% due to decreasing interest rates, then in November 2013 to 2%/3.5% and to the current levels of
1.75%/3.25% in March 2015. Note that despite the model being deﬁned in real terms, it can be shown with simple algebra
that the deeming rates shall not be adjusted to ‘real’ deeming rates.
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where Lid is the threshold for the income-test and Id the taper rate for income exceeding the threshold.
Function PD (Wt ) calculates the deemed income, where κd is the deeming threshold, and ς − and ς + are
the deeming rates that apply to assets below and above the deeming threshold, respectively.
To model the Age Pension prior to 2015, when the actual withdrawals from Allocated Pension
accounts were used for the income-test instead of deeming rates, the PI function is deﬁned as:
d
− (αt Wt − M(t) − LId )Id ,
PI := Pmax

M(t) =

(14)

Wt0
(1 + 6r )t0 −t ,
e t0

(15)

where the function M (t) represents the income-test deduction that was available for accounts opened
r the inﬂation. As the model is deﬁned in
prior to 2015, et0 is the lifetime expected at age t0 and 6
real terms, the future income-test deductions must discount inﬂation. Function parameters are given
in Table 1.
2.4. Parameters
The model parameters are taken from Andreasson et al. (2017), where calibration was performed
on empirical data from Australian Bureau of Statistics (2011). However, the consumption ﬂoor cd and
the threshold for luxury bequest a must be adjusted as they represent monetary values. Since the
previous model was deﬁned in real terms, we need to set a new base year for the comparison. Therefore,
we adjust these parameters based on the Age Pension adjustments from 2010–2016. Currently, the Age
Pension payments are adjusted to the higher of the Consumer Price Index (CPI) and Male Average
Weekly Total Earnings (MTAWE). The increase in full Age Pension payments from 2010–2016 equals
an approximately 4.5% increase per year. We assume that the utility parameters representing monetary
values have increased in the same manner. All utility model parameter values are shown in Table 2.
Table 2. Model parameters where monetary values have been adjusted for 2016.

Single household
Couples household

γd

γH

θ

a

cd

ψ

λ

ζd

−1.98
−1.78

−1.87
−1.87

0.96
0.96

$27,200
$27,200

$13,284
$20,607

1.18
1.18

0.044
0.044

1.0
1.3

On 1 January 2017, the thresholds of the asset-test were ‘rebalanced’, hence changed signiﬁcantly
(Australian Government Department of Veterans’ Affairs 2017). The thresholds for the asset-test
d doubled. Age Pension parameters do not have to be adjusted
were increased, and the taper rate A
other than updating the asset-test thresholds and taper rate according to the changes, as Age Pension
payments remained the same. The parameters for the Age Pension for all policies are shown in Table
1. The model will be solved for two different cases of expected returns: a lower real risky return that
follows Zt ∼ N (0.0325, 0.133), which corresponds to an overall portfolio return less than the deeming
rate, and a higher real risky return that follows Zt ∼ N (0.06, 0.133) to generate a portfolio return equal
to or above the deeming rate. We are using the standard deviation from yearly returns in S&P/ASX200
Total Return and the deposit rate, both estimated in Andreasson et al. (2017). The real risk-free rate is
set to rt = 0.005. While a lower mean return often has lower variance, we are using one variance for
both return cases as the comparative results between the policies remains the same. In addition to this,
we set the following.
-

A retiree is eligible for Age Pension at age t = 65 and lives no longer than T = 100.
The lower threshold for housing is set to $30,000. That is, a retiree with wealth below this level
cannot be a homeowner, hence H ∈ {0, [30,000, W]}.
A unisex survival probability is used to avoid separating the sexes, as it would add an extra state
variable. The survival probabilities for a couple are assumed to be mutually exclusive, based on
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the oldest partner in the couple. The actual mortality probabilities are taken from Life Tables
published by Australian Bureau of Statistics (2014).
-

The subjective discount rate β is set in relation to the real interest rate so that β = e− ∑i=t ri .
t

Minimum withdrawal rates for Allocated Pension accounts are shown in Table 3 (Australian
Taxation Ofﬁce 2016). The rates impose a lower bound on optimal consumption; therefore, withdrawals
from liquid wealth must be larger or equal to these rates.
Table 3. Minimum regulatory withdrawal rates for Allocated Pension accounts for the year 2017
and onwards (https://www.ato.gov.au/rates/key-superannuation-rates-and-thresholds/?page=10,
accessed June 5, 2017).
Age

≤64

65–74

75–79

80–84

85–89

90–94

≤95

Min. drawdown

4%

5%

6%

7%

9%

11%

14%

2.5. Numerical Implementation
The model is solved numerically. By discretising the wealth and house state on a grid of
k log-equidistant grid points W0 , ..., Wk and H0 , ..., Hk for each year t = t0 , ..., T and by writing
Equation (6) as a Bellman equation, the problem is solved recursively with backward induction.
The lower bound of the grid is set to $1; the upper bound Hk is chosen to equal total wealth W; and
the upper bound Wk is chosen large enough so that values close to the upper bound have no material
effect on the range of wealth in the analysis. Extrapolation is therefore less important when integrating
risky returns, and the interpolation between grid points is done with the shape-preserving Piecewise
Cubic Hermite Interpolation Polynomial (PCHIP) method, which preserves the monotonicity and
concavity of the value function (Kahaner et al. 1988). The expectation with respect to the stochastic
return is calculated with the Gauss–Hermite quadrature using ﬁve nodes. For each grid point in the
wealth and house state, optimal drawdown proportions αt and risky asset allocation δt are found
using a two-dimensional optimisation. For a more detailed description of the numerical solution,
see Andreasson et al. (2017).
3. Results
The model is solved each year, with respect to optimal decisions for each policy and expected
return and for each combination of single/couple and homeowners/non-homeowner households.
The income-test changes in POST2015 lead to some interesting implications for the retirees in all three
decision variables (housing, consumption and risky asset allocation), due to the assets now being
included twice in the means-test.
3.1. Optimal Consumption
The optimal consumption consists of the drawdown from liquid wealth and the Age Pension
received and exempliﬁes a behaviour consistent with traditional utility models. Figure 1 shows
the optimal consumption and drawdown for a given liquid wealth under each of the three policies.
The grey areas in the background indicate whether any means-test is binding. As can be seen,
only PRE2015 is subject to the size of the drawdown in the income test, while the other policies depend
on liquid wealth only. The curve is generally a smooth, concave and monotone function of wealth.
The curve becomes ﬂatter as the retiree ages, which is the desired effect from the model’s “health”
proxy as to reﬂect the lower consumption resulting from decreasing health. However, this general
behaviour starts to deviate as the retiree ages due to the minimum withdrawal rates. For a retiree
aged 65 with an account of $500,000, the optimal consumption for a non-homeowner couple under
the current (POST2017) policy is roughly 13%, which is more than the minimum withdrawal rate
of 5% (Table 3). As the retiree ages, his/her consumption tends to decrease, but around age 85, the
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minimum withdrawal rates cross over the optimal consumption; hence, the drawdown curve becomes
proportional to wealth. This is in line with Bateman et al. (2007), which ﬁnds that welfare decreases
slightly when minimum withdrawal rules are enforced over unconstrained optimal withdrawals,
especially for higher levels of risk aversion. This deviation occurs at an even earlier age for singles and
wealthier retirees.

(in $100,000)

PRE2015
t=65

POST2015
t=65

1.5

1.5

1.5

1

1

1

0.5

0.5

0.5

0

0

5

10

15

0

0

5

(in $100,000)

t=75

10

15

0

1.5

1

1

1

0.5

0.5

0.5

5

10

15

0

0

t=85

5

10

15

0

1.5

1

1

1

0.5

0.5

0.5

5
10
Wealth (in $100,000)

15

0

0

10

15

5

10

15

t=85

1.5

0

0

t=85

1.5

0

5

t=75

1.5

0

0

t=75

1.5

0

(in $100,000)

POST2017
t=65

5
10
Wealth (in $100,000)

15

0

0

5
10
Wealth (in $100,000)

Consumption

Full pension

Partial (asset test)

Drawdown

Partial (income test)

No pension area

15

Insuﬃcient wealth

Figure 1. Optimal drawdown and consumption for non-homeowner couple households for a given
liquid wealth at the age t, under the three different policy scenarios in the case of low returns
(μ = 0.0325).

There are a couple of distinct differences in drawdown behaviour between the policies; however,
no apparent differences were identiﬁed between homeowner or non-owners or between low and high
expected return. Single and couple households had the same behaviour with respect to the means-test
thresholds, although at different dollar values. For an illustration of the differences, we therefore only
use the case of a couple non-homeowner household. First, consumption is higher for the policies
that base the income-test on deeming rates. For a given level of drawdown, deeming rates tend to
pay more Age Pension, even for the harsher POST2017 rules. This is because a certain wealth would
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attract higher penalties in the means-test when drawdown is used, compared to deemed income for
the same wealth. Second, the deeming rate-based policies show low-to-no sensitivity to the means-test
thresholds, indicating that the retiree can no longer plan their consumption behaviour to optimise Age
Pension payments. This is in contrast to PRE2015, which shows that drawdown was highly sensitive to
the means-test and could be utilised in ﬁnancial planning (Andreasson et al. 2017). There is a marginal
effect when the retiree goes from no Age Pension to receiving partial Age Pension, especially for the
2017 asset-test adjustment, shown as a tiny dent where the consumption and drawdown curve intersect
(the threshold between no pension and partial pension due to asset-test). This implies that a retiree
should consume slightly more when his/her wealth is close to this threshold in order to receive partial
Age Pension, but the additional utility would be so small that it is negligible in planning. The same
behaviour can be expected to occur when the income-test binds over the asset-test (the threshold
between partial pension due to income-test and asset-test), which can be seen as a slight change in
the drawdown curve due to different taper rates for the partial Age Pension, but no apparent effect is
identiﬁed in the consumption.
Although the low and high expected return had no effect on optimal drawdown, it does have
a signiﬁcant effect over the lifespan of a retiree. Figures 2 and 3 show the consumption and wealth
paths over time for the low and high expected return respectively, as well as the Age Pension payments.
The zigzag pattern in the consumption is due to the minimum withdrawal rates, which increase every
ﬁve years and start to bind around age 75. The higher return leads to a ﬂatter wealth path initially,
irrespective of policy, while it is declining steadily for the lower return. The level of consumption
shows a similar shape in both graphs, declining early in retirement, but increasing later on due to
minimum withdrawals. The consumption is signiﬁcantly higher with the higher expected return
(due to a higher level of wealth) and even exceeds the initial consumption. As indicated in Figure 1,
consumption also tends to be higher for the deeming rate policies, even if the wealth decumulation
is in line with PRE2015. These characteristics are all expected in the model, but the interesting part
is the effect that the policies and expected return have on Age Pension payments. As wealth paths
throughout retirement are almost identical, the difference in consumption is mainly due to additional
Age Pension under the newer policies. Even if the pension function for POST2017 seems to results in
less Age Pension for higher levels of wealth (see Figure 4), in practice, this is not the case. The PRE2015
policy penalizes drawdown very hard and leads to signiﬁcantly less Age Pension over all. As the
minimum withdrawal rate increases with age, the difference in partial Age Pension increases, as well.
The POST2015 policy leads to a larger amount of Age Pension at (almost) all times, and the retiree
is still better off with PRE2017 despite having a more aggressive taper rate. If the deeming rates are
lower than the return on assets, the retiree will receive more Age Pension towards the end of his.her
retirement. Even so, the minimum withdrawal at this point would be high enough that any additional
Age Pension received would still not increase the consumption. It is only for less wealthy households
that deeming rates have an effect on the Age Pension payments throughout retirement, but even for
these households, the minimum withdrawal rates bind around age 75; hence, they will have less
additional utility in terms of consumption.
One of the reasons for changing the policy was for the government to generate savings, but the
deeming rules will not have the desired outcome on Allocated Pension accounts unless the deeming
rates increase. Even in the case where returns are less than the deeming rates, the retiree is better off
than before as deemed income in the means-test will be less than actual drawdown early in retirement.
As a result, the retiree will receive more Age Pension for a given level of wealth than before. Only when
the minimum withdrawals are removed (or at least decreased), which in turn could lead to lower
withdrawals for given wealth levels, could current rates lead to Age Pension payments being less
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under the new policy11 . Under the PRE2015 policy, the relatively high drawdown for the retiree would
most often lead to no Age Pension due to the income-test, while under the deeming rate-based policies,
the retiree would receive a signiﬁcant amount of Age Pension throughout retirement.

8
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7

Consumption (PRE2015)
Consumption (POST2015)
Consumption (POST2017)

6
5
4
3
65
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80
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90
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100
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100

Age
2.5

$10,000

2

Age Pension (PRE2015)
Age Pension (POST2015)
Age Pension (POST2017)

1.5
1
0.5
0
65

70

75

80
Age

10

$100,000

8
6
4
2
0
65

Wealth (PRE2015)
Wealth (POST2015)
Wealth (POST2017)

70

75

80
Age

Figure 2. Comparison of consumption, Age Pension and wealth over a retiree’s lifetime with the three
different policy scenarios. The retiree starts with $1m liquid wealth, which grows with the low expected
return each year (μ = 0.0325), and drawdown follows the optimal drawdown paths under each policy.

11

It should be noted that the ﬁndings are for the account-based pension only, as other products that do not enforce the
minimum withdrawal rates could incur additional savings for the government under the new rules.
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Figure 3. Comparison of consumption, Age Pension and wealth over a retiree’s lifetime with the
three different policy scenarios. The retiree starts with $1m liquid wealth, which grows with the high
expected return each year (μ = 0.06), and drawdown follows the optimal drawdown paths under
each policy.
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1

Figure 4. Comparison of the Age Pension function with the three policy scenarios, based on a single
household aged 65–74 and where consumption is assumed to be the minimum withdrawal rate of 5%.

3.2. Optimal Risky Asset Allocation
The risky allocation displays similar characteristics in all policies and is essentially the same for
homeowners and non-homeowners, but differs between singles and couples. The level of expected
returns does not result in any difference in the shape of the risky asset allocation surface, but it does
affect the average allocation. Figure 5 shows the optimal risky allocation given age and liquid wealth.
A higher expected return leads to a higher overall allocation to risky assets, but the comparatively
darker and lighter areas remain the same. High or low deeming rates have no observable effect on
risky asset allocation. The exposure to risky assets in the portfolio is however highly dependent on
wealth and age, and even more so compared to PRE2015. This is expected since the means-test is now
based on wealth in both the asset and the income-test, which means investment returns will have
a larger impact on expected utility.
The optimal allocation surface is characterised by the expected marginal utility from the
consumption and bequest utility. The black bottom area to the left (Figure 5) suggests 100% allocation
to risky assets for low levels of wealth, where the upper bound of the area corresponds to maximum
margin utility from the consumption function . The upper bound to the right is the maximum marginal
utility from bequest, which occurs at a higher level than for consumption (∼ $450,000). Up to these
levels, it is therefore optimal to allocate 100% to risky assets, as the reward is larger than the risk
as a result of the ‘buffer’ effect. This buffer occurs when the decreasing wealth that stems from
an investment loss is partially offset via increased Age Pension and can be seen as the comparatively
darker area towards the top left (indicating where partial pension becomes no pension) in Figure 5.
The buffer effect is, therefore, strongest for a retiree who has no Age Pension, but is close to receiving
partial Age Pension. An investment loss, in this instance, would be offset by partial Age Pension,
whereas an investment proﬁt would not cause the retiree to miss out on Age Pension that he/she
would otherwise receive. The taper rate is steeper for the asset-test than the income-test (especially
for POST2017); hence, marginal utility is lower when the asset-test is binding and results in a higher
contrast surface. For very low levels of wealth, the buffer effect is the opposite; investment losses
can never lead to more than full Age Pension, and investment proﬁts will decrease the amount of
partial Age Pension received. Again, this is especially present in POST2017 and can be seen as the
comparatively whiter area towards the bottom left.
Another interesting effect occurs as the minimum withdrawal rates cross above unconstrained
optimal drawdown. When the retiree is forced to withdraw more from his/her account than is optimal
to consume, the marginal utility drops signiﬁcantly. This occurs approximately at age 75 for both
single and couple households, although slightly later for less wealthy households. The marginal
utility received from consumption is essentially zero after this age. Thus, the utility consists of an
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increasingly larger proportion of bequest as the retiree ages (and mortality risk increases). This switch
occurs where the bottom black area starts to increase towards the right, as it moves from utility from
consumption to utility from bequest. Once the minimum withdrawal rates exceed the non-constrained
optimal drawdown, the different policies become nearly identical as minimum withdrawal rates bind.
The difference is therefore only for the initial years of retirement, ages 65–80, due to the way the
income-test is constructed. In regard to POST2017, the buffer feature is slightly stronger owing to the
steeper taper rate, but the characteristics are similar to the other policies.
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Figure 5. Optimal risky allocation for non-homeowner single and couple household, under each policy,
given the low expected return (μ = 0.0325).

3.3. Optimal Housing Allocation
The decision variable for the allocation of assets into a family home is expected to change slightly
due to the increased focus on assets in the means-test. With respect to expected returns and deeming
rate levels, however, the optimal allocation is unchanged. The decision made at the time of retirement
shows that under the newer policy rules (POST2015, POST2017), it is optimal to invest marginally
less than under PRE2015, up to a total wealth level of approximately $735,000 for single households
and $1,155,000 for couple households (see Figure 6). This would leave approximately $144,000 and
$247,000 respectively as liquid wealth. Households with total wealth above this level, meanwhile,
are recommended to invest slightly more. These allocation decisions leave liquid wealth just below the
thresholds for receiving full Age Pension, and the difference in the housing curves can be explained
by the income-test changes. For a given wealth, the deeming rate-based policies provide the retiree
with more partial pension than with PRE2015. Early in retirement, the optimal consumption is high,
which causes the income-test to bind under the PRE2015 policy. The deemed income is much lower
than drawdowns, which ultimately results in more partial Age Pension. Since a certain level of liquid
wealth under the POST2015 and POST2017 policies will lead to higher expected utility, it is optimal to
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allocate slightly more to housing (as long as the liquid wealth is not very low) to beneﬁt from receiving
additional partial Age Pension. The effects of POST2017 are only marginally larger than POST2015;
thus, the steeper taper rates do not impact the housing allocation decision materially.

Optimal housing per total wealth
1.1
1
0.9

Housing ($1,000,000)

0.8
0.7
0.6
0.5
0.4
0.3
Single household (PRE2015)
Couple household (PRE2015)
Single household (POST2015)
Couple household (POST2015)
Single household (POST2017)
Couple household (POST2017)

0.2
0.1
0

0.5

1

1.5

Wealth ($1,000,000)

Figure 6. Optimal housing allocation given by total wealth W for single and couple households, under
the three policy scenarios with the low return (μ = 0.0325).

3.4. Limitations
The analysis is dependent on the assumptions made in the model. The optimal controls show very
low sensitivity to many of the assumptions, such as the choice of process for risky returns and constant
house value in real terms. While the overall shape of the risky asset allocation surface (see Figure 5)
remains the same given alternative return distributions and volatility, the average level of risky asset
allocation increases with risky return and decreases with volatility. The model is more sensitive to the
relation between risk aversion parameters than to the absolute vale of any parameter. Most of the main
characteristics in the results, such as decreasing sensitivity to the means-test with age and binding
minimum withdrawal rates, do not change given slightly different utility parameters or levels of
return. The absolute levels are, however, subject to parametrisation and will differ for each individual.
Since the calibration of the model in Andreasson et al. (2017) was shown to ﬁt the empirical data for
Australian retirees well, we believe that this analysis can reﬂect the general behaviour of Australian
retirees and at least provide important insights into the effects from different Age Pension policies.
We acknowledge that there might be models more suitable to explain the individual behaviour in
retirement. By basing the model on the standard utility theory, it is possible that the preferences of
the retirees are not properly captured even if the model is well calibrated to data. Risk averse utility
functions tend to be concave, but micro economics suggests that the true utility curve is S-shaped.

220

Risks 2017, 5, 47

We use the standard utility theory as we can calibrate this model using the available empirical data.
However, the model can beneﬁt from being extended with stochastic dominance theory (Kopa et al.
2016; Levy 2006) or prospect theory (Kahneman and Tversky 1979), in order to avoid the inherent
limitations of the standard utility theory. This is the subject of future research.
4. Conclusions
In this paper, we adapt the expected utility life cycle model from Andreasson et al. (2017) to
account for the Age Pension policy changes in Australia since 2015, including the new steeper taper
rates for the asset-test in force since 2017. These changes apply to all Allocated Pension accounts
opened after 1st of January 2015 and affect the treatment of income for the Age Pension income-test,
which leads to different optimal decisions for consumption, investments and housing. In addition,
we also evaluate the effect of the deeming rate levels in relation to portfolio returns.
We ﬁnd that optimal consumption only applies early in retirement, as minimum withdrawal rates
exceed unconstrained optimal drawdown rates for ages 75–85, depending on wealth level. While it
is possible to plan withdrawals for maximum utility prior to this point, these possibilities are almost
non-existent under the deeming rate-based policies compared with the previous drawdown-based
policy. Optimal drawdown equals minimum withdrawal after age 85 (as it becomes a binding lower
constraint for withdrawal); thus, the policies are identical after this age. That said, since the income-test
tends to bind for the old rules while the asset-test dominates for the new rules, the retiree will now
receive more partial pension throughout retirement. Even with the steeper taper rate introduced
January 2017, the retiree can consume more while drawing down less assets, thanks to a more generous
Age Pension compared.
Since income (which was considered as drawdown from the Allocated Pension account
before 2015) is now replaced by deemed income, the assets are means-tested twice, resulting in
the risky asset allocation becoming more sensitive. The changes in optimal risky asset allocation
over time and wealth are similar under all policies, but the changes are more aggressive with the
steeper 2017 taper rates. This is due to the marginal utility from consumption and bequest, which has
increased due to the taper rate, as well as the level of buffering against investment losses the Age
Pension provides. This effect is only present in the ﬁrst part of retirement and dies off as the minimum
withdrawal rates bind where the bequest motive becomes more important.
It is optimal to invest slightly more in housing under the deeming rate-based policies, provided
that the retiree’s remaining liquid wealth is close to (or higher) than the threshold between full and
partial Age Pension at the time of retirement. This will allow the retiree to receive more partial Age
Pension and to increase his/her expected utility in the long term. If the retiree instead has lower total
wealth than the threshold, he/she is alternatively recommended to invest marginally less than before.
With respect to higher and lower expected risky asset returns and high and low deeming rates in
relation to the expected returns, optimal decisions tend to be very robust. Neither optimal drawdown,
deeming rates nor housing allocating showed sensitivity to the expected return. Risky asset allocation,
on the other hand, adjusts the average allocation based on expected return, but does not change in
relation to the deeming rates. It is important to put all decisions in context, however, in order to
understand how high and low returns and deeming rates affect the retiree. Even if optimal drawdown
for a given wealth remains constant, the additional Age Pension received from lower deeming rates
can increase the overall consumption. However, this tends to occur later in retirement where higher
consumption is not as common; hence, the retiree is only marginally better off.
One surprising ﬁnding is that a retiree with an income stream where minimum withdrawal rules
are enforced will receive more Age Pension over the course of his/her lifetime with the deeming
rate-based policies. Due to the minimum withdrawal requirement, the drawdown tends to be higher
than what is optimal for most ages, which under the drawdown-based rules would result in no or low
partial Age Pension. The deeming rate-based policies will generate signiﬁcant Age Pension payments
from the same drawdown and wealth levels, irrespective of whether the deeming rates are high or low
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in relation to returns. This makes the government’s goal to reduce the budget difﬁcult to reach. As the
retiree is less sensitive to deeming rates than minimum withdrawal rates, our simulations suggest that
both the retiree and the government would be better off by lowering the minimum withdrawal rates
rather than the deeming rates. However, the goal of reducing incentives for maximising Age Pension
payments and focusing on maximising total disposable income is met: the deeming rate based policies
are not as sensitive to optimal withdrawal decisions in order to maximise Age Pension payments as
the old policy was. The possibility of planning decisions around the means-test has therefore moved
from optimal consumption to optimal risky asset allocation, owing to the steeper taper rates.
The analysis can easily be extended to suit the deﬁned-contribution pension system in other
countries by adjusting the Age Pension function and necessary constraints and assumptions.
This would allow for a comparative analysis between Australia’s Age Pension and similar countries
or evaluating a speciﬁc means-tested pension policy individually. A particularly interesting case would
be the comparison with the U.S. pension systems. The assumptions for the Allocated Pension account
need to be adjusted to match those of an ‘Individual Retirement Account’ or 401(k)12 , and the Age
Pension needs to be replaced with the Supplemental Security Income and its associated means-test
function. Thus, investigating other policies globally will be a subject for future research.
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