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As Artificial Intelligence is increasingly employed to mediate human interactions, there is uncertainty around
how these technologies impact human behaviour and how such mediated interactions are perceived. One such
case is the expanding use of Generative Artificial Intelligence (GenAl) to create and disseminate content across a
range of media contexts, known as Al-Mediated Communication (AI-MC). Such cases raise important questions
about how those on the receiving end of such outputs respond to these new forms of interpersonal communi-
cations. Based on evaluating a piece of written text, this study explores how recipients' perceptions of the content
creator's trustworthiness and authenticity, alongside their willingness to use the content (via knowledge uptake)
are impacted by author type (human, Al-assisted, or fully AI) and media context (workplace email vs. social
media post). We conducted a pre-registered experimental survey study with a 3 (author type) x 2 (media context)
between-subjects factorial design (N = 547) where participants evaluated a piece of written text. Our findings
demonstrate an “Al penalty”, with communication involving AI being perceived as less trustworthy, less
authentic, and less useful for knowledge uptake. We also identify a “disclosure paradox”, as while participants
believed it is important to disclose Al use, they also penalise the communication when such disclosure is made,

which risks creating perverse incentives for non-disclosure of GenAI use for written communications.

1. Introduction

There is proliferating use of Generative Artificial Intelligence
(GenAl) in the creation of content across different mediums of
communication: from workplaces (Manresa et al., 2024; Mendy et al.,
2024), to education (Bozkurt, 2023; Chiu, 2024) and social media
(Coeckelbergh, 2023; Formosa et al., 2024b). The use of GenAlI tools in
interpersonal communications is referred to as Al-Mediated Communi-
cation (AI-MC). It is defined by Hancock et al. (2020, p. 90) as, “medi-
ated communication between people in which a computational agent
operates on behalf of a communicator by modifying, augmenting, or
generating messages to accomplish communication or interpersonal
goals”. Existing research indicates, in many contexts, a general bias
against Al-generated content, with people finding such content less
credible in news stories (Jia & Liu, 2021), less trustworthy in emails (Liu
et al., 2022), and less authentic in apologies (Glikson & Asscher, 2023).
However, important questions remain about how AI-MC is shaping the
way we view the senders of such communications and how we rely upon
what is conveyed in these increasingly mediated communications. In
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particular, more research is needed to systematically explore how Al
writing assistance, and its disclosure, impacts key interpersonal per-
ceptions of trustworthiness, authenticity (Langlinais et al., 2025), and
the willingness to rely on information (what we also term ‘knowledge
uptake’), in distinct communication contexts, such as workplaces and
social media.

To contribute to this area, we developed our study around two core
research questions. First, how do author type and media context influ-
ence perceptions of trustworthiness, authenticity, and knowledge up-
take intentions? Second, what are the normative expectations regarding
the disclosure of Al writing assistance and how does the presence of such
disclosure impact perceptions of the communication? To explore these
questions, we developed a pre-registered experimental survey study (N
= 547) where participants were presented with a textual communication
as part of a 3 (author type) X 2 (media type) between-subjects factorial
design. We also asked participants about their general perceptions of the
use and disclosure of Al assistance.

Our results demonstrate a clear “Al penalty”, as Al (wholly created)
and Al-mediated (AI assisted) communication is broadly perceived as
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less trustworthy, less authentic, and less likely to be used for knowledge
uptake compared to human-authored communications. Further, our
results also identified a “disclosure paradox”, as participants both
deemed disclosure of AI use as important but also penalised that
disclosure. This generates interesting, but concerning, implications for
the use of these technologies, as transparency of use is increasingly
demanded for responsible adoption, but our paradox indicates perverse
incentives to avoid disclosing use to avoid the AI penalty.

2. Literature review

The increasing prevalence of AI-MC across the information landscape
necessitates a critical assessment of its impact on interpersonal in-
teractions. GenAl is being incorporated into many common communi-
cation platforms. For example, Google and Microsoft, two major email
and messaging service providers, now provide Al-powered email writing
assistance services built into their platforms. Similarly, social media
platforms such as Facebook and X (formerly Twitter) also have their own
Al-powered writing assistance tools which allow users to utilise GenAl to
write posts and generate content. Consequently, platforms such as
LinkedIn are being flooded with Al-mediated content, with users
reporting a decline in the quality of the content on the platform as a
result (Bennett, 2025). Additionally, recent research by OpenAl found
that ChatGPT, the most popular GenAl tool on the market with over 700
million weekly users, is most commonly used for practical guidance,
writing, and seeking information, with writing being the most common
use of the tool in work contexts (Chatterji et al., 2025). It is therefore
important to empirically investigate how AI-MC impacts assessments of
interpersonal communication in a range of contexts.

We focus on three factors, namely perceptions of trustworthiness,
authenticity, and knowledge uptake, that are integral to any assessment
of the social and communicative impacts of GenAl use given their
importance for successful interpersonal communication. Trust and per-
ceptions of trustworthiness are central to cultivating interpersonal re-
lationships (Langlinais et al., 2025), while authenticity and authentic
self-expression have been found to positively impact the well-being of
colleagues (Emmerich et al., 2020) and result in higher levels of trust
from coworkers (Kim et al., 2023). It is therefore important to explore
how emerging technologies such as GenAlI impact these important fac-
tors when they are utilised within the context of interpersonal
communication, both in social media and workplace contexts. Addi-
tionally, given that we expect our interlocutors to meaningfully engage
with our communications, it is important to understand how the uptake
of knowledge and information is impacted when people know that the
communications they are receiving are mediated by GenAl to some
degree. We note here that the measure of knowledge uptake reflects the
perceived willingness to rely on the information contained within the
communication, and not actual learning or related behaviour.

Interpersonal communication on social media and in workplaces
have important societal and industry relevance, given the non-trivial
amounts of time spent engaging in such interactions within these con-
texts. It is therefore worth investigating how the use of emerging tech-
nologies, such as GenAl, to mediate these interactions impacts people's
attitudes and perceptions. As mentioned above, this is especially perti-
nent as the technology is being actively integrated within the services
and platforms that are used to engage in interpersonal communications
within social media and workplace contexts.

2.1. Aversion to Al content: perceptions of author type

Existing research demonstrates, across many domains, a persistent
algorithmic aversion or bias against AI (Bankins et al., 2022), although
this can vary depending on the context, as we note below. More spe-
cifically, there exists evidence of a penalty for Al use for authoring text
(Formosa et al., 2024a). For example, in one study people reported less
trust for profiles they suspected as being Al-generated when shown a
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mixture of Al- and human-generated Airbnb profiles (Jakesch et al.,
2019). Jia and Liu (2021) found that news stories attributed to human
authors were perceived as more credible than those attributed to Al or
human-AI collaborations, suggesting a general trust bias in favour of
human-generated content. Liu et al. (2022) also found that when
informed about Al involvement in the writing process of an email,
people reported lower levels of trust for email writers. Additionally,
apology emails were perceived to be less authentic and there was
diminished willingness to forgive the sender when AI tools were used
(Glikson & Asscher, 2023).

Higher degrees of writing assistance from Al tools also result in lower
perceptions of authorship, creatorship, and responsibility for a given
piece of text, although this was also found to be the case with human
assistance (Formosa et al., 2024a). Hohenstein et al. (2023) found that
the perceived use of Al algorithmic responses resulted in people being
seen to be less cooperative, less affiliative and more dominant, and
evaluated more negatively. Reif et al. (2025) report that Al tools used in
the workplace led to the competence and motivation of users being
negatively perceived, including candidates applying for job vacancies.
Briins and MeiBner (2024) found that consumers perceived brands
which share Al-generated content as being less authentic, which also
had negative impacts on their overall relationship with the brand.
However, this effect was less negative if GenAl tools were used to assist
humans in the content creation process, compared to GenAl being used
to automate the entire content creation process (Briins & Meiliner,
2024).

It is worth noting that these perceptions are likely to differ depending
on people's trust in the technology, and norms around trust are likely to
change as people become more familiar with GenAlI and its outputs. For
example, Wang et al. (2025) found that university students with higher
levels of trust in GenAlI show greater reliance and intentions to use the
technology, while also being less resistant to its use. Additionally, Feher
et al. (2024) investigated the views of global information communica-
tion and media experts, including those working on shaping Al and
investing their resources into its development, and found that they
exhibit significant trust in Al applications and there is a belief that the
technology will be a reliable tool for the betterment of humanity.

Despite this, the literature suggests an Al penalty for interpersonal
communication that intensifies with greater Al involvement. This leads
us to our first hypothesis regarding author type:

H1. Human-authored content should be perceived as more trust-
worthy, authentic, and useful for knowledge uptake than Al-assisted
human-authored content, which in turn should be perceived as more
trustworthy, authentic, and useful than Al-authored content.

2.2. Context matters: workplace vs. social media

Perceptions of Al use are task, outcome, and context dependent.
Considering contextual differences in more detail, studies have found
that there is a preference, in human resource management contexts, for
human decision makers compared to AI decision-making, with the
former being perceived as being more respectful towards the worker
(Bankins et al., 2022). This broad phenomenon is sometimes referred to
as “algorithmic aversion”, with individuals exhibiting negative percep-
tions toward interactions and decisions mediated by algorithms, even
when the algorithmic decision-making is superior or equivalent to
human levels (Jussupow et al., 2020). More specific to the context of
AI-MC, Schilke and Reimann (2025) argue that the disclosed use of Al
goes beyond mere algorithmic aversion. This is because the ambiguous
role of the user raises doubts around their legitimacy, resulting in lower
levels of trust in the user given that there is uncertainty around which
components of the communicative task they performed themselves and
where responsibility for the output lies (Schilke & Reimann, 2025). It is
therefore not just an aversion to algorithms in such contexts, but the
interaction between the human communicator and the GenAlI that raises
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complexities in accurately perceiving and judging the communication,
and whether communicative or moral norms have been violated. How-
ever, while widespread, this aversion does not extend to all tasks and
contexts, with evidence of an alternative “algorithmic appreciation”
(Logg et al., 2019) existing for predictive tasks which are seen as more
mechanical or numerical and therefore more appropriate for algorithms
to undertake. The need for context dependent assessments is further
evidenced in studies examining Al assistance. For example, Al is viewed
more negatively in contexts which require interpersonal warmth or
high-stakes interactions, while Al assistance in more technical and me-
chanical tasks is perceived more positively (Longoni et al., 2019; Peng
et al., 2022). Researchers have also found an “outcome bias” in Al
decision-making processes, where positive decisions made by Al are
perceived as being more trustworthy and fairer compared to negative
decisions made by Al or humans (Bankins et al., 2022).

In line with the literature, in work contexts we expect there to be an
assumption that the sender has greater responsibility for what they are
communicating when they communicate with colleagues, and there are
likely to be greater interpersonal and professional consequences from
the interaction. For example, Ardichvili et al. (2003) found that in the
work context, employees carefully considered what information to share
with colleagues, noting fears of misleading colleagues with inaccurate
information and fears of being criticised. In contrast, many of these
considerations are comparatively lacking on social media, with social
media being a lower trust environment overall (as shown below), which
has implications for how people perceive content received via these
platforms. For example, an analysis across 26 countries found that
increased access to news on social media resulted in a general dimin-
ishing of trust in news media globally (Park et al., 2020). Another
analysis of news exposure on Facebook in the UK, Australia and the US
found that users who are incidentally exposed to news on the platform
report lower trust compared to those who intentionally access news on
the platform (Park & Lee, 2023). Additionally, a 2024 Pew Research
Centre survey of 9680 US adults found that only 37% have a lot or some
trust in information that comes from social media (Eddy, 2024). These
findings highlight the overall lower levels of trust in information found
on social media, which is significant given the increasing influence that
information shared on these platforms has on important political de-
liberations (Formosa et al., 2024b). Together, this leads to our second
hypothesis regarding contextual differences:

H2. Content received in a workplace context should be perceived as
more trustworthy, authentic, and useful for knowledge uptake than
content received in a social media context.

2.3. The impact of disclosure of Al assistance

Disclosing Al assistance in communication can impact perceptions of
that communication. For example, Altay and Gilardi (2024) found that
the labelling of news headlines as Al-generated resulted in lower per-
ceptions of accuracy and a decline in the willingness to share these news
headlines, even if they were true and generated by humans. The reason
for this was that people perceived what they believed to be Al-generated
news headlines as less accurate due to an assumption that the headlines
were completely Al-generated without any human oversight (Altay &
Gilardi, 2024). This highlights the importance of disclosure in increasing
transparency and confidence in online communications. Furthermore,
Weiss et al. (2022) found that the use of Al assistance in the context of
job applications resulted in applicants being perceived as having less
competence (see also Reif et al., 2025), less warmth, and being less likely
to be hired. Liu et al. (2023) also found that the disclosure of
Al-generated content via labelling led to a significant reduction in the
perceived trustworthiness of both fact-based and opinion-based news.
Additionally, Schilke and Reimann (2025) found that disclosing the use
of Al led to the erosion of trust in the user across a multitude of diverse
tasks and roles, including professional analysts, academic professors,
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and creative artists. Meanwhile, Coman and Cardon (2024) found that
messages which were disclosed as using GenAl (particularly ChatGPT)
received lower ratings for sincerity and caring.

However, discussions of the ethical and responsible use of Al tech-
nologies often point prominently to the need for transparency in their
use. Indeed, as evidence of its ethical significance, transparency was
identified as the most prevalent ethical principle in the current Al
governance literature (Jobin et al., 2019). Empirically, Nkembuh (2025)
found that in the context of professional remote collaboration, while
Al-mediated communication led to diminished trust at first,
cross-cultural understanding and negotiation satisfaction were
increased if appropriate transparency regarding the use of Al was pro-
vided, which resulted in the strengthening of professional relationships.
However, it is important to keep distinct the normative expectation that
it is important that others should disclose Al use, from expectations about
the actual impact that such disclosure will have on how that commu-
nication is perceived. This complex picture leads to our third hypothesis:

H3a. Participants will view the disclosure of AI assistance as
important.

H3b. Participants will expect that the presence of Al disclosure will
negatively bias their perception of the communication.

3. Methods
3.1. Research design

This study used a factorial design, which is an effective means for
exploring specific features that are hypothesised to influence partici-
pants' responses to a specific phenomenon (Wallander, 2009). Partici-
pants were asked to respond to a scenario as part of a 3 (solely human
authored, solely AI authored, or Al-assisted human authored) X 2 (work
email or social media post) factorial design. This gave a total of six
experimental vignettes, across our three author types and two media
contexts. We looked at how these six different scenarios impacted par-
ticipants’ perceptions of trustworthiness, authenticity, and knowledge
uptake. In our between-subjects design, each participant was randomly
allocated to read one vignette only.

3.2. Materials

Participants were shown the text of a work email or social media post
that they were told was sent/posted by a human named “JT”. After
reading the text, participants were told (depending on whether they
were assigned to the human only, Al only, or Al-human condition) that
the text was: “written solely by JT without any Al assistance/written
solely by an Al tool (such as ChatGPT) without any assistance or over-
sight by JT/partly written by JT who used an Al tool (such as ChatGPT)
to assist them to refine and present their thoughts”. The core informa-
tional content (a positive stance on remote work) was kept consistent
across both media contexts. However, to ensure ecological validity, the
tone and formatting were adapted to match the norms of the respective
medium (i.e., professional for email and informal for social media), as
using identical text across both mediums would likely be perceived as
artificial by participants. The full text of the work email and social media
post given to participants is included in the Supplementary Materials.
All vignettes were carefully reviewed by three academics with a range of
expertise to ensure plausibility and consistency across conditions. We
also piloted the vignettes by asking laypeople to review the vignettes
and the survey questions to ensure comprehension.

3.3. Procedure
Our research design, including hypotheses and analysis plan, was

pre-registered at OSF (https://osf.io/np8zx) before commencing data
collection. Participants were recruited through Prolific, which provides
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a high-quality source of data and a broader participant pool than un-
dergraduate student samples (Douglas et al., 2023). Participants were
pre-screened via Prolific for English competency and being over 18 years
of age. To test for comprehension, immediately after reading their
assigned vignette, participants were asked: “Who wrote this workplace
email/social media post? 1) A human; 2) AL 3) Partly human and partly
AT”.

3.4. Ethical approval and informed consent

Ethics approval was obtained from the Macquarie University Human
Research Ethics Committee prior to undertaking this study and the
collection of any data (ref no. 520251897262500). All participants
provided voluntary informed consent before completing this study.

3.5. Sample

Following our pre-registration, we excluded participants who failed
our comprehension check. Of the 642 participants who completed our
study, 547 (85.2%) passed our comprehension check by correctly
identifying the author of the text they had just read. Therefore, N = 547
participants were retained for primary analysis. This was in line with the
power analysis contained in our pre-registration, where we state that we
need to recruit between 480 and 600 participants to have sufficient
sample size to detect small-to-medium effects. However, the failure rate
of the comprehension check differed across our three author conditions,
with 4.1% of participants in the Human condition failing the compre-
hension check, compared to 18.4% in the AI-Human condition and
22.3% in the AI condition. We address this comprehension variation
further in terms of the robustness of our results in Section 4.2 and in our
discussion in Section 5. The mean age of our sample was 38.01 years (SD
=12.35), and 258 people identified as female, 283 as male, 5 as another
gender, and 1 preferred not to say.

3.6. Measures

After reading each vignette, participants completed the following
three measures for trustworthiness, knowledge uptake, and authenticity.

Trustworthiness was measured with a 5-item scale (Cronbach's a =
.96) modified from Ohanian (1990), asking participants to rate the
extent to which the human (JT) who sent/posted the content seemed:
“Dependable”, “Honest”, “Reliable”, “Sincere”, and “Trustworthy”. Each
item was rated on a 7-point Likert scale from 1 “Strongly disagree” to 7
“Strongly agree”.

Knowledge Uptake was measured using a single item which was a
modified version of the “knowledge use” measure from Lundin and
Oberg (2014) asking: "How likely would you be to use this piece of in-
formation when forming your own opinion on this issue?" Participants
provided responses on a 7-point Likert scale ranging from “1 = Very
unlikely” to “7 = Very likely”.

Perceived Authenticity was measured using two subscales of the
Authenticity Scale (Wood et al., 2008), which we analysed separately.
The Authentic Living sub-scale had 4 items (a = .90); an example item is:
"This content suggests that JT stands by what they believe in". The
Accepting External Influence subscale had 4 items (a = .87); an example
item is: "This content suggests that JT is strongly influenced by the
opinions of others and external pressures". We did not use the Self--
Alienation sub-scale because it was not relevant to our study. We note
that given the focus of the items on the content shared by JT, we are
measuring here perceived communicative authenticity, and not personal
authenticity. Authenticity is thus defined here as the recipient's
perception of the author's sincerity and ownership of the message; spe-
cifically, whether the text appears to reflect the author's genuine beliefs
(Authentic Living) or seems dictated by others (Accepting External Influ-
ence). All items were rated on a 7-point Likert scale ranging from “1 =
Does not describe JT at all”, to “4 = Unsure if this describes or does not
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describe JT”, to “7 = Describes JT very well”.

Vignette qualitative response was an open-ended text box, at the end of
the above three measures, which asked: “Please explain your answers.
What impacted your reaction to this workplace email/social media
post”?

Technology experience. Next, after completing these measures, par-
ticipants were taken to a new screen. They were told that: “The
following questions are about your views in general and are NOT about
the scenario you just read”. To capture their Technology Experience we
used two single item measures, based on a modified version of Mon-
tefiore et al.”’s (2024) media experience measure, asking about the extent
of their experience with using “Al technologies (such as ChatGPT)” for
Al experience and with using “social media (such as Facebook)” for social
media experience. This was measured on a 7-point Likert scale, with “0 =
No experience at all”, “1 = Very little experience”, and “7 = Very
experienced”.

Perceptions of Al disclosure. Finally, we captured participants’ general
perceptions about Al disclosure with two single item author-created
measures, given no relevant existing measures could be sourced. After
again being reminded that these questions are about “your views in
general and are NOT about the scenario you just read”, participants were
first asked (for AI Disclosure): “In general, how important is it to disclose
the use of Al to help write text?”, using a 7-point Likert scale from “1 =
Not at all important”, “4 = Neutral”, to “7 = Extremely important”.
Next, for Disclosure Perceptions, participants were asked: “If I saw a
disclosure that someone had used Al to help them to write a text, I would
view the text ...”, and responded on a 7-point Likert scale from “1 =
Much more negatively”, “4 = Neither more negatively nor more posi-
tively”, to “7 = Much more positively”. Lastly, for the Disclosure Quali-
tative Response an open-ended text box was provided for responding to
the prompt: “Please explain your answers about disclosure further”.

3.7. Analytical approach

Following our pre-registered analysis plan, we conducted a series of
two-way ANOVAs with the vignette measures (Trustworthiness, Authentic
Living, Accepting External Influence, and Knowledge Uptake) as the
dependent variables, and either Author Type (Human, Al, or Al-assisted
human) or Media Type (Social Media post or Workplace email) as the
independent variable. We used Tukey's HSD for post-hoc comparisons of
significant main and interaction effects. As an additional step, we con-
ducted ANCOVAs using Al Experience and Social Media Experience as
covariates to determine if these factors influence our primary results. For
our two general Al disclosure variables, which measure broad normative
attitudes and expectations across the entire sample rather than re-
sponses to specific vignettes, we conducted one-sample t-tests against
the scale midpoint of 4 (i.e., the ‘Neutral’ point) for both disclosure
variables (AI Disclosure and Disclosure Perceptions). This allowed us to
determine if participants view disclosure as important (i.e., above the
neutral point) and expect disclosed Al-assisted content to be perceived
negatively (i.e., below the neutral point), independently of the experi-
mental manipulations.

Finally, our qualitative data from the open-ended responses were
analysed using thematic coding following the framework by Braun and
Clarke (2006). We adopted a bottom-up inductive approach that
allowed themes to emerge organically from the data (Braun & Clarke,
2006). To ensure rigor and reliability, investigator triangulation (Carter
et al., 2014) was achieved by an initial partial coding being undertaken
by the three researchers in dialogue, before the remaining coding was
completed by one researcher with a second researcher checking all
passages flagged by the first coder as potentially ambiguous, with coding
disagreements resolved through discussion. A series of chi-square tests
of independence were performed to determine if the frequency of pos-
itive and negative themes differed between conditions.
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4. Results
4.1. Descriptive statistics

Participants’ ratings across all six conditions of our four key outcome
variables are given in Table 1, along with the number of participants per
cell. The mean (SD) for AI Experience in the sample was 5.01 (1.77) and
for Social Media Experience it was 5.88 (1.38). Note that the two
authenticity scales are inverses of one another, with a high score in
Authentic Living indicating high degrees of authenticity, whereas a high
score for Accepting External Influence indicates low degrees of
authenticity.

4.2. Quantitative results

The main effects of Author Type and Media Type are shown visually
in Figs. 1 and 2. We now outline the details of our analysis.

Trustworthiness. The two-way ANOVA results revealed a signifi-
cant and large main effect of Author Type on trustworthiness, F(2, 541)
= 62.03, p < .0001, nlz, =.19. As predicted in H1, post-hoc tests with
Tukey's correction showed that Human-authored content was rated as
significantly more trustworthy than AI-Human content, which in turn
was rated as significantly more trustworthy than Al-authored content
(ps < .001). Against the prediction of H2, there was no significant main
effect of Media Type, F(1, 541) = 2.00, p = .158. There was also a small
but significant interaction effect between Author Type and Media Type,
F(2, 541) = 3.96, p = .020, ng = .01. A simple effects analysis was
conducted to explore this. With Social Media as the Media Type, Human-
authored content was rated as significantly more trustworthy than Al-
Human content (p < .0001), which in turn was rated as significantly
more trustworthy than Al-authored content (p < .003). With Work Email
as the Media Type, there was no significant difference in trustworthiness
between Human-authored and AI-Human content (p = .715), but both
were rated as significantly more trustworthy than fully Al-authored
content (ps < .001).

Authentic Living. The results revealed a significant and large main
effect of Author Type, F(2, 541) = 66.27, p < .0001, ng =.20. As pre-
dicted in H1, post-hoc tests showed that Human-authored content was
rated significantly higher for Authentic Living than Human-AI content
(p < .008), which in turn was rated significantly higher compared to AI-
authored content (p < .0001). Against the prediction of H2, there was no
significant main effect of Media Type F(1, 541) = .53, p = .465. There
were no significant interaction effects.

Accepting External Influence. The results revealed a significant but
small main effect of Author Type, F(2, 541) = 6.25, p < .002, ng =.02.
Note, for this variable, higher scores indicate less authenticity, and so we
should expect a reverse ordering. As predicted in H1, post-hoc tests
showed that Al-authored content was rated significantly higher for
accepting external influence compared to both Human-AlI content (p <
.008) and Human-authored content (p < .005); however, there was no

Table 1
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significant difference between Human-AI content and Human-authored
content (p =.998). Against the prediction of H2, there was no significant
main effect of Media Type F(1, 541) = .099, p = .753. There were no
significant interaction effects.

Knowledge Uptake. The results show a significant medium main
effect of Author Type, F(2, 541) = 22.64, p < .0001, ng = .08. As pre-
dicted in H1, post-hoc tests showed that Human-authored content was
rated as significantly more useful for knowledge uptake compared to Al-
authored content, and in turn Human-AI content was rated as signifi-
cantly more useful for knowledge uptake compared to Al-authored
content (ps < .0001); however, there was no significant difference be-
tween Human-AI content and Human-authored content (p = .25). There
was also a significant but small main effect of Media Type, F(1, 541) =
6.07, p = .014, nf, = .01. As predicted by H2, content in a Work Email
was rated as significantly more useful for knowledge uptake compared
to content in a Social Media post. There were no significant interaction
effects.

Disclosure Two one-sample t-tests were used to explore H3. As
predicted by H3a, results showed that the importance of disclosing Al
use (M = 5.40, SD = 1.45) was significantly greater than the scale's
neutral midpoint of 4, t(546) = 22.45, p < .0001. The effect size was
large, d = 0.96. In contrast, against the prediction of H3b, results show
that disclosure of Al use would not lead participants to have significantly
more negative perceptions (M = 4.17, SD = 1.50) compared to the
neutral midpoint of 4, t(546) = 2.72, p = .99. The associated effect size
was small, d = 0.12.

Robustness Checks. The main findings were robust to two further
checks. First, we conducted a series of ANCOVAs that confirmed that
controlling for participants’ previous Al and social media experience did
not alter the significance or direction of the main effects identified
above. Second, given the unequal exclusion rates across conditions as
detailed in Section 3.4, we repeated our primary analyses with the full
data set (N = 642), and this replicated our original findings. This
sensitivity analysis suggests that the differential rates of exclusion be-
tween conditions did not bias the experimental outcomes.

4.3. Qualitative results

Participants were asked to provide qualitative responses to two
separate questions. The first related to participants’ perceptions toward
the author and the content of the vignette they had been shown. The
second question pertained to perceptions of the disclosure of Al use in
general. The responses to these two questions were coded separately as
they deal with distinct hypotheses. Responses to the first qualitative
question help us to answer H1 and H2, whereas responses to the second
question help us to answer H3. Furthermore, responses to the first
qualitative question allow us to compare groups, given that participants
in each condition are responding to different stimuli. In contrast, for the
second qualitative question the stimulus is identical and therefore all
participants belong to the same condition.

Means (standard deviations) for the four outcome variables, and completions per cell.

Condition Trust Authentic Living External influence M (SD) Knowledge Uptake No. of responses
M (SD) M (SD) M (SD)

Human only 5.59 (1.11) 5.75 (0.96) 3.58 (1.50) 5.20 (1.66) 110
Social Media [H-SM]

Human only 5.53 (1.00) 5.59 (0.88) 3.45 (1.47) 5.55 (1.23) 100
Work Email [H-W]

Al + Human 4.80 (1.22) 5.20 (1.28) 3.50 (1.43) 4.74 (1.77) 86
Social Media [AI/H-SM]

AI + Human 5.38 (0.92) 5.39 (0.97) 3.55(1.38) 5.46 (1.23) 87
Work Email [AI/H-W]

Al only 4.15 (1.58) 4.36 (1.64) 3.86 (1.32) 4.30 (1.92) 81
Social Media [AI-SM]

Al only 4.11 (1.56) 4.12 (1.53) 4.11 (1.32) 4.23 (1.82) 83

Work Email [AI-W]
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Qualitative responses to the first question were coded under three
major themes: 1) positive or 2) negative perceptions of the author and
content; or 3) neutral, ambiguous, or contingent responses. Overall, posi-
tive perception themes made up 67.6% of responses, whereas negative
perception themes comprised 27.8% of responses. Neutral, ambiguous
or contingent themes made up only 4.6% of responses. A summary of
themes identified, including minor themes within major themes, with
code frequency is shown in Table 2.

In terms of the most common minor themes, inauthentic or insincere
was the most common negative theme, making up 13% of total re-
sponses. This includes responses such as, “The wording of the post didn't
feel genuine [H-SM]” and “Using Al to create content is lazy, inauthentic,
and placeholding [AI-SM]”. Within the positive perceptions themes,
authentic or sincere was the most common theme, making up 32.6% of
total responses, followed by positive about content (21.5%). Responses for
authentic and sincere included: “I think JT believes in working from home,
and the use of Al to generate this response above doesn't diminish that belief in

Table 2
Summary of themes under positive, negative, and neutral categories.
Theme Illustrative Quotes Code
Frequency
Positive Perceptions of Author and Content 67.6%*
Authentic or sincere “I think JT believes in working from 32.6%
home, and the use of Al to generate this
response above doesn't diminish that
belief in any way.” [AI-W]
Positive about content “Mainly my own beliefs, the post says 21.5%
exactly what I feel and know to be true for
me.” [H-SM]
Al use is acceptable “I feel that JT does really believe in 7.6%
remote work but had to rely on Al to make
his message more pronounced.” [Al/H-
SM]
Positive character “JT came across as someone who is tech- 3.4%
description savvy, adaptable, and aligned with future
workplace trends.” [AI/H-SM]
Trustworthy “JT seems to have the interests of others 1.5%
and therefore is trustworthy and sincere.”
[H-W]
Human authorship is “What impacted me the most was when I 0.9%
positive was made aware that JT was a human who
did not use Al in any form to formulate the
email he had sent.” [H-W]
Negative Perceptions of Author and Content 27.8%
Inauthentic or insincere “Using Al to create content is lazy, 13.0%

inauthentic, and placeholding.” [AI-SM]
“The opinion may be guided by the 4.7%
person, but the fact that it was entirely
written by Al feels disingenuous.” [AI-SM]
“The email is pretty vague and bland. it 3.1%
doesn't tell me much about JT.” [AI/H-W]
“The social media post being written by Al 2.2%
has had a severe negative impact on my
perception of the post.” [AI-SM]
Lazy “Since it was an email that would have 1.9%
been easy to be formulate without Al I
feel that JT may cut corners a lot.” [AI-W]
“JT clearly cannot think for himself and 1.8%
relies on Al to think for him due to his
answers and beliefs.” [AI-SM]
“If a human can't form their own opinion 1.1%
and relies on Al then they are
untrustworthy. Possibly a very young
person who is influenced by what he
thinks is the right view.” [AI-SM]
Neutral, Ambiguous, Contingent 4.6%
Uncertain, don't know, “I don't feel like I can extrapolate much at 4.6%
unclear or neutral all about JT as a person from one

workplace email, regardless of whether or

not they used Al when composing their

email.” [AI/H-W]

Al use undermines
credibility

Negative about content

Al use is problematic (in
general)

Negative character
description

Untrustworthy

Notes. Bold percentages are cumulative. * Positive minor themes add up to
67.5% (not 67.6%) when added individually due to rounding.
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any way [AI-W]”. Responses coded as positive about content included:
“Mainly my own beliefs, the post says exactly what I feel and know to be true
for me” [H-SM].

To statistically test for differences in the frequency of positive and
negative theme mentions (ignoring neutral themes) between conditions,
we performed a series of chi-square tests of independence. As can be
seen in the left side of Fig. 3, the association between author type and
positive/negative theme frequency was highly significant, y%(2, N =
749) = 195.46, p < .0001. A post-hoc analysis of the standardised re-
siduals showed that those in the Human and the Human-AI condition
had significantly fewer negative comments and, for the Human condi-
tion only, significantly more positive comments than expected, whereas
the Al group had significantly more negative and less positive comments
than expected. In contrast, as can be seen in the right-hand side of Fig. 3,
there was no significant association between Media type and positive/
negative theme frequency, with y2(1, N = 749) = 2.13, p = .145.

Regarding the second qualitative question concerning disclosure,
themes were coded around either responding to the use of Al in writing
(positive or negative views), or responding to the need for disclosure
(negative, positive, or contingent views). There were no differences be-
tween conditions here, as every participant was responding to the same
stimuli. The frequency of major themes is summarised in Table 3. A full
theme table with all minor themes generated by this data is included in
Supplementary Materials (Table S1).

In terms of perceptions around the use of Al in writing, negative
themes about AI use were slightly more common and constituted 23.3%
of total responses, with inauthentic being the most common negative
theme at 9.4% of total responses. This includes responses such as:
“Transparency around Al usage is key, and for social media, posts should be
authentic and from the heart, not written by AI’. Meanwhile positive
themes about Al use made up 21.3% of total responses, with can improve
writing being the most common positive theme at 11.3%. Responses for
this theme included: “AI boosts texts clarity. I would not mind if someone
takes advantage of Al to express themselves”.

In terms of perceptions around the disclosure of Al use, positive about
the need for disclosure themes were most common and made up 30.5% of
total responses. Within these, disclosure needed for transparency, honesty,
and trust was the most common theme at 13.7% of responses. Responses
for this theme included: “I believe that everyone should disclose the use of Al
in text. Disclosing the use of Al in text promotes transparency”. This was
followed by disclosure needed to enable reader judgement, verify facts, etc.
at 8.0%. Responses for this theme included: “Disclosure allows for an
informed assessment, rather than a potentially misguided one based on false
assumptions about authorship”. Next, themes around conditional or
contextual views made up 16.7% of total responses, including minor
themes such as depends on context (5.7%), depends on extent of Al use
(5.2%), depends on content (3.5%), and depends on human checking and
proofing (2.3%). These indicate that perceptions around the disclosure of
Al use can be dependent on the extent to which Al is used in crafting a
text, what human oversight and proofing takes place, the context of use,
as well as the content of the text itself. Finally, themes that were negative
or indifferent about the need for disclosure made up 8.3% of all responses,
with disclosure not needed as Al is just a tool being the most common
theme at 3.4% of responses. Responses for this theme included: “AI is
simply a tool, using the best tool for the job or when needing assistance is
working intelligently”.

5. Discussion

Our study reveals a tension at the core of Al-Mediated Communica-
tion, with negative perceptions applied to interpersonal communication
that utilises AI (which we call the “Al penalty”), and yet the honest
disclosure of that assistance, which can be seen as ethically required,
triggers that penalty (which we term the “disclosure paradox™).

Our data confirmed our first hypothesis (H1), which predicted that
human-authored content should be perceived as the most trustworthy,



S. Sahebi et al.

Computers in Human Behavior: Artificial Humans 8 (2026) 100304

Sentiment

Positive
Negative

400 |
(2]

2001 ]
5 88 300
<
[}
=
9
g
E 200 {
o
'—
-
S 100
@
£ 148
= 100
Z

01 04
Al-Human Al Social Media Work Email

Author Condition

Media Condition

Fig. 3. Qualitative response sentiment by condition.

Table 3

Summary of themes under, conditional, negative, and positive categories.
Major Themes Code Freq.
Al Perceptions: Negative about Al use in writing 23.3%*
Al Perceptions: Positive about Al use in writing 21.3%
Disclosure Perceptions: Positive about need for disclosure 30.5%
Disclosure Perceptions: Conditional or contextual Views 16.7%
Disclosure Perceptions: Negative or indifferent about need for disclosure 8.3%

Notes. Themes add up to 100.1% due to rounding.

authentic, and useful for knowledge uptake, followed by Al-assisted
human-authored content, and lastly by solely Al-authored content.
This points to a strong and consistent “Al penalty” across all variables
that increases when moving from ‘no use of AI’, to ‘some use of Al with
human efforts’, and from there to ‘sole use of AI’. H1 was also supported
by our qualitative results, with the human-authored condition having
significantly fewer negative theme mentions, and significantly more
positive theme mentions, than expected. More specifically, these quali-
tative findings show that, in general, people tend to perceive human-
authored content as being much more authentic, while Al-authored
content was much more likely to be seen as inauthentic or insincere.
However, adding nuance to these findings, some participants mentioned
that Al-authored communication can also be authentic or sincere. It is
worth qualifying that the Al penalty found in our study focused on
perceptual impacts, and while these perceptions may be informed by
concerns around norm or moral violations, we are cautious about
inferring strong explanatory insights from our data.

The differential rates of exclusion between conditions are also
potentially noteworthy, with much higher exclusion rates in the Al and
Human-AlI conditions. In the AI condition, 74.5% of participants who
failed the comprehension check incorrectly identified the author as
‘Human’, and this figure rose to 92.3% in the Al-assisted condition.
While we cannot rule out inattention, the directional nature of these
errors suggests a form of cognitive resistance to Al authorship; when
presented with a coherent text, some participants appeared to default to
the assumption of sole human authorship despite clear disclosures of Al
involvement. This apparent cognitive resistance warrants further
empirical investigation and adds nuance to other research examining
attributions of Al authorship (e.g., Formosa et al., 2024a).

These results support previous research which found that human-
authored content was perceived as more trustworthy (Jakesch et al.,
2019; Jia & Liu, 2021; Liu et al., 2022) and authentic (Glikson &

Asscher, 2023) compared to Al-generated content. Further, these find-
ings appear to track across different contexts and domains, including
marketing (Kirk & Givi, 2025), journalism (Toff & Simon, 2025) and
crowdfunding contexts (Arnold et al., 2025). Additionally, our findings
that Al-assisted human content is more trustworthy, authentic, and
useful for knowledge uptake than Al-authored content supports findings
that the use of GenAl tools to assist humans in the content creation
process is perceived less negatively than solely Al-generated content
(Briins & MeiBner, 2024; Kirk & Givi, 2025). Given previous findings
that Al-generated responses are negatively evaluated (Hohenstein et al.,
2023), including as it pertains to competence (Reif et al., 2025), our
findings that human-authored content is perceived as being more useful
when considering what information to rely on during deliberation pro-
vides further insights into the consequences of the negative evaluations
of Al-generated content. Importantly, our findings show that this AL
penalty is not simply a matter of negative perceptions, because it has
direct implications for epistemic engagement, as people may be less
willing to rely on information that they believe to be Al-generated when
deliberating and forming their own opinions. Perceptions around use-
fulness for knowledge uptake has meaningful ramifications in the
context of AI-MC, given that epistemic trust in a communicator is a
prerequisite for the willingness to use and rely on their information.

This raises a significant ethical concern since, as argued by Sahebi
and Formosa (2025), an indiscriminate AI penalty risks perpetrating a
form of epistemic injustice, where a communicator's capacity as a
knower is unfairly diminished because they used, or are believed to have
used, an Al tool. Furthermore, this Al penalty may be even more unfair
to those who might benefit the most from the use of Al to overcome
accessibility or linguistic barriers, such as non-native speakers who may
use Al to communicate in an additional language. A related concern
pertaining to the Al penalty is the risk that it may be weaponised against
people to undermine them as epistemic agents (Sahebi & Formosa,
2025). For example, a person may label another's communication as
being Al-authored, without any evidence or justification, knowing that
this will lead to the application of an Al penalty which will undermine
the communicative force of their message. These findings also accord
with evidence of “shadow adoption” of Al in workplace contexts, driven
by employees' concerns that their effort or competence may be ques-
tioned by leaders if their GenAlI use is declared (Hare & Bennett, 2025;
Hill, 2025). This further suggests that in the absence of clear norms, or
conflicting ones, regarding AI use in communications, issues of
accountability and governance of such use remain unsettled in work-
places and wider contexts (Jobs and Skills Australia, 2025).
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Our second hypothesis (H2), that content received in a workplace
context should be perceived as more trustworthy, authentic, and useful
for knowledge uptake than content received in a social media context,
had limited support. While there was no significant difference between
the two media types pertaining to trustworthiness and authenticity, the
content in a work email was seen as significantly more useful for
knowledge formation and deliberation than content in a social media
post, although this was a small effect size. An interaction effect for
trustworthiness added nuance to these results, suggesting the emergence
of distinct, context dependent norms. In the social media context,
human-authored content was seen as more trustworthy than Al-assisted
and Al-authored content, meaning that any use of Al, even if only for
assistance, incurred a significant trust penalty. In the work context, in
contrast, there was no statistical difference in trustworthiness between
human-authored and Al-assisted content, implying that there is no
penalty for Al assistance in the work context unless the content is solely
Al-authored. These findings support previous research which found that
the use of Al is perceived more negatively in contexts where interper-
sonal warmth is expected (Peng et al., 2022), which would include in-
formation environments such as social media which focus on personal
expression (Haimson et al., 2021). In contrast, in the workplace context
people may be less focused on these interpersonal factors and are instead
focusing more on Al as a useful tool for productivity and accessing in-
formation, provided there is meaningful human oversight (Gkinko &
Elbanna, 2023; Noy & Zhang, 2023). This is further supported by
research which found that emotional marketing communications
generated by Al were perceived as inauthentic, leading to lower levels of
loyalty and positive word of mouth, while AI generated factual mar-
keting communications were not (Kirk & Givi, 2025).

Our third hypothesis (H3) revealed what we term the “disclosure
paradox”. As predicted (H3a), participants stated that disclosure of Al
use is important, presumably in part because of the ethical reasons in
favour of such transparency (Schilke & Reimann, 2025). But, against our
prediction (H3b), participants claimed that AI disclosure would not
impact their assessment of the communication. However, our H1 results
show that there is indeed a large AI penalty, which shows that Al
disclosure may in fact lead to more negative perceptions of the
communication. This creates the disclosure paradox: we demand
transparency around Al use, but (contrary to our own expectations) we
may punish those who provide it. It is important to clarify that this
paradox is inferred through the juxtaposition of participants’ general
normative beliefs and expectations against their specific evaluative re-
sponses to the vignettes, rather than through a direct experimental
manipulation of disclosure. Consequently, the disclosure paradox re-
flects a mismatch: while participants hold a normative belief that
disclosure is important and predict that such disclosure will not nega-
tively bias them, they nevertheless exhibit negative evaluative attitudes
when Al use is actually disclosed. These findings are also supported by
research in different contexts. In the context of crowdfunding cam-
paigns, the disclosure of AI use resulted in donors having significantly
less cognitive and affective trust (Arnold et al., 2025), while in the
context of human resource management, disclosure that AI was used to
generate performance feedback for employees resulted in negative
perceptions of the feedback (Tong et al., 2021).

The mechanisms behind this disconnect between the non-effect that
people think disclosure will have on their perceptions of a communi-
cation (i.e., ‘I think disclosure is important and so I won't view Al use
negatively when it is disclosed’) and the negative effect that it in fact
may have (i.e., ‘I do view disclosed Al use in text communications
negatively’) needs further investigation. This disconnect may be
explained by social signalling theory (Spence, 1973, 2002), whereby the
disclosure of Al use may signal to the recipient the author's perceived
lower levels of effort or expertise, which in turn triggers a negative
evaluation (the AI penalty) of the communication that overrides par-
ticipants' consciously-stated beliefs that such disclosure would not pre-
vent them from assessing the communication fairly on its own merits.
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This paradox may create perverse incentives for non-disclosure, under-
mining the very transparency that participants claim to value. It may
also encourage free-riding, where people want others to disclose their
use of Al, since they value such transparency, but are reluctant to
disclose their own use for fear of suffering an epistemically unfair Al
penalty. This issue is especially salient given that research has found that
people are unable to identify Al generated content across a number of
contexts (Jakesch et al., 2023), which is consequential if people are to
make accurate judgements about the communications they receive.

The tensions identified by our study suggest that norms around Al-
MC and its disclosure are in flux. Our qualitative data revealed multi-
ple responses which shared a sentiment that AI use is becoming
commonplace (e.g. “Everyone is using [AI for] writing now”), which might
make AI disclosure unnecessary (e.g. “I think it will probably become
burdensome to state that we were helped by Al since it will be so common-
place”). Consequently, norms are likely to evolve in complex, context
dependent ways. For example, several participants stated that disclosure
is only necessary if there are explicit instructions not to use Al (e.g. “It's
really not necessary to disclose that [AI use] unless something specifically
says not to utilize AL”"). This emphasises that the need for disclosure may
be context dependent, requiring that we consider the costs, benefits, and
forms of AI disclosure in different contexts. This threatens to create a
form of what, in another context, Nissenbuam (2011) calls the “trans-
parency paradox”: disclosing too much information too often may risk
overburdening the recipient and creating disclosure fatigue, whereas
disclosing too little information may not provide sufficient details to
understand what is being disclosed. As Al tools become more deeply
integrated into our everyday communication platforms, their use may
simply become assumed and thus become something that is neither
informative nor necessary to disclose (just as we do not disclose the use
of spell-checking tools). Emerging norms around Al disclosure will
therefore likely need to become more granular and modulated to the
type, context, and extent of Al use in different communication envi-
ronments (BaHammam, 2025; Schilke & Reimann, 2025). In particular,
the disconnect between people's stated belief that AI disclosure will not
bias their evaluations and their actual penalising responses when Al use
is disclosed suggests that disclosure frameworks cannot simply mandate
transparency and assume that it will be evaluatively neutral. Instead, the
design of effective disclosure mechanisms will need to be calibrated to
the communicative context and modulated to the type and extent of Al
use, while also accounting for the perverse incentives that a blanket
approach to disclosure risks creating.

6. Limitations and future research directions

There are several limitations to this study. First, as vignette studies
involve responses to hypothetical scenarios, the stated intentions of
participants may not match their real-world behaviours. This is referred
to as the intention-behaviour gap (Hassan et al., 2016). While this is a
necessary trade-off for this type of research, our study design allowed us
to precisely isolate the impacts on our variables of interest. Future
research could build on these results to explore impacts in real-world
settings. Second, our results are contingent on the stimulus material
used (a message about remote work from a source named 'JT'). While
this topic was chosen for its relevance to both workplace and social
media contexts, future research should explore these effects using a
wider variety of topics (such as political news or personal updates) to
establish broader generalisability. Future research could explore using
other stimuli, including more polarising communications, to examine
how people respond to different kinds of communications and
messaging. Third, while we recruited participants via Prolific, a platform
that provides high quality data (Douglas et al., 2023), our findings may
not generalise to all populations and would therefore benefit from
replication in diverse samples.

Future research can build off the results of this study by, for example,
exploring the mechanisms underlying, and the robustness of, the
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disclosure paradox by explicitly informing participants about the exis-
tence of the AI penalty. This would allow research to explore whether
awareness of this penalty mitigates participants’ negative judgments of
AI-MC, their expectations that others should disclose their Al use, and
their intentions about whether to conceal their own use of Al. Addi-
tionally, future research could provide a more nuanced exploration of
the costs of Al disclosure, and what degree and type of assistance should
be disclosed. Finally, future research could explore how norms around
Al usage and disclosure differ in a greater range of distinct contexts.

7. Conclusion

This study identified a consistent “Al penalty” as AI-MC is perceived
as less trustworthy, less authentic, and less useful for knowledge uptake
than human-generated interpersonal communications in social media
and work contexts. Our findings suggest that the Al penalty is not driven
merely by evaluations of the technology itself, but also by context-
dependent social expectations around authorship, authenticity, and
effort. Additionally, this study identified a “disclosure paradox”,
whereby participants demand transparency about Al use while simul-
taneously penalising such disclosure. These findings make three novel
contributions to the literature. One, this study is the first to examine how
three factors which are critical to interpersonal communication, namely
trustworthiness, authenticity and knowledge uptake, are impacted by
AI-MC. Our analysis provides further empirical backing for the negative
impacts (i.e., the AI penalty) that Al use has on the perceptions of
communicators who use it. Two, this study examined these perceptions
in two contexts where interpersonal communication plays a vital role,
namely through social media and the workplace. Three, this study
provides empirical evidence for a disconnect between the stated beliefs
of participants about the impact of Al disclosure on their perceptions of a
communication and the actual impact of that disclosure on their views.
These findings provide valuable insights into current norms and ex-
pectations around the usage of GenAl to mediate communication in
different contexts. These findings can inform future discussions around
the appropriate use and disclosure of Al in interpersonal
communications.
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